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A B S T R A C T

The finding that repeating a statement typically increases its perceived validity is referred to as 
the truth effect. Research on individual differences in the magnitude of the effect and its corre
lates is scarce and has yielded rather mixed results. However, any search for replicable relations 
between the truth effect and other cognitive or personality variables is bound to fail if the truth 
effect cannot be measured reliably at the individual level and if the effect is not a stable phe
nomenon. We conducted two experiments investigating the split-half reliability and test–retest 
stability of the truth effect. To operationalize the magnitude of the effect, Experiment 1 used the 
between-items criterion and Experiment 2 used the within-items criterion of the truth effect 
(Dechêne et al., 2010). In both experiments, the truth effect’s test–retest stability was found to be 
very low, probably due to a highly insufficient reliability of the measures that were used. While 
there may be meaningful and stable individual differences in the truth effect, our findings raise 
concerns about the usefulness of established indices and standard measures of the truth effect for 
personality and individual difference research.

1. Introduction

A large body of research accumulated over the past 40 years has shown that repeating a statement typically increases its perceived 
validity. This phenomenon, which is now referred to as the truth effect, was first described by Hasher et al. (1977) and has been 
observed for a wide variety of stimuli, including true and false trivia statements, opinion statements, and product claims (for recent 
reviews, see Henderson et al., 2022, and Nadarevic, 2022). The truth effect is typically explained in terms of processing fluency, defined 
as the “metacognitive experience of ease during information processing” (Dechêne et al., 2010 p. 240). According to this account, the 
truth effect occurs because repeated statements are processed more fluently than novel stimuli and feelings of processing ease are 
typically used as a cue for validity in judgments of truth (Unkelbach, 2007). Empirical support for the role of processing fluency in truth 
judgments was provided by Reber and Schwarz (1999), who manipulated processing fluency by varying the color contrast of state
ments that were presented to a group of participants. Statements which were easier to read and process due to better color contrast 
were more likely to be judged as true.

In their referential theory, Unkelbach and Rom (2017) reconsidered the role of processing fluency in the repetition-based truth 
effect. The theory assumes that people evaluate the truth of a statement based on the number and the coherence of corresponding 
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references in memory. Specifically, the theory posits that presenting a statement like “Manfred von Richthofen, also known as the ‘Red 
Baron’, was a German fighter pilot during World War I” either activates corresponding references (e.g., “Red Baron”, “World War I”) 
and their links within a localized network, or prompts the construction of new references and links if the statement contains new 
information. A statement that has been presented before therefore arguably has more corresponding and coherently linked references 
than a new statement. This results in more fluent processing of the repeated statement, while also increasing the probability that it will 
be judged as true.

Although the truth effect has been extensively studied and is considered to be a robust phenomenon that occurs under a wide 
variety of conditions (Dechêne et al., 2010), there are still important open questions. For instance, there is a lack of research on in
dividual differences in the truth effect and its correlates which has only recently begun to be addressed. In a re-analysis of eight data 
sets, Schnuerch et al. (2021) found that despite the robustness of the truth effect at the aggregate level, the effect varied notably at the 
individual level across participants in terms of its magnitude and its direction. Furthermore, using a Bayesian modeling approach, 
Schnuerch et al. (2021) showed that the finding that most people assign higher truth judgments to repeated statements than to novel 
ones, while others show an opposite pattern, does reflect the existence of true qualitative individual differences in the truth effect 
rather than sampling noise or measurement error.

While it seems plausible to assume that individual differences in the truth effect are related to certain personality traits or cognitive 
variables, there is only a limited number of studies that have investigated possible correlates of the truth effect. In two early studies by 
Arkes et al. (1991) and Boehm (1994), the magnitude of the truth effect was found not to be associated with participants’ need for 
cognition, defined as “an individual’s tendency to engage in and enjoy effortful cognitive endeavors” (Cacioppo et al., 1984, p. 306). In 
contrast to these findings, results by Newman et al. (2020) suggest that people high in need for cognition are more susceptible to the 
truth effect, but only if they are not warned about the existence of false claims when they first encounter the statements. However, it 
should be noted that need for cognition did not significantly moderate the truth effect in a second experiment, although participants 
high in need for cognition again showed a slightly more pronounced truth effect than people scoring low on the Need for Cognition 
scale. In an advertising context, Sundar et al. (2015) observed a truth effect only for participants scoring high on the Need for Affect 
scale by Maio and Esses (2001), presumably because consumers who are sensitive to their feelings are more likely to pay attention to 
and rely on metacognitive cues such as processing ease when judging the truth of a product claim. In another study, DiFonzo et al. 
(2016) reported a small effect of dispositional skepticism on the magnitude of the truth effect, indicating that participants high in 
skepticism were less influenced by repetition.

Arguably, the most comprehensive study on the relationship between the truth effect and cognitive as well as personality variables 
comes from De keersmaecker et al. (2020). In their experiments, the truth effect was not related to participants’ cognitive ability or 
their need for cognitive closure, defined as the “desire for a firm answer to a question and an aversion toward ambiguity” (Kruglanski & 
Webster, 1996, p. 264). The truth effect was also unaffected by individual differences in the Cognitive Reflection Test, a test that 
assesses an individual’s tendency to engage in “miserly information processing” (Toplak et al., 2014, p. 147). Using the Rational- 
Experiential Inventory (REI) by Pacini and Epstein (1999) as well as Betsch’s (2004) Preference for Intuition and Deliberation 
scale, De keersmaecker et al. (2020) also investigated the influence of an individual’s cognitive style on the truth effect. Whereas there 
were no significant results with regard to Betsch’s scale (2004), De keersmaecker et al. (2020) observed a small positive relationship 
between experiential thinking as measured by the Rational-Experiential Inventory and the magnitude of the truth effect in one out of 
four experiments. Furthermore, the REI’s measure of rational thinking was significantly associated with the size of the truth effect in 
two out of four experiments. However, the direction of the latter relationship was inconsistent and meta-analytic techniques sum
marizing the results across the four relevant experiments showed that neither intuitive thinking nor rational thinking was significantly 
related to the magnitude of the truth effect. In contrast to the findings by De keersmaecker et al. (2020), a study by Stump et al. (2022)
reported a moderating effect of need for cognitive closure on the truth effect, suggesting that the effect is stronger for participants with 
a high need for cognitive closure. However, it should be noted that in the experiments by Stump et al. (2022), this relationship was only 
found in one out of two retention interval conditions, i.e., when the exposure phase and the judgment phase were separated by only a 
few minutes. Preference for intuition and deliberation, which were also assessed in the study by Stump et al. (2022), either failed to 
show a significant relationship to the truth effect or produced inconsistent results.

Apart from these findings, some researchers have investigated the relationship between the magnitude of the truth effect and 
several demographic, neuropsychological and psychiatric variables. A meta-analysis by Dechêne et al. (2010), for example, has 
summarized the results of a small number of studies in which the size of the truth effect was compared between young and old 
participants (e.g., Law et al., 1998; Mutter et al., 1995). The analysis revealed that the truth effect is not moderated by participants’ 
age. This finding was corroborated in a study by Henderson et al. (2021), who did not find a significant correlation between partic
ipants’ age and the truth effect either. However, while manipulating the time interval between the initial study phase and the truth 
judgment phase, Henderson et al. (2021) observed that older participants showed a larger truth effect than younger participants when 
there was no retention interval between phases, but a slightly smaller truth effect when the study phase and the truth judgment phase 
were spaced one month apart. To further complicate matters, Brashier et al. (2017) showed that younger adults exhibited a truth effect 
irrespective of whether they held relevant knowledge about a claim or not, whereas stored knowledge tended to protect older adults 
from the credibility enhancing effect of repetition. Regarding the relationship between the truth effect and psychiatric variables, 
Moritz et al. (2012) found that for emotional material, the truth effect was positively correlated with self-reports of positive symptoms 
typically present in people with schizophrenia. This correlation was observed for both healthy participants and participants with a 
probable diagnosis of schizophrenia. Ladowsky-Brooks (2010) examined the truth effect in a sample of individuals with traumatic 
brain injury. In this study, there were no consistent patterns of correlations between scores in several neuropsychological tests (e.g., 
memory tests, tests of executive functioning) and two different operationalizations of the truth effect’s magnitude.
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In summary, findings regarding the relationship between the truth effect and cognitive or personality variables have been 
inconsistent and most significant associations that were discovered have not turned out to be replicable across different experiments or 
studies. However, a successful search for correlates of the truth effect requires certain preconditions to be met: Replicable relations 
with cognitive or personality traits can only be found for phenomena that are sufficiently reliable and stable at the individual level. 
Michalkiewicz and Erdfelder (2016), for instance, who investigated individual differences in the use of the recognition heuristic 
(Goldstein & Gigerenzer, 2002), argued that before trying to explain variability in the use of the recognition heuristic in terms of 
personality variables or cognitive traits, it should first be investigated whether the use of the recognition heuristic is stable at the 
individual level, because no replicable relations with cognitive or personality variables are to be expected if use of the recognition 
heuristic varies haphazardly within individuals across time and situations. Similarly, no replicable correlation between the magnitude 
of the truth effect and any cognitive or personality trait is to be expected if the truth effect is not consistent over time or if measures of 
the truth effect are not sufficiently reliable.

From a theoretical standpoint, stable individual differences in the truth effect are at least conceivable. For instance, as noted earlier, 
the fluency account suggests that the truth effect arises from the fact that repeated statements are processed more easily, and that the 
resulting metacognitive feeling of processing ease is used as a cue for truth. As studies have suggested before, it is possible that the 
magnitude of the truth effect could vary based on characteristics influencing individuals’ experience of and response to processing 
fluency. For instance, individuals may exhibit consistent differences in their sensitivity to fluency or bring different naïve theories to 
bear when they interpret the metacognitive experience of fluency (cf. Schwarz, 2004). To the extent that such stable individual dif
ferences exist, stable individual differences in the magnitude of the truth effect would be expected, provided that the truth effect can be 
measured with sufficient reliability.

A few studies have already investigated the stability of various constructs in the area of judgment and decision making. Kantner and 
Lindsay (2012, 2014), for example, found evidence for the temporal and cross-situational stability of response bias in recognition tasks. 
Michalkiewicz and Erdfelder (2016) demonstrated that the use of the recognition heuristic is stable across time and situations. Other 
studies (e.g., Beck & Triplett, 2009; Kirby, 2009) have reported evidence for the temporal stability of delay discounting, the effect that 
an outcome which is remote in time tends to have less value than a more immediate outcome. We sought to extend this research by 
investigating whether traditional measures of the truth effect are stable at the individual level and correlate across two or more points 
in time. Because test–retest correlations critically depend on both the temporal stability of a construct as well as the reliability of its 
measures, we additionally conducted reliability analyses for standard truth effect indices that are based on difference scores. The data 
from both experiments we conducted are available via the Open Science Framework: https://osf.io/mpaz7/.

2. Experiment 1

The first study was conducted as a computer-based online experiment and consisted of two sessions that were separated by a time 
interval of approximately one week. Each session consisted of three phases: In an initial exposure phase, participants were asked to 
assign a set of trivia statements to different categories of knowledge. Participants then completed a distractor task, and finally judged 
the validity of two sets of statements, one of which had already been presented during the initial category-sorting task. Based on this 
experimental procedure, it was possible to assess the truth effect by comparing validity ratings between the set of repeated statements 
and the set of statements that participants had not encountered before. This comparison is known as the between-items criterion 
(Dechêne et al., 2010). Conducting two sessions allowed us to obtain two separate indices of the truth effect per participant. The 
test–retest stability of the truth effect was then calculated as the correlation between these two indices.

2.1. Method

Participants. Participants were recruited by sending email invitations to members of a non-commercial online research panel. The 
panel consisted of volunteers who had previously expressed an interest in participating in psychological research conducted by the 
University of Düsseldorf. Out of the 246 participants who started the study, 212 finished the first session. All participants who provided 
complete data in the first session were contacted again approximately one week after their participation and were invited to take part 
in the second session. We analyzed only the data of the 169 participants who also finished the second session. Two of these participants 
had to be excluded because they failed a seriousness check by indicating that they had not participated seriously in at least one of the 
two experimental sessions (Aust et al., 2013). The data from one additional participant were discarded because this person had 
completed the first session twice. Therefore, the final sample consisted of 166 participants (90 female, 76 male), all of whom were 
native speakers of German. Participants’ age ranged from 21 to 62 years (M = 40, SD = 12).

Materials. In order to obtain normative data on the perceived validity of items in a pretest, we collected 404 trivia statements that 
could be either true or false. The collected statements covered different domains of knowledge, including geography, history, politics 
and sports. The validity of each statement was evaluated by at least 23 participants on a 6-point rating scale ranging from 1 (definitely 
false) to 6 (definitely true). Due to ceiling effects, a truth effect is not to be expected for statements that participants know to be true. 
Therefore, following common practice in research on the truth effect, we selected 80 statements (40 true, 40 false) that were judged to 
be ambiguous with regard to their truth status for the main study (e.g., “The actor Keanu Reeves was born in Lebanon”). Validity 
ratings for these statements varied between M = 3.04 and 4.00, with standard deviations ranging from 0.84 to 1.90. We assigned these 
statements to four stimulus sets A, B, C, and D so that each set contained 10 false and 10 true statements. Special care was taken to 
match all item sets with regard to their mean perceived validity (MA = 3.55, MB = 3.55, MC = 3.55, MD = 3.57) and their mean 
standard deviation (SDA = 1.36, SDB = 1.37, SDC = 1.36, SDD = 1.36).
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Procedure. Participants took part in two sessions of 20 min each that were separated by approximately one week. Both sessions 
consisted of an initial category-sorting task, a filler task and a validity-rating task. Within each session, half of the statements in the 
final validity-rating task had previously been presented in the category-sorting task, whereas the other half of the statements had not 
been shown before. The truth status of the statements was manipulated orthogonally to their repetition status; half of the statements 
were true, whereas the other half of the statements were false.

At the beginning of Session 1, participants answered some basic demographic questions. Afterwards, they were informed that they 
were going to see a collection of statements that could be either true or false, and that it would be their task to assign each statement to 
one of six different categories of knowledge (geography, flora and fauna, politics and history, science, entertainment, other). Par
ticipants were then presented with 32 statements. Twenty statements (10 true, 10 false) from one of the four stimulus sets were 
presented in random order. These critical statements were preceded by six primacy and followed by six recency buffer items (e.g., “The 
A in the acronym AIDS stands for the word ‘acquired’”), the purpose of which was to make it more difficult for participants to recall the 
critical items during the validity-rating task at the end of the session. After participants had assigned each statement to one of the six 
categories of knowledge, a nonverbal filler task followed that lasted for a fixed interval of 10 min. Participants were then introduced to 
their final task: They were informed that they would again see true and false statements and that this time, all statements should be 
rated for validity on a 6-point scale ranging from 1 (definitely false) to 6 (definitely true). Furthermore, participants were told that the 
statements would be selected randomly from a large collection of statements, and that due to this random sampling they might 
encounter some statements they were already familiar with. Participants then rated the validity of statements from two sets of items, 
one of which had already been presented during the initial category-sorting task. The 40 statements were presented in random order. 
Finally, participants were asked to indicate whether they had participated seriously (Aust et al., 2013).

Invitations to the second session were sent out individually approximately one week after each participant had completed the first 
part of the study. The distribution of the response interval was rather long-tailed because not every participant responded immediately 
to this invitation; the median time interval between the two sessions was 7.27 days.

The basic structure of the second session was identical to that of the first session: Participants first performed the category-sorting 
task for 20 statements (10 true, 10 false) from a new stimulus set. As in Session 1, the statements were presented in random order and 
were surrounded by six primacy and six recency buffer items. Participants then completed a non-verbal filler task for 10 min. Finally, 
participants rated the validity of statements from two item sets, one of which had already been presented during the category-sorting 
task. The 40 statements were presented in random order. Importantly, for each participant, there was no overlap in stimulus sets 
between Sessions 1 and 2. At the end of the second session, participants again indicated whether they had participated seriously. 
Finally, they were thanked and debriefed.

Counterbalancing and computation of individual truth effect indices. We counterbalanced all stimulus sets across sessions and 
judgment tasks according to the plan shown in Table 1. Each participant was randomly assigned to one of the eight counterbalancing 
conditions. Participants in the first counterbalancing condition, for example, started Session 1 by performing the category-sorting task 
for the statements in Set A. Later, these participants rated the validity of all statements from Sets A and B, presented in a fully ran
domized order. Because the between-items criterion of the truth effect is usually calculated as the difference in validity ratings between 
a set of repeated statements and another set of new statements (Dechêne et al., 2010), individual truth effect indices were then 
calculated as the difference between the mean validity ratings for the repeated Set A and the non-repeated Set B. In Session 2, par
ticipants in the first counterbalancing condition completed the category-sorting task for statements in Set C, and later rated the validity 
of all statements from Sets C and D, presented in a fully randomized order. For these participants, individual truth effect indices in 
Session 2 were then calculated as the difference between the mean validity ratings for the repeated Set C and the non-repeated Set D. 
Truth effect indices in the other counterbalancing conditions were calculated analogously (see Table 1).

Calculating raw differences between mean validity ratings is but one way of operationalizing individual differences in the truth 
effect. To assess the generalizability of our findings, we also adopted a linear regression approach to calculate residual scores as an 
indicator of whether participants’ validity ratings for repeated statements were higher or lower than would have been expected on the 
basis of their validity ratings for non-repeated statements.

Table 1 
Counterbalancing of Stimulus Sets A, B, C, and D across sessions and judgment tasks in Experiment 1.

Session 1 Session 2

Counterbalancing 
condition

N category 
sorting

validity 
rating

category 
sorting

validity 
rating

1 22 A AB C CD
2 21 B BA D DC
3 19 A AB D DC
4 18 B BA C CD
5 25 C CD A AB
6 21 D DC B BA
7 25 D DC A AB
8 15 C CD B BA
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2.2. Results and discussion

We used R (Version 4.2.3; R Core Team, 2023) for all analyses reported below. Prior to conducting the main analysis, we compared 
validity ratings across the eight counterbalancing conditions with univariate analyses of variance. Validity ratings did not differ be
tween counterbalancing conditions in either the first or the second session (all ps > 0.05). We therefore pooled across all counter
balancing conditions in the following analyses.

To check if a truth effect was present in Session 1, we conducted a repeated measures ANOVA using statements’ repetition status 
(repeated vs. new) and their truth status (true vs. false) as independent variables, and participants’ mean validity ratings as the 
dependent variable. There was only a significant main effect of repetition status, F(1, 165) = 31.71, p < 0.001, η2

p = 0.16, indicating 
that in Session 1, participants indeed assigned higher validity ratings to repeated statements (M = 3.83, SD = 0.49) than to new 
statements (M = 3.64, SD = 0.42). To test for the presence of a truth effect in Session 2, we conducted an analogous 2 (repetition status: 
repeated vs. new) x 2 (truth status: true vs. false) repeated measures ANOVA. Again, there was only a significant main effect of 
repetition status, F(1, 165) = 28.30, p < 0.001, η2

p = 0.15. As in Session 1, participants assigned higher validity ratings to repeated 
statements (M = 3.78, SD = 0.47) than to new statements (M = 3.60, SD = 0.43).

As our primary concern was the test–retest stability of the truth effect, we calculated an individual truth effect index for each 
participant in each session by subtracting the mean validity rating for new statements from the mean validity rating for repeated 
statements. This computation of raw mean differences is the most straightforward way to calculate a truth effect index based on the 
between-items criterion (Dechêne et al., 2010). In the first session, 64 % of all participants provided higher validity ratings for repeated 
statements compared to new statements, as indicated by a truth effect index that was numerically larger than zero. The same pattern 
was observed in the second session, where 63 % of all participants provided higher validity ratings for repeated statements compared 
to new statements.1 However, the main question was whether participants were consistent in their tendency to exhibit a truth effect 
across both experimental sessions. As can be seen in Fig. 1, the truth effect was not stable at all at an individual level and truth effect 
indices were virtually uncorrelated across sessions, r = 0.04, p = 0.579, 95 % CI [-0.11, 0.19]. Thus, the magnitude of a participant’s 
truth effect in Session 1 did not predict the magnitude of the same participant’s truth effect in Session 2.

To ensure that our results regarding the test–retest stability of the truth effect were not dependent on a particular operationalization 
of the effect’s magnitude, we also assessed the stability of individual differences in the truth effect based on residual scores calculated 
from linear regression. We argue that residual scores can be used as an indicator of individual differences in the truth effect because 
they allow for investigating whether validity ratings for repeated statements differ from what would be expected on the basis of 
validity ratings for non-repeated statements. To obtain residual scores, we predicted mean validity ratings for repeated statements 
from mean validity ratings for non-repeated statements in each of the two sessions by means of linear regression. It is important to note 
that this operationalization of individuals’ susceptibility to the truth effect differs conceptually from the computation of raw difference 
scores: A positive residual indicates that validity ratings for repeated statements are higher than would have been expected on the basis 
of validity ratings for non-repeated statements. Likewise, a negative residual indicates that validity ratings for repeated statements are 
lower than would have been expected on the basis of validity ratings for non-repeated statements. To reassess the stability of individual 
differences in the truth effect, we correlated residual scores across sessions and found test–retest stability to be low, albeit significantly 
higher than zero, r = 0.16, p = 0.034, 95 % CI [0.01, 0.31]. Using the formulae provided by Raghunathan et al. (1996) as implemented 
in the R package cocor (Diedenhofen & Musch, 2015), this correlation was also found to be significantly larger than the corresponding 
correlation of r = 0.04 that was observed for raw difference scores, z = -3.14, p = 0.002.

In sum, the results of Experiment 1 indicate a surprisingly low test–retest stability of the truth effect. This finding held true irre
spective of whether susceptibility to the truth effect was operationalized as a raw difference score between mean validity ratings for 
repeated and non-repeated statements, or whether it was computed using residual scores. Although the test–retest stability was found 
to be slightly higher in the latter case, it again remained well below test–retest stabilities reported for other phenomena in the area of 
judgment and decision making (e.g., Kantner & Lindsay, 2012; Kirby, 2009; Michalkiewicz & Erdfelder, 2016). Given these findings, it 
would, however, be premature to conclude that the truth effect is not stable at an individual level. While low stability coefficients 
might indeed imply that a phenomenon is unstable, they can also indicate that the test or the operationalization that was used provides 
an unreliable measure of the phenomenon (Crocker & Algina, 1986). To test this possibility, we additionally assessed the reliability of 
the truth effect’s measurement using the split-half method.

Over the course of Experiment 1, the truth effect was measured using four mean differences, i.e., A-B, B-A, C-D, and D-C. For each of 
these four measures, we calculated an estimate of the split-half reliability of the truth effect. To this end, we pooled data across sessions 
and counterbalancing conditions as follows: The computation of the split-half reliability rA− B was based on validity ratings collected 
from participants in counterbalancing conditions 1 and 3 during Session 1 and from participants in counterbalancing conditions 5 and 
7 during Session 2 (see Table 1). Likewise, rB− A was calculated using validity ratings from participants in counterbalancing conditions 2 
and 4 during Session 1 and from participants in counterbalancing conditions 6 and 8 during Session 2. Validity ratings from coun
terbalancing conditions 5 and 8 during Session 1 and from counterbalancing conditions 1 and 4 during Session 2 were included in the 

1 That many participants demonstrated a negative truth effect may seem surprising at first glance. However, a study by Schnuerch et al. (2021)
showed that the truth effect is inconsistent across people and that it is quite common to find participants showing a negative truth effect by assigning 
higher validity ratings to new than to repeated statements. In their analyses, Schnuerch et al. (2021) observed negative truth effects in five out of 
eight data sets. Negative truth effects for a subset of participants were also reported by Henderson et al. (2021) and Mattavelli et al. (2023).
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computation of the split-half reliability rC− D. Finally, rD− C was based on validity ratings collected from participants in counterbalancing 
conditions 6 and 7 during Session 1 and from participants in counterbalancing conditions 2 and 3 during Session 2. To compute each of 
the four split-half reliabilities, we used the permutated splitting technique provided by the R package splithalfr (Pronk et al., 2022). For 
each participant, validity ratings were randomly distributed to two halves, with the constraint that both halves contained an equal 
number of validity ratings for repeated and true, repeated and false, new and true and new and false statements. For each half, a truth 
effect index was calculated using raw mean differences and the indices from both halves were then correlated across participants. The 
entire procedure was repeated 5,000 times and the resulting correlation coefficients were averaged across all 5,000 replications. 
Overall, four separate estimates of the truth effect’s split-half reliability were computed. Reliabilities with 95 % confidence intervals 
(CI) were rA− B = 0.04, 95 % CI [-0.09, 0.17], rB− A = -0.15, 95 % CI [-0.34, 0.04], rC− D = 0.11, 95 % CI [-0.05, 0.27], and rD− C = -0.08, 
95 % CI [-0.24, 0.09].2

Taken together, the results of Experiment 1 indicate that both estimates of the test–retest stability and the split-half reliability 
estimates of the truth effect were close to zero, a result that poses a serious obstacle to finding replicable relations between the truth 
effect and potentially related cognitive or personality traits. To assess the generalizability of our findings, we conducted a second 
experiment in a classroom setting which allowed us to use a different operationalization of the truth effect.

3. Experiment 2

In Experiment 1, the presence of a truth effect was tested by comparing validity ratings between a set of repeated statements and 
another set of new statements. This way of operationalizing the truth effect uses a between-items criterion (Dechêne et al., 2010). 
However, the truth effect can also be assessed by asking participants to evaluate the truth of the same set of statements twice. This 
alternative operationalization of the truth effect uses a within-items criterion (Dechêne et al., 2010). In Experiment 2, we tested whether 
the low stability and reliability estimates of the truth effect we observed in Experiment 1 would replicate when using the within-items 
criterion, which is arguably a purer measure of the truth effect because it does not confound the magnitude of the effect with potential 
a priori differences in the credibility of item sets.

For the truth effect to be assessed based on the within-items criterion, participants need to evaluate the validity of a given set of 
statements at two different points in time. This way of measuring the truth effect has been used successfully in a large number of 
previous studies (see Dechêne et al., 2010). However, Nadarevic and Erdfelder (2014) observed no truth effect when they asked 
participants to judge the validity of the same set of statements twice within a very short time interval of only 10 min. This was probably 
because participants were either still able to reproduce their original judgments in the second validity-rating phase, or because per
forming the same validity-rating task twice in close succession induced skepticism and caused participants to discount processing 
fluency as a cue for validity. In Experiment 2, we therefore ensured that there was a sufficiently large time interval of one week 
between the validity-rating tasks. Because determining the truth effect’s test–retest stability requires not one, but two indices of the 
truth effect’s magnitude, we asked participants to complete the standard validity-rating task on three occasions separated by one week 
each. Due to this experimental procedure, two individual truth effect indices could be calculated using the within-items criterion: The 
first index compared validity ratings collected for a set of statements that was first presented in Session 1 and then repeated in Session 
2; the second index compared validity ratings collected for a different set of statements that was first presented in Session 2 and then 

Fig. 1. Magnitude of the truth effect per participant in the first (top) and in the second session (bottom) of Experiment 1. Each bar represents the 
difference between a participant’s mean validity rating for repeated statements and his or her mean validity rating for new statements. Positive 
values indicate that participants assigned higher validity ratings to repeated statements than to new statements. In both parts of the figure, par
ticipants are sorted according to their truth effect indices in Session 1 (in ascending order).

2 As the Spearman-Brown adjustment tends to inflate negative correlations (Pronk et al., 2022), we chose to report unadjusted Pearson corre
lations as reliability estimates instead.
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repeated in Session 3. As in Experiment 1, we correlated these two indices to determine the test–retest stability of the truth effect. In 
addition, we again computed estimates of the split-half reliability to check whether the operationalization of the truth effect that was 
used in Experiment 2 provides a reliable measurement of the phenomenon.

3.1. Method

Participants. Psychology students at the University of Düsseldorf participated in the experiment for course credit. On three 
successive weeks, paper-and-pencil test booklets were distributed at the beginning of a lecture on differential psychology. At the 
beginning of each session, participants were asked to mark their test booklet with a self-generated code, which allowed us to maintain 
participants’ anonymity when matching their booklets across sessions. The number of participants who completed the test booklets in 
Sessions 1, 2, and 3 was 154, 163, and 149, respectively. One hundred and twenty-one participants attended all three sessions. We 
discarded the data from three participants who indicated that they had misunderstood the instructions. Data from another two par
ticipants also had to be discarded because they were mistakenly given the wrong test booklet in one of the sessions. Our final sample 
therefore consisted of 116 participants (93 female, 22 male, 1 missing response). To protect participants’ anonymity, age was assessed 
in age categories only. Six percent of the participants were below 18 years of age, 78 % reported being between 18 and 24 years of age, 
and 12 % reported being between 25 and 30 years of age. Only 3 % of the participants reported being over 30 years old.

Materials. We used the same four stimulus sets (A, B, C, D) as in Experiment 1. Test booklets in each of the three sessions contained 
two of these sets. In addition to the 2 x 20 = 40 critical statements, we also presented eight unique and easy-to-solve filler statements 
per session, four of which were true and four of which were false. By including easy filler statements, we tried to maintain participants’ 
motivation by fostering the impression that their knowledge was helpful in judging the factual truth of the presented statements. Thus, 
the test booklets in each of the three sessions consisted of a total of 40 critical and 8 filler statements, all of which had to be rated for 
validity. However, validity ratings for the filler items were not included in any of the later analyses.

Procedure. The experiment was announced as a quiz being conducted to select items for a tricky knowledge test. At the beginning 
of Session 1, all participants were informed that they would have to rate the validity of true and false statements on three successive 
occasions. We also told participants that they might be uncertain when evaluating the truth of some of the statements, but that they 
should nevertheless judge the validity of each statement to the best of their knowledge. At the beginning of Sessions 2 and 3, we also 
told participants that all statements were randomly selected from a large pool of statements, and that due to this random sampling they 
might encounter some statements they were already familiar with. In each session, participants then rated the validity of 40 critical and 
8 filler statements on a 6-point scale ranging from 1 (definitely false) to 6 (definitely true). Half of the 40 critical statements presented in 
Session 1 were presented again in Session 2, and 20 new statements first presented in Session 2 were presented again in Session 3, along 
with 20 additional new statements. In Session 3, participants also provided some basic demographic data and indicated whether they 
had looked up the truth status of any of the statements they had been presented with in any of the three sessions. Finally, all par
ticipants were thanked and debriefed. Each of the three sessions lasted about 12 to 16 min. The time intervals between Sessions 1 and 2 
and between Sessions 2 and 3 were 8 and 7 days, respectively.

Counterbalancing and computation of individual truth effect indices. To control for stimulus-specific effects, we randomly 
assigned participants to one of two counterbalancing conditions (see Table 2), using their month of birth as a randomization device. 
Because participants were assigned to one of two counterbalancing conditions and took part in three consecutive sessions, six different 
test booklets were needed. We prepared three versions of each test booklet to control for stimulus-specific order effects. In each 
version, the filler items were placed at the same fixed positions, whereas the critical statements were arranged in a different random 
order.

In the first counterbalancing condition, participants started the experiment in Session 1 by rating the validity of statements in Sets A 
and C. In Session 2, the same participants rated the truth of statements in Sets C and D. Finally, participants ended the experiment in 
Session 3 by rating the validity of statements in Sets D and B. Thus, a first truth effect index based on the within-items criterion could be 
computed using the validity ratings for statements in Set C, while a second index could be computed using the validity ratings for 
statements in Set D. In the second counterbalancing condition, the order of the assignment of Sets C and D was reversed (see Table 2). 
In this condition, a first truth effect index was computed using the validity ratings for statements in Set D, and a second index was 
computed using the validity ratings for statements in Set C. Validity ratings for statements in Sets A and B were not used to compute a 
within-items index, as statements in these sets were presented only once throughout the experiment.

3.2. Results and Discussion

Seven participants admitted that they had read up on the truth status of one or two of the critical statements in between sessions. 
We therefore discarded the corresponding validity judgments for these participants, resulting in a loss of 17 validity ratings. In a next 
step, we compared the validity ratings across the two counterbalancing conditions for each of the three sessions using t-tests for in
dependent samples. Mean validity ratings did not differ between the counterbalancing conditions in any session (all ps > 0.05). 
Therefore, we pooled across the two counterbalancing conditions in the following analyses.

The truth effect was assessed using the within-items criterion, i.e., by comparing validity ratings for participants’ first and second 
encounter with a given set of statements (Dechêne et al., 2010). Because statements that were presented only once throughout the 
experiment are not needed for assessing the within-items criterion of the truth effect, we did not include the corresponding validity 
ratings in the subsequent analyses. Validity ratings for repeated statements were also excluded whenever a given participant failed to 
judge a particular statement twice, that is, whenever there were missing values on at least one occasion. Across participants, this 
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applied to 44 out of the 4.640 (0.95 %) statements that were shown twice over the course of the experiment.
To test whether repetition led to an increase in the perceived validity of statements that had been shown in both Sessions 1 and 2, 

we conducted a repeated measures ANOVA using experimental session (Session 1 vs. Session 2) and statements’ truth status (true vs. 
false) as independent variables, and participants’ mean validity ratings as the dependent variable. As expected, there was a significant 
main effect of session, F(1, 115) = 12.50, p < 0.001, η2

p = 0.10, confirming that participants assigned higher validity ratings to 
statements during their second occurrence in Session 2 (M = 3.79, SD = 0.32) than during their first occurrence in Session 1 (M = 3.69, 
SD = 0.35). The results also showed that participants found it difficult to judge the statements’ truth status; they even assigned slightly 
higher validity ratings to false statements (M = 3.79, SD = 0.35) than to true statements (M = 3.69, SD = 0.38), F(1, 115) = 5.55, p =
0.020, η2

p = 0.05. Importantly, however, the truth effect was not moderated by the factual correctness of statements, since there was no 
interaction between session and truth status, F < 1.

To test whether repetition led to an increase in the perceived validity of statements that had been shown in both Sessions 2 and 3, 
we conducted another repeated measures ANOVA using experimental session (Session 2 vs. Session 3) and statements’ truth status 
(true vs. false) as independent variables, and participants’ mean validity ratings as the dependent variable. Again, there was a sig
nificant main effect of session, F(1, 115) = 51.48, p < 0.001, η2

p = 0.31, confirming that participants assigned higher validity ratings to 
statements during their second occurrence in Session 3 (M = 3.79, SD = 0.32) than during their first occurrence in Session 2 (M = 3.60, 
SD = 0.28). False statements (M = 3.73, SD = 0.34) were again rated slightly more credible than true statements (M = 3.66, SD = 0.35). 
However, this difference did not reach significance, F(1, 115) = 3.75, p = 0.055, η2

p = 0.03. More importantly, the truth effect was 
again not moderated by the factual correctness of statements, since there was no interaction between session and truth status, F < 1.3

To assess the test–retest stability of the truth effect, we calculated two within-items indices of the effect for each participant based 
on raw difference scores. The first index represented the mean shift in validity ratings for repeatedly presented statements from Session 
1 to Session 2. This index was numerically larger than zero for 57 % of participants, indicating that the majority of participants 
provided higher validity ratings to statements when they were shown for the second time. The second index represented the mean shift 
in validity ratings for repeatedly presented statements from Session 2 to Session 3. This index was numerically larger than zero for 69 % 
of participants. While these findings confirmed the occurrence of a truth effect, our primary concern was whether the effect was stable 
at the individual level. As can be seen in Fig. 2, this was not the case. The magnitude of the truth effect participants exhibited for 
statements presented in Sessions 1 and 2 did not predict the magnitude of the truth effect they exhibited for statements presented in 
Sessions 2 and 3, r = 0.12, p = 0.191, 95 % CI [-0.06, 0.30].

As in Experiment 1, we supplemented our main analysis by calculating residual scores as an alternative index for individual dif
ferences in the truth effect. In a first linear regression, we predicted mean validity ratings for repeated statements in Session 2 based on 
mean validity ratings for the same statements previously shown in Session 1. Similarly, in a second linear regression, we predicted 
mean validity ratings for repeated statements in Session 3 based on mean validity ratings for the same statements previously shown in 
Session 2. We thus obtained two residuals per participant, which we then correlated to estimate the stability of individual differences in 
the magnitude of the truth effect. Although this correlation was also rather low, r = 0.27, p = 0.003, 95 % CI [0.09, 0.43], it again 
turned out to be significantly larger than the corresponding correlation of r = 0.12 that was observed for raw difference scores,  
z = -2.70, p = 0.007. Thus, this result parallels the findings from Experiment 1.

So far, the results of Experiment 2 indicate that although a truth effect was present at two different points in time at an aggregate 
level, the test–retest stability of the effect was again rather low. This finding held true for both operationalizations of the truth effect 
that were used, although the effect’s stability was found to be somewhat higher when calculations were based on residual scores. Like 
in Experiment 1, we complemented our results regarding the test–retest stability of the truth effect by further analyses testing the 
reliability of the effect’s measurement.

Over the course of Experiment 2, the truth effect was measured using two mean differences, i.e., ΔC and ΔD, allowing us to generate 
two separate estimates of its split-half reliability. For this purpose, we pooled data across sessions and counterbalancing conditions as 
follows: The computation of the split-half reliability rΔC was based on validity ratings for statements in Set C that participants in 
counterbalancing condition 1 encountered in Sessions 1 and 2 and that participants in counterbalancing condition 2 encountered in 
Sessions 2 and 3 (see Table 2). Likewise, the split-half reliability rΔD was calculated using validity ratings for statements in Set D that 
participants in counterbalancing condition 1 encountered in Sessions 2 and 3 and that participants in counterbalancing condition 2 
encountered in Sessions 1 and 2. Again, we used the permutated splitting technique provided by the R package splithalfr (Pronk et al., 
2022) to compute each of the two split-half reliabilities. Before the splitting procedure, the change in validity ratings between a 

Table 2 
Counterbalancing of Stimulus Sets A, B, C, and D across sessions in Experiment 2.

Counterbalancing condition N Session 1 Session 2 Session 3

1 56 AC CD DB
2 60 AD DC CB

3 Apart from assessing the truth effect via the within-items criterion, the design of Experiment 2 also allowed us to assess the effect via the 
between-items criterion. The results of additional analyses based on the between-items criterion confirmed the findings of our main analyses: 
Repeated statements were judged to be significantly more credible than new statements both in Session 2 and in Session 3 (all ps < 0.001).
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statement’s first and second presentation was computed on an item level for each participant. These difference scores were then 
randomly distributed to two halves per participant, with the constraint that both halves contained an equal number of difference scores 
for true and false statements. For each half, a mean difference score was calculated and the indices from both halves were then 
correlated across participants. The entire procedure was repeated 5,000 times and the resulting correlation coefficients were averaged 
across all 5,000 replications. The two resulting split-half reliabilities were rΔC = 0.20, 95 % CI [0.02, 0.38], and rΔD = 0.04, 95 % CI 
[-0.09, 0.16].

In sum, the results of Experiment 2 closely replicate the general findings of Experiment 1. Even though the test–retest stability as 
well as the reliability of the truth effect’s measurement appear to be somewhat higher when the truth effect is assessed using the 
within-items criterion rather than using the between-items criterion, the truth effect’s stability and reliability are almost negligible in 
both cases.

4. General discussion

In the past, several authors have noted a lack of research on individual differences in the magnitude of the truth effect and its 
correlates (Arkes et al., 1991; Dechêne et al., 2010). This research gap has only recently begun to be addressed and the first studies that 
have tried to thoroughly investigate the relationship between the truth effect and cognitive as well as personality variables have 
yielded rather mixed results. In fact, partially inconsistent and non-replicable findings have been observed both across (e.g., De 
keersmaecker et al., 2020; Stump et al., 2022) as well as within studies (De keersmaecker et al., 2020). In the present study, we 
therefore investigated the essential preconditions for detecting replicable associations between the magnitude of the truth effect and 
other cognitive variables or personality traits. Replicable relations with other variables can only be expected if the truth effect can be 
measured reliably and is temporally stable at an individual level. If these requirements are not met, however, any search for correlates 
of the truth effect is bound to fail.

In both of our experiments, the reliability of measures of the truth effect was found to be low and test–retest stabilities were found to 
be much lower than stability coefficients reported for other phenomena in the domain of judgment and decision making (e.g., Kantner 
& Lindsay, 2012; Kirby, 2009; Michalkiewicz & Erdfelder, 2016). In particular, test–retest stability was found to be very low regardless 
of whether the truth effect was measured using the between-items criterion (Experiment 1) or the within-items criterion (Experiment 
2). Furthermore, although stability was shown to be slightly higher when based on residual rather than difference scores, the general 
finding of a low test–retest stability was obtained for both operationalizations of the truth effect’s magnitude.

Although our results seem to suggest that the truth effect is not an individually stable phenomenon, it is important to note that low 
stability coefficients can also result from the use of unreliable measures (Crocker & Algina, 1986). The question of how the truth effect 
can be measured reliably at the individual level is of major importance when investigating the effect from an individual difference 
perspective. The present study contributes to answering this question by estimating the split-half reliability of raw mean differences 
between validity ratings for new and repeated statements, a measure that is routinely used to assess the truth effect (e.g., De keers
maecker et al., 2020; Moritz et al., 2012). In both of our experiments, the split-half reliability of these difference scores turned out to be 
very low. Although these results may seem surprising at first glance, they fit in quite well with other research findings in the domain of 
judgment and decision making. Buchner and Brandt (2003), for example, showed that the split-half reliability of “illusion-oriented 
implicit memory measures” (p. 194), such as those derived from fame and preference judgment tasks, can be unsatisfactory. Stated 
more broadly, this means that measures typically used in the investigation of memory-based illusions, such as the false fame effect (e. 
g., Jacoby et al., 1989) or the mere exposure effect (e.g., Zajonc, 1968), may suffer from reliability problems. In a related study, Pohl 

Fig. 2. Participants’ individual truth effect indices based on raw mean differences in Experiment 2. Bars represent either the shift in validity ratings 
for statements that were presented in the first and the second session (top) or the shift in validity ratings for statements that were presented in the 
second and the third session (bottom). Positive values indicate that participants assigned higher validity ratings to statements during their second 
presentation. In both parts of the figure, participants are sorted according to the size of their truth effect calculated on the basis of validity ratings 
from Sessions 1 and 2 (in ascending order).
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(1999) assessed the reliability of hindsight bias, a phenomenon that can be defined as “an overestimation of foresight knowledge 
following the receipt of outcome knowledge” (Harley et al., 2004, p. 962). Reanalyzing several hindsight bias studies, Pohl (1999)
found that the reliability of the effect was very low. Taken together, these findings highlight the necessity to empirically establish the 
reliability of measures in the area of judgment and decision making before embarking on a quest to investigate potential correlates of 
the effects in question.

When investigating an effect from an individual difference perspective, another important aspect should be kept in mind: Hedge 
et al. (2018) noted that researchers in experimental psychology often implicitly assume that cognitive tasks producing robust and 
easily replicable effects will also serve well as objective measures of individual variation. However, this is not necessarily true, as, 
according to Hedge et al. (2018), cognitive paradigms in experimental research are usually designed and selected for providing robust 
effects, which is why they are typically accompanied by low between-subjects variability. A low between-subjects variability, however, 
necessarily reduces reliability and therefore poses a major impediment to finding replicable relations between the magnitude of an 
effect and potentially related cognitive or personality traits (Hedge et al., 2018). Following this line of reasoning, it is entirely possible 
for an effect to be robust and unreliable at the same time.

With regard to the influence of repetition on judged truth, our findings suggest that current operationalizations of the truth effect 
have to be reconsidered if the effect is to be measured reliably at an individual level. Studies that aim to investigate the truth effect from 
an individual difference perspective will have to address these reliability concerns. It might be possible—albeit costly—to improve the 
reliability of the truth effect’s measurement by using a much larger number of items since—all other things being equal—using a larger 
number of items increases reliability (e.g., Buchner & Wippich, 2000; see also Nunnally & Bernstein, 1994). Moreover, as difference 
scores have at times been criticized for being unreliable (for a review, see Zumbo, 1999), future studies should use and evaluate 
alternative and more advanced operationalizations of the truth effect. Multinomial processing tree (MPT) models, for example, allow 
to estimate the probability with which specific cognitive processes occur and contribute to observed behavior. MPT models of the truth 
effect can be used to estimate the probability with which participants rely on processing fluency when asked to judge the truth of a 
(repeated) statement (Fazio et al., 2015; Unkelbach & Stahl, 2009). While traditional MPT models provide probability estimates for the 
occurrence of cognitive processes at the group level, recently developed hierarchical models explicitly account for participant het
erogeneity by providing parameter estimates for individual participants, making these models particularly suitable for research on 
individual differences (Heck et al., 2018; Smith & Batchelder, 2010). It might therefore be worthwhile to use hierarchical MPT models 
if they can help to more reliably assess the truth effect’s magnitude at an individual level. However, these models require categorical 
data rather than the rating-scale data collected in the present experiments.

Regarding alternative operationalizations of the truth effect, it is noteworthy that De keersmaecker et al. (2025) recently published 
a preprint4 focusing on the reliability and stability of individual differences in the repetition-based truth effect. Using an experimental 
setup consisting of five sessions and collecting 108,600 truth judgments, De keersmaecker et al. (2025) operationalized the truth effect 
as the person-level random effects variance component for the truth effect slope within an ordinal (cumulative probit) mixed effects 
regression model. The results of their study are seemingly at odds with our own findings, as De keersmaecker et al. (2025) report 
reliable and stable differences in the repetition-based truth effect over time. While there is no obvious explanation for this discrepancy, 
it is important to note that their experimental setup differed markedly from other studies that attempted to find correlates of individual 
differences in the truth effect. Most of these studies have assessed the effect in only one or two experimental sessions, using truth 
judgments for a substantially smaller pool of repeated and non-repeated statements. In future studies, it may be necessary to use multi- 
session designs, considerably larger item pools, or more sophisticated ways of assessing the truth effect in order to measure individual 
differences in the effect and its correlates more reliably (cf. De keersmaecker et al., 2025). Such improved designs might also enable 
differentiation between individuals with a positive, negative or absent truth effect, which is difficult when the effect itself cannot be 
reliably measured. Furthermore, when studying the truth effect from an individual difference perspective, it might also be advisable to 
rely more heavily on the assessment of the effect via the within-items criterion, as this operationalization of the truth effect is based on 
the comparison of the same set of statements (instead of different sets of statements) and therefore provides a purer measure of the 
effect by reducing construct-irrelevant variance.

It may then be worthwhile, as a next step, to explore whether other procedural differences might also moderate the reliability of 
truth effect indices. For example, De keersmaecker et al. (2025) used a relatively short time interval between initial exposure and truth 
judgments, with only a very brief distraction phase separating the two. Future research might also investigate whether the stability of 
the truth effect depends on participants holding particular naïve theories relating repetition or fluency to truth.

As a final point, the results of the present study may be subject to criticism in that the sample sizes of 166 and 116 participants in 
Experiments 1 and 2, respectively, are too small to draw meaningful conclusions about correlations and about the truth effect’s 
test–retest stability in particular. Although our sample sizes are similar to the mean sample size in previous truth effect studies (n =
153, according to a review of 181 studies; Henderson et al., 2022), Schönbrodt and Perugini (2013) have argued that sample sizes 
should typically approach 250 to achieve stable estimates for correlations. However, while larger sample sizes would have further 
increased the precision of the reliability estimates reported in the current study, it is important to note that even the upper limits of the 
confidence intervals for all test–retest stabilities and split-half reliabilities reported in the present work are far below a satisfactory 
level of reliability or stability. The upper bounds of the 95 % confidence intervals for test–retest stabilities based on difference scores 
and residual scores were 0.19 and 0.31 in Experiment 1, and 0.30 and 0.43 in Experiment 2, respectively; the upper bounds of the 95 % 

4 We would like to thank Reviewer 1 for bringing this study to our attention.
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confidence intervals for split-half reliabilities were 0.17, 0.04, 0.27 and 0.09 in Experiment 1 and 0.38 and 0.16 in Experiment 2. Much 
higher levels of reliability and stability would be needed to meet reasonable standards of measurement.

While the present results, considered as a whole, cannot rule out the possibility that there are meaningful individual differences in 
the truth effect and that the effect’s test–retest stability might be somewhat higher than the low stabilities that we observed, the 
findings presented here should be a cause for concern for studies that aim to investigate the effect from an individual difference 
perspective, because they suggest that the measures typically used to assess the truth effect are unreliable. However, any search for 
replicable relations between the truth effect and other cognitive or personality variables is bound to fail if the truth effect cannot be 
measured reliably at an individual level in the first place.
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