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The Web Data Commons Structured Data Extraction

Extracting structured data out of 3.1 billion web pages from the biggest public web corpus 
- A use case of the ViCE project -

Structured Data on the Web

The Web Data Commons project extracts structured
data from the Common Crawl, the largest web corpus
available to the public, and provides the extracted
data for public download. Different types of data have
been generated since 2012 till today including the
following:

RDFa, Microdata, and Microformat Data Sets
The extracted data as well as statistics about the
deployment of different formats are published

Web Tables Corpus
Dataset containing 147 million relational web tables

Hyperlink Graph
Covers 3.5 billion web pages and 128 billion
hyperlinks between these pages

WebIsA Database
Contains more than 400 million hypernymy relations

Product Data Corpus
Contains over 5.6 million product records retrieved
from the most visited 32 shopping websites
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WDC Structured Data
http://webdatacommons.org/ 
structureddata

Web Data Commons
http://webdatacommons.org

itemscope itemtype=„http://schema.org/Movie“

itemprop=„name“

itemprop=„aggregateRating“ itemscope 
itemtype=„http://schema.org/aggregateRating“
itemprop=„ratingValue“ content=„75“

itemprop=„actor“ itemscope 
itemtype=„http://schema.org/Person“
itemprop=„name“ 
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Cloud Based Extraction

Web Data Commons, Requirements and Results
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• 100 computation nodes 

• 8 cores, 64-bit, 2.8 GHz

• 15 GB RAM

• 2x80 GB SSD

Processing

• 56 TB of input data from 
Common Crawl

• 1 TB of resulting data

Data Storage

• 50 hours

• 650 $ total cost

Time & Cost

56 TB 
34 million Domains
3.1 billion URLs

1 TB Extracted Data
5.6 million Domains
1.2 billion URLs

44 billion Triples

9.5 billion Entities

Input Data Extracted Data Extracted Data as NQuads

EC2 
Instance

Master

S3SQS

3: Request file-
reference of next 
unprocessed file

4: Download file based 
on the received file-
reference

5: Extract
structured data

2: Launch 
computation 
instances

1: Fill queue with the 
input files 7: Collect results

6: Upload output 
files

Cloud based services suite to 
accomodate several types of 

applications

Web Data Commons
Extraction Framework

Amazon S3
Simple Storage Service

+ limitless amount of data

+ full availability

Amazon EC2
Elastic Compute Cloud

+ completely controlled

+ no upfront 
commitment
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Amazon SQS
Simple Queue Service

+ transmission of any
volume of data

+ inexpensive
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