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Abstract
Consistency checking—verifying that development artifacts are
free of contradictions—is vital for designing complex and safety-
critical cyber-physical systems (CPS). However, CPS development
often involves multiple organizations sharing proprietary artifacts,
such as partial models and design specifications, which raises con-
cerns about information leakage. Trusted Execution Environments
(TEEs) enable confidential computation across organizations with-
out revealing plaintext data. However, side-channel attacks, implicit
trust assumptions, and cross-organizational inference can still leak
confidential information. This work analyzes confidentiality vulner-
abilities in TEE-based cross-organizational consistency checking.
We examine practical threat models and identify potential leakages
throughout data provisioning, rule execution, and result sharing. To
support systematic evaluation, we introduce DataGen, a technique
that uses large language models to generate consistency rules and
CPS artifacts across diverse application domains. Using DataGen,
we benchmark data leakage risks in different TEE settings and
highlight overlooked gaps in current protection mechanisms.
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1 Introduction
Ensuring the consistency of cyber-physical system (CPS) artifacts
across organizational boundaries is a fundamental challenge in
many software and systems engineering domains, particularly
when designing complex and safety-critical CPS applications, which
involve different organizations. Consistency checking addresses
these challenges by verifying that related development artifacts,
such as model meta-data, confidential design specifications, and
interface definitions, do not contain inconsistency. In practice, this
is often achieved by encoding inter-artifact relationships as for-
mal rules (e.g., Object Constraint Language (OCL) expressions)
and systematically evaluating these rules to detect potential in-
consistency [5]. Applying these checks in a collaborative, cross-
organizational context introduces an additional concern: data con-
fidentiality [2]. Checking consistency across organizational bound-
aries requires sharing of artifact data or analysis results between
independent stakeholders, which can lead to unintended disclosure
of private information [3].

To bridge the gap between collaborative consistency checking
and confidential data protection, recent research and industry ef-
forts have explored the use of confidential computing techniques,
particularly Trusted Execution Environments (TEEs) such as Intel
SGX and ARMTrustZone. TEEs provide hardware-isolated enclaves
that can execute code on sensitive data while keeping that data
protected from the hosting system and other unauthorized organi-
zations [1]. In the context of consistency checking, a TEE-enabled
workflow typically works as follows: each participating organiza-
tion encrypts the relevant parts of its artifact data and sends them
to an enclave running on a mutually agreed-upon host (e.g., at the
OEM or a trusted third party). The enclave performs the consistency
rule check internally, and then returns only the outputs they are
authorized to see (such as inconsistency reports), without exposing
any raw artifact content. The key benefit of using TEEs is that they
enable joint analysis on confidential data without requiring the
organizations to reveal their artifacts to one another or even to the
analysis host.
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While TEE-based approaches strengthen confidentiality guar-
antees for collaborative consistency checking, they do not provide
a full guarantee against data leakage. Specifically, side-channel
attacks can still extract sensitive data by exploiting timing behav-
ior, memory access patterns, or speculative execution. Moreover,
confidentiality depends on the trust model: if the enclave hosting
organization is malicious or compromised, it may manipulate in-
puts/outputs or induce side-channel conditions to infer another
organization’s confidential data. Even with trusted or verified en-
clave code, such external interactions enlarge the attack surface.
Additionally, most existing work assumes honest participating or-
ganizations, overlooking insider threats and collusion [4]. This
leaves a gap in understanding how different threat models and
trust assumptions impact confidentiality violation in TEE-based
cross-organizational consistency checking.

To address this gap, our work investigates the following research
questions:

• RQ1: Where and how can confidential data leak during each
stage of a TEE-based cross-organizational consistency check-
ing process under various threat scenarios?

• RQ2: How vulnerable are current TEE-based confidential
computing techniques in preventing these leakage channels
in a cross-organizational setting?

• RQ3:What strategies or enhancements canmitigate the iden-
tified leaks and strengthen confidentiality in collaborative
consistency checking without impeding the analysis?

2 Methodology
To answer our proposed research questions, we will develop a
structured methodology for analyzing leakage risks in TEE-based
consistency checking workflows. Our methodology involves sys-
tematically examining each step of the collaborative process under
varying trust assumptions and investigating what information and
how an adversary could exploit in that step. We consider a com-
prehensive threat models and attack vectors including: a malicious
enclave host (e.g., a dishonest coordinator controlling the machine
running the TEE), malicious participant organizations (who may
attempt to infer others’ secrets or sabotage the process), and exter-
nal attackers capable of launching side-channel or other low-level
attacks on the enclave environment. For example, we analyze sce-
narios such as a colluding participant deliberately injecting certain
values to observe their effect on another party’s outputs, or a com-
promised coordinator correlating enclave memory access patterns
with specific model content.

Amajor challenge in this research is the lack of publicly available,
high-quality datasets to simulate multi-organization consistency
checking scenarios for security analysis. Real industrial models are
often proprietary and cannot be shared, which hampers the em-
pirical evaluation of privacy-preserving techniques. To overcome
this, we constructed a novel dataset of realistic cross-organizational
consistency checking cases. Specifically, we will leverage a large lan-
guage model (LLM) to generate synthetic, yet domain-plausible, ar-
tifacts and constraints that mimic real-world scenarios. The dataset
covers different representative domains (e.g., automotive, aerospace,
healthcare devices, and industrial control systems), involving mul-
tiple organizations in each domain with interdependent models.

It includes diverse consistency rules of varying complexity (e.g.,
intra-model and cross-model) and corresponding artifact fragments
for each participating organization. The use of an LLM allowed us
to imbue the synthetic data with realistic terminology and relation-
ships, while ensuring no sensitive realistic data is included.

Using the generated dataset, we evaluate the effectiveness of
data reconstruction attacks against different TEEs under a range
of practical threat models in the context of consistency checking.
Specifically, we examine an OCL-based consistency rule checker
executed within a TEE and analyze the resulting risks of implicit
confidential data leakage. In our evaluation, we simulate multiple
threat scenarios—including untrusted and fully trusted TEE hosts;
a single malicious supplier and entirely honest participants; and
the presence of side-channel observers—and monitor whether leak-
age occurs and whether such leakage can be detected by existing
frameworks. Based on the analysis, we systematically characterize
how different TEE technologies behave across diverse threat set-
tings in terms of their susceptibility to data leakage. These findings
enable us to distill actionable insights for practitioners, particularly
regarding which TEE designs are suitable for specific deployment
contexts and where additional safeguards are required.

3 Conclusion
This work is planned to make the following contributions:

• Systematic Privacy Leakage Analysis: We provide the
first comprehensive analysis of the vulnerabilities of data
protection in TEE–based consistency checking across differ-
ent organizations.

• Cross-organizational Consistency Checking Data Gen-
eration: We introduce an LLM-based data generation ap-
proach to produce diverse test cases for evaluating both the
effectiveness and data protection vulnerabilities of cross-
organizational consistency checking.

• Empirical Guidelines: We empirically benchmark existing
constraint-checking and dataflow analysis techniques on our
dataset under various threat scenarios to examine their ef-
fectiveness and provide practical guidance for practitioners.
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