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Abstract

The consumption of news has shifted significantly over the past decade from traditional outlets,
such as print newspapers and television, to digital platforms, including news websites, aggregators,
and social media. This transformation has made personalized recommender systems central to how
users access information, as the overwhelming volume and velocity of online content render manual
discovery of relevant articles impractical. These systems learn from users’ reading behaviors to filter
and curate content that matches their interests. Neural approaches are particularly well-suited to this
domain, as they can model the rich textual content of news, capture dynamic user interests, and learn
complex behavioral patterns from large-scale interaction data.

While personalized neural news recommenders (NNRs) enhance engagement and help users
efficiently discover relevant content, they also act as powerful gatekeepers that shape users’ exposure
to information. When optimized solely for relevance or engagement, they can inadvertently narrow
individuals’ information diets, reinforce existing biases, and reduce exposure to diverse viewpoints. At
the same time, the growing linguistic diversity of the Web exposes a critical inequity. The dominance
of high-resource languages such as English in the training data, benchmark datasets, and model
development, combined with the field’s near-exclusive focus on monolingual news consumption,
results in systems that inadequately serve both speakers of low-resource languages (e.g., languages
with small digital footprints) and multilingual users whose cross-lingual reading behaviors are not
well supported by predominantly monolingual recommenders. Addressing these intertwined technical
and societal challenges requires a multifaceted approach: one that moves beyond relevance-only
optimization to integrate responsible curation that mitigates biases and fosters diverse information
exposure, alongside inclusive multilingual design to ensure equitable access across languages.

Motivated by the preceding considerations, this thesis presents new analyses, methods, and
resources aimed at advancing neural news recommender systems that are more efficient, responsible,
and inclusive. Concretely, we segment our contributions into three areas.

(1) Analysis of Common Components. We first conduct two comprehensive analyses that de-
couple and evaluate the common components of NNRs to understand how their design choices and
interactions affect downstream performance. We introduce a unified framework for systematically
comparing NNRs across three key dimensions: user modeling approaches, click behavior fusion
strategies, and training objectives. Our proposed late fusion method, based on the mean-pooling of
dot-product scores between candidate and clicked news, outperforms more complex user encoders
while greatly reducing model complexity. Building on these insights, we develop a multifaceted
evaluation protocol to examine news and user encoder architectures in terms of representational
similarity, recommendation overlap, and overall recommendation accuracy. Our findings challenge
the assumption that architectural complexity is essential for strong performance, demonstrating
instead that accuracy depends primarily on the semantic quality of news representations, while user
encoders can be significantly simplified without loss of effectiveness.

(2) Multi-aspect Algorithmic Bias Analysis and Mitigation. The second part examines the societal
dimension of recommendation. Specifically, we analyze how news recommenders introduce or
amplify algorithmic biases and propose a modular framework to mitigate them through multi-aspect
customization. We first investigate the sentiment and stance biases using a self-compiled German
news corpus on migration, finding that recommendation models exhibit a slight tendency to suggest
negatively framed articles and to align with users’ existing preferences, revealing a risk of reinforcing
opinions and reducing content diversity. Extending this analysis to bilingual German-English corpora
and to more complex neural models, we further identify a consistent trade-off between personalization
and diversity, as well as stronger alignment between topical and political personalization than between
sentiment and content relevance. However, the majority of beyond-relevance optimization methods
typically target only a single dimension — either personalization or diversification — “hardcoded”
into the model architecture or training objective, which limits flexibility when multiple user criteria
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need to be satisfied simultaneously. To address this rigidity, we introduce MANNeR, a modular
multi-aspect neural news recommendation framework that leverages metric-based learning to train
separate news encoders for distinct aspects such as content, topic, or sentiment. By linearly combining
aspect-specific similarity scores at ranking time, our model enables dynamic control over content
relevance and aspect-based diversity trade-offs, and supports ad-hoc customization without retraining.
We demonstrate that MANNeR outperforms existing NNRs across content-based recommendation, as
well as single- and multi-aspect diversification and personalization tasks. We further show that when
equipped with a multilingual pretrained language model backbone, its news encoder remains robust
in cross-lingual transfer, namely when the model trained on a source language is directly applied to
the target language without additional fine-tuning.

(3) Multilinguality in News Recommendation. The final part addresses linguistic inclusivity.
Language fundamentally shapes both access to information, and the nature of user engagement, yet
existing news recommendation datasets are predominantly monolingual or support only a handful of
high-resource languages. To foster more inclusive news recommendation technology, we introduce
xMIND, the first multilingual, multi-parallel news recommendation benchmark, derived via machine
translation from the widely used English MIND dataset. Spanning 14 linguistically and geographically
diverse languages, xXMIND enables direct performance comparison across high- and low-resource
languages and supports the simulation of multilingual news consumption. We systematically evaluate
several NNRs under zero-shot (ZS-XLT) and few-shot (FS-XLT) cross-lingual transfer scenarios
— where the NNRs are tested on new languages without (ZS-XLT) or with limited (FS-XLT) fine-
tuning on a few target-language instances. Our results reveal substantial performance degradation in
resource-lean and typologically distant target languages, and limited benefits from random or topic-
based target-language data injection during training. To tackle these limitations, we domain-specialize
a pretrained multilingual sentence encoder using denoising auto-encoding and machine translation
objectives on self-compiled multilingual news corpora. The resulting news-adapted sentence encoder
(NaSE) improves cross-lingual transfer performance when used as the NNR backbone, particularly
in ZS-XLT settings, and remains effective even when frozen during downstream fine-tuning. These
findings challenge the established paradigm of fine-tuning the NNR’s underlying language model on
user click data. Finally, we present a lightweight and strong baseline that combines frozen NaSE
embeddings with late click behavior fusion, achieving state-of-the-art performance in true cold-start
and few-shot multilingual news recommendation.

We are confident that our contributions to neural news recommendation will catalyze future work
towards the development of efficient, responsible, and inclusive recommendation technology that
equitably serves users across languages and contexts.
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Zusammenfassung

Die Nachrichtenkonsum hat sich im vergangenen Jahrzehnt deutlich von traditionellen Medien wie
Zeitungen und Fernsehen hin zu digitalen Plattformen wie Nachrichtenwebseiten, Aggregatoren
und sozialen Medien verlagert. Diese Transformation hat personalisierte Empfehlungssysteme (Re-
commender Systems, RS) zu einem zentralen Bestandteil des Informationszugangs gemacht, da die
tiberwiltigende Menge und Geschwindigkeit von Online-Inhalten die manuelle Entdeckung relevanter
Artikel unpraktikabel machen. Solche Systeme lernen aus dem Leseverhalten der Nutzer*innen, um
Inhalte zu filtern und zu kuratieren, die ihren Interessen entsprechen. Neuronale Netze eignen sich
besonders gut fiir diese Bereich, da sie den reichhaltigen Textinhalt von Nachrichten modellieren,
dynamische Nutzerinteressen erfassen und komplexe Verhaltensmuster aus grolen Interaktionsdaten
lernen konnen.

Wihrend personalisierte neuronale Nachrichtenempfehlungssysteme (Neural News Recommen-
der Systems, NNRs) das Engagement steigern und Nutzern helfen, relevante Inhalte effizient zu
entdecken, fungieren sie gleichzeitig als méchtige Gatekeeper, die bestimmen, welchen Informationen
Nutzer*innen ausgesetzt sind. Wenn sie ausschlieflich auf Relevanz oder Engagement optimiert wer-
den, konnen sie ungewollt die Informationsdiét des Personen verengen, bestehende Biases verstirken
und die Exposition gegeniiber diversen Standpunkten verringern. Gleichzeitig offenbart die wachsen-
de sprachliche Vielfalt des Webs eine kritische Ungleichheit. Die Dominanz von ressourcenreichen
Sprachen wie Englisch in den Trainingsdaten, Benchmark-Datensétzen und der Modellentwicklung,
kombiniert mit einem fast ausschlieBlichen Fokus des Fachgebiets auf einsprachigen Nachrichtenkon-
sum, fiihrt zu Systemen, die sowohl Sprecher*innen von Sprachen mit geringen digitalen Ressourcen
als auch mehrsprachige Nutzer*innen, deren sprachiibergreifendes Leseverhalten von vorwiegend
monolingualen Empfehlungssystemen unzureichend unterstiitzt wird, unzureichend bedienen. Die
Bewiltigung dieser verflochtenen technischen und gesellschaftlichen Herausforderungen erfordert
einen facettenreichen Ansatz: einen, der iiber reine Relevanzoptimierung hinausgeht, um eine verant-
wortungsvolle Kuratierung zu integrieren, die Biases mindert und vielfiltige Nachrichtenauswahl
fordert, sowie ein inklusives, mehrsprachiges Design, um einen gleichberechtigten Zugang tiber
Sprachen zu gewihrleisten.

Ausgehend von diesen vorangegangenen Uberlegungen priisentiert diese Doktorarbeit neue
Analysen, Methoden und Ressourcen zur Weiterentwicklung effizienter, verantwortungsvoller und
inklusiver neuronaler Nachrichtenempfehlungssysteme. Konkret gliedern wir unsere Beitrige in drei
Bereiche.

(1) Analyse gemeinsamer Komponenten. Zunichst fithren wir zwei umfassende Analysen durch,
die die gemeinsamen Komponenten von NNRs entkoppeln und evaluieren, um zu verstehen, wie
Designentscheidungen und deren Zusammenspiel die Leistung beeinflussen. Wir stellen ein ein-
heitliches Framework vor, das NNRs systematisch entlang dreier Schliisseldimensionen vergleicht:
Ansitze zur Benutzermodellierung, Strategien zur Fusion des Klickverhaltens und Trainingszie-
le. Unsere vorgeschlagene Late Fusion-Methode, basierend auf mean-pooling der Skalarprodukt-
werte zwischen Kandidaten- und geklickten Nachrichten, iibertrifft komplexere User Encoders,
wihrend sie die Modellkomplexitét erheblich reduziert. Aufbauend auf diesen Erkenntnissen ent-
wickeln wir ein mehrdimensionales Evaluationsprotokoll zur Untersuchung von Nachrichten- und
Benutzerencoder-Architekturen hinsichtlich Reprisentationsihnlichkeit, Uberlappung der Empfeh-
lungen und Gesamtgenauigkeit der Empfehlungen. Unsere Ergebnisse stellen die Annahme in Frage,
dass architektonische Komplexitit fiir eine starke Leistung essenziell ist. Stattdessen zeigen wir, dass
die Genauigkeit primir von der semantischen Qualitéit der Nachrichtenreprisentationen abhingt,
wihrend User Encoders ohne Effektivititsverlust deutlich vereinfacht werden kdnnen.

(2) Multiaspektuelle algorithmische Bias-Analyse und -Minderung. Der zweite Teil untersucht die
gesellschaftliche Dimension von Empfehlungssystemen. Insbesondere analysieren wir, wie Nachrich-
tenempfehlungssysteme algorithmische Biases einfiihren oder verstirken, und schlagen ein modulares
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Framework vor, um diese durch Anpassung hinsichtlich unterschiedlicher Aspekte zu mindern. Wir
untersuchen zunidchst Sentiment- und Standpunkt-Biases anhand eines selbst zusammengestellten
deutschen Nachrichtenkorpus zum Thema Migration. Dabei zeigen wir, dass Empfehlungsmodelle
eine leichte Tendenz zeigen, negativ formulierte Artikel vorzuschlagen, und sich an den bestehen-
den Nutzerpriferenzen auszurichten — was das Risiko von Meinungsverstirkung und geringerer
Inhaltsvielfalt erhoht. Durch die Erweiterung der Analyse auf ein deutsch-englisches Korpus und
komplexere neuronale Modelle identifizieren wir zudem einen konsistenten Trade-off zwischen
Personalisierung und Vielfalt sowie eine stirkere Ausrichtung zwischen thematischer und politischer
Personalisierung als zwischen Sentiment und Inhaltsrelevanz. Die meisten Optimierungsmethoden,
die tiber die Relevanz hinausgehen, zielen jedoch typischerweise nur auf eine einzige Dimension
ab — entweder Personalisierung oder Diversifizierung — die fest in der Modellarchitektur oder das
Trainingsziel verankert ist und somit wenig Flexibilitét bietet, wenn mehrere Nutzerkriterien gleich-
zeitig erfiillt werden miissen. Um diese Starrheit zu {iberwinden, stellen wir MANNeR vor, ein
modulares multiaspektuelles neuronales Nachrichtenempfehlungssystem, das metrikbasiertes Lernen
nutzt, um separate Nachrichtenencoder fiir verschiedene Aspekte wie Inhalt, Thema oder Sentiment
zu trainieren. Durch lineare Kombination aspekt-spezifischer Ahnlichkeitswerte zum Zeitpunkt des
Rankings ermdglicht unser Modell dynamische Kontrolle tiber Trade-offs zwischen Inhaltsrelevanz
und aspektbasierter Vielfalt und unterstiitzt ad-hoc- Anpassungen ohne erneutes Training. Wir zeigen,
dass MANNeR bestehende NNRs sowohl bei inhaltsbasierten Empfehlungen als auch bei Ein- oder
Mehraspekt-Diversifizierung und Personalisierungsaufgaben tibertrifft. Weiterhin zeigen wir, dass
die Nachrichtenencoder, wenn er mit einem multilingualen vortrainierten Sprachmodell (Pretrained
Language Model, PLM) ausgestattet ist, robust in sprachiibergreifendem Transfer (Cross-Lingual
Transfer, XLT) bleibt, d.h. wenn das auf einer Quellsprache trainierte Modell ohne zusitzliches
Fine-tuning direkt auf die Zielsprache angewendet wird.

(3) Mehrsprachigkeit in der Nachrichtenempfehlung. Der letzte Teil befasst sich mit der sprachli-
cher Inklusivitit. Sprache beeinflusst grundlegend sowohl den Zugang zu Informationen als auch
die Art der Nutzerinteraktion, doch existierende Datensétze fiir Nachrichtenempfehlung sind iiber-
wiegend einsprachig oder unterstiitzen nur wenige ressourcenreichen Sprachen. Um inklusivere
Nachrichtenempfehlungstechnologie zu fordern, fithren wir xXMIND ein — den ersten mehrsprachigen,
multiparallelen Benchmark fiir Nachrichtenempfehlung, der mittels maschineller Ubersetzung aus
dem weit verbreiteten englischen MIND-Datensatz abgeleitet wurde. xMIND umfasst 14 sprachlich
und geografisch vielféltige Sprachen und ermoglicht einen direkten Leistungsvergleich von NNRs
fiir ressourcenreichen und ressourcenarmen Sprachen sowie die Simulation multilingualem Nach-
richtenkonsum. Wir evaluieren mehrere NNRs systematisch in zero-shot (ZS-XLT) und few-shot
(FS-XLT) Szenarien des Sprachiibergreifenden Transfers, bei denen die NNRs auf neuen Sprachen
ohne (ZS-XLT) oder mit begrenztem (FS-XLT) Fine-tuning auf einigen wenigen zielsprachlichen
Trainingsinstanzen getestet werden. Unsere Ergebnisse offenbaren eine erhebliche Leistungsver-
schlechterung in ressourcenarmen und typologisch weit entfernten Zielsprachen sowie begrenzte
Vorteile durch zufillige oder themenbasierte zielsprachliche Dateninjektion wihrend des Trainings.
Um diese Einschrinkungen zu iiberwinden, spezialisieren wir einen vortrainierten multilingualen
Satzencoder fiir den Nachrichtenbereich mittels denoising Auto-encoding und maschinellen Uberset-
zungszielen auf selbst zusammengestellten multilingualen Nachrichtencorpora. Der resultierende
Nachrichten-angepasster Satzencoder (NaSE) verbessert die Sprachiibergreifende Transferleistung,
wenn er als NNR-Backbone verwendet wird, insbesondere in ZS-XLT-Szenarien, und bleibt auch
dann effektiv, wenn er wihrend des nachfolgenden Fine-tuning eingefroren (frozen) wird. Diese
Ergebnisse stellen das etablierte Paradigma in Frage, das zugrundeliegende Sprachmodell des NNR
auf Nutzer-Klickdaten zu fine-tune. AbschlieBend prisentieren wir eine ressourcenschonende und
leistungsstarke Baseline, die frozen NaSE-Embeddings mit late click behavior fusion kombiniert und
damit Bestleistungen in echten Cold-Start- und Few-Shot-Szenarien der multilingualen Nachrichten-
empfehlung erzielt.



Wir sind zuversichtlich, dass unsere Beitriige zur neuronale Nachrichtenempfehlungstechnologie
zukiinftige Arbeiten zur Entwicklung effizienter, verantwortungsvoller und inklusiver Empfehlungs-
technologien anregen, die Nutzer*innen iiber Sprachen und Kontexte hinweg gerecht dienen.
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CHAPTER 1

INTRODUCTION

There are things known and there are things unknown, and in between are the doors of perception.
AvLpbous HuxLey

In this Chapter, we rst motivate the need for personalized neural recommender systems in the
news domain, advocating for models that can support diverse recommendation scenarios across
news aspects and natural languages (Section 1.1). Afterwards, we summarize our main contributions
(Section 1.2) and conclude with an outline of this thesis (Section 1.3).

1.1 Motivation

Recommender systems (RS) are broadly de ned as tools and techniques that Iter vast amounts of
information andsuggest itemdeemed potentiallyelevant(i.e., interesting and useful) to a particular
user (Resnick and Varian, 1997; Burke, 2002; Ricci et al., 2022). Their primary goal is to combat
information overload from an overwhelming array of choices, such as selecting one restaurant among
hundreds in a city, and to enhance user engagement and satisfaction (Ricci et al., 2022). In most
cases, recommendations @ersonalizedmeaning that they are tailored to the individual interests of
users (Jannach et al., 2010). Personalized recommender systems estimate the relevance of an item
based on a user's preferences and past behavior. Recommendation algorithms infer these preferences
from large datasets of user interactions, knowmgeraction logs These logs contain either explicit
feedback (e.g., user-provided ratings) or implicit feedback (e.g., browsing history). The most common
approaches include collaborative ltering (i.e., recommending items favored by users with similar
preferences), content-based Itering (i.e., suggesting items similar to those that the user has liked
before), and hybrid methods which combine both strategies (Adomavicius and Tuzhilin, 2005).
Recommender systems are nowadays ubiquitous, deeply integrated into the digital platforms and
applications that shape modern life. They guide our choices in listening to music, discovering new
movies, shopping for goods, ordering food, reading news, connecting on social media, or making
travel plans. The scale of their impact is extensive. An estimated 80% of viewing hours on Net ix
for its over 3 billion subscribers are driven by its recommendation engine (Gomez-Uribe and Hunt,
2015)! Similarly, approximately 70% of YouTube's video consumption originates from algorithmic
suggestions (Solsman, 2018), while roughly 35% of purchases on Amazon are directly attributable
to its product recommendations (MacKenzie et al., 2013). As a result, recommender systems
now profoundly in uence decision-making across nearly every digital domain, from entertainment
(Covington et al., 2016; Goodrow, 2025; De Nadai et al., 2@itéy alia) and services (Chaudhari
and Thakkar, 2020; Bunnell et al., 2020; Etemadi et al., 20r#t@y alia), to social networking
(Kenthapadi et al., 2017; Geyik et al., 2018; Twitter, 2023) and e-commerce (Smith and Linden, 2017;

https://ir.net ix.net/ir-overview/pro le
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Figure 1.1: News consumption by news source in Europe, between 2013 and 2025. We show the
percentage of respondents, averaged over the 24 countries included in the available data from the
Reuters Digital News Report 2025 (Newman et al., 2325).

Chen et al., 2019; Wang et al., 2024nter alia). Notably, in many social media platforms, such as
Instagram, TikTok, or Twitter / X, user feeds are now driven almost entirely by recommendation
algorithms (TikTok, 2020; Narayanan, 2023; Vorotilov and Shugaepov, 2023).

Recommender Systems for NewsArguably, recommender systems shape individuals' worldview
through the way in which they lter information and expose only a small subset of available content.
This in uence becomes particularly critical in the domain of news, where news media serve as a
cornerstone of democratic society by keeping the public informed with timely and relevant informa-
tion, and by fostering public discourse (Balkin, 2017; Helberger, 2021). Online news consumption is
among the top uses of the Web, after communication and e-commerce (Eurostat, 2024). For example,
data from the European Union shows that in 2024, 65% of individuals accessed news online, far
surpassing the 49% who used commercial video-on-demand services (Eurostat, 2024).

This re ects a notable shift in how audiences access and engage with news. Over the past decade,
the media landscape has seen a sharp decline in the usage of traditional news outlets, particularly print
newspapers and TV, and a concurrent rise of online media, in the form of news websites, aggregation
platforms, and social media. As illustrated in Fig. 1.1, in Europe, print newspaper readership has
plummeted from 56% in 2013 to only 17% in 2025, while online news consumption has consistently
remained above 75% (Newman et al., 2025). This trend is mirrored across continents, where online
sources remain dominant and print is marginal, as indicated by Fig. 1.2. More recently, the advent of
generative large language models (LLMs), such as ChatGPT (OpenAl, 2022; OpenAl et al., 2024)
or Llama 3 (Touvron et al., 2023), has introduced another paradigm shift in the media landscape,
with Al-driven chat interfaces emerging as a new source for news, used by approximately 7% of
users (15% for those under 25) in 2025. In parallel, search engines like Google are increasingly
evolving into hybrid Al-search platforms, combining traditional link-based retrieval with generative
summaries and recommendations, a shift that is likely to further reshape how audiences nd and
engage with news (Reid, 2023; Kiskola et al., 2025).

2Fig. 1.1 is based on data provided by the Reuters Institute (Newman et al., 2025). The 24 European countries
considered, together with the year for which data was rst available, are: United Kingdom (2013), Austria (2015), Belgium
(2016), Bulgaria (2018), Croatia (2017), Czech Republic (2015), Denmark (2013), Finland (2015), France (2013), Germany
(2013), Greece (2016), Hungary (2016), Italy (2013), Ireland (2015), Netherlands (2015), Norway (2016), Poland (2015),
Portugal (2015), Romania (2017), Slovakia (2017), Spain (2013), Sweden (2016), Switzerland (2016), and Turkey (2015).

3Fig. 1.2 covers the following countries in each of the four markets included in the Reuters Digital News Report 2025
(Newman et al., 2025): Africa — Kenya, Morocco, Nigeria, South Africa; Americas — United States of America, Argentina,
Brazil, Canada, Chile, Colombia, Mexico, Peru; Asia Paci ¢ — Australia, Hong Kong, India, Indonesia, Japan, Malaysia,
Philippines, Singapore, South Korea, Taiwan, Thailand; Europe — United Kingdom, Austria, Belgium, Bulgaria, Croatia,

2
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Figure 1.2: Proportion of respondents using each source of news in a week, by market, in 2025. The
percentage of respondents is averaged over the countries included in the respective market according
to the data provided by the Reuters Digital News Report 2025 (Newman et al.,2025).

1.1.1 Personalized Neural News Recommendation

In today's digital news landscape, human editors are no longer the sole gatekeepers of information.
Instead hews recommender syste(hBRS) have become indispensable for Itering the sheer volume

of articles published daily, personalizing content, and curating the information users see on news
websites, aggregators, or social media platforms (Das et al., 2007; Kunert and Thurman, 2019;
Mgller, 2022; Piscopo et al., 202ifter alia). Re ecting this central role, a recent Reuters Institute
survey of 326 media leaders revealed that 80% consider arti cial intelligence (Al) important for
news distribution and recommendation, including personalized homepages and alerts (Newman and
Cherubini, 2025). The ubiquity of personalized algorithmic curation is evident also among audiences,
with nearly half (49%) expressing comfort with the automatic selection of content. This acceptance is
primarily motivated by the desire to access more relevant news while saving time and effort, although
it remains slightly lower than in domains such as music or movies, where acceptance levels exceed
50% (Newman et al., 2025). These trends coincide with a broader shift in how audiences access
news: direct visits to news websites have declined from 33% in 2018 to 22% in 2024, while search
engines and aggregators (33%) now serve as a more common gateway than social media (29%) or
visiting news outlets directly (22%) (Newman et al., 2024). This increasing reliance on aggregated
and algorithmically curated feeds, rather than deliberately visiting a small set of news websites,
further highlights the relevance of personalized recommender systems in the news domain.

We de ne anonline news platfornas any digital medium that delivers news content to users,
either via an outlet's website or application (e gpiegel.denytimes.comor via aggregator or social
media platforms (e.g., Google News, Apple News, TikTok). Unlike publisher websites, which often
present the same landing page to all usaigorithmically curated platformpersonalize the feed by
adapting the selection and ordering of content to individual user preferences. Our focus speci cally
lies on such platforms that implement news recommender systems, dynamically selecting and ranking
content for each user. Throughout this thesis, we use thertewsto refer exclusively tdextual
news articlesnamely written pieces comprising titles and bodies, as opposed to multimodal formats
such as news videos, podcasts, or audio summaries.

When a user visits an online news platform, a personalized news recommender system wiill
retrieve a small set of candidate articles from a large news pool, ranking them according to the
inferred user interests, and presenting the top-K results (Wu et al., 2023). User interactions, such as
clicks or reading time, are then recorded to update their pro les. While this resembles work ows in
other domains, the unique characteristics of news demand a different approach, one that relies on
personalized neural recommendation models

Czech Republic, Denmark, Finland, France, Germany, Greece, Hungary, Ireland, Italy, Netherlands, Norway, Poland,
Portugal, Romania, Serbia, Slovakia, Spain, Sweden, Switzerland, Turkey.
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The Need for Personalization.On the one hand, the news domain is de ned by its time sensitivity

and volume. The 24/7 news cycle produces a constant stream of news articles whose relevance decays
rapidly (Li et al., 2011a; Ozgobek et al., 2014; Karimi et al., 2018). This high churn rate makes
manual curation nearly impossible and places a heavy burden on readers, who require additional time
and effort to stay engaged and nd relevant information. While early, non-personalized systems based
on factors like location (Asikin and Waorndl, 2014; Garrido et al., 2015; Chen et al., 2017), time (Park

et al., 2017b; Lommatzsch et al., 2017), or popularity (Doychev et al., 2015; Corsini and Larson,
2016; Ludmann, 2017) offered a basic lter, they nevertheless exhibited various biases. Such systems
can inadvertently amplify clickbait or misinformation, for instance when popularity- or time-based
recommenders overemphasize articles that attract short-term bursts of attention due to controversy
(Klimashevskaia et al., 2024; Yang, 2016). They may also foster localized echo chambers: popularity-
based algorithms tend to suppress niche content or smaller providers, location-based models may
reinforce region-speci ¢ narratives through geographically clustered exposure, and demographic-
based recommenders can amplify the perspectives of particular communities (Bastos et al., 2018;
Sanchez et al., 2023; Klimashevskaia et al., 2024). Moreover, non-personalized approaches generally
underperform in driving user engagement, as they do not align content recommendations with
individual user preferences (Raza and Ding, 2022). Effective news recommendation, therefore,
hinges orpersonalizatiorto understand and cater to the diverse and speci ¢ interests of each user.

The Need for Neural Approaches.On the other hand, news articles contain rich, unstructured,
textual information in their titles and bodies. Understanding and modeling their semantic meaning
and context is crucial for accurate recommendations. This inherently requires advanced natural
language processing (NLP) technigues, making neural networks (NNs) the de facto tool for learning
deep representations of news content (Raza and Ding, 2022; Wu et al., 2023). The evolution of news
recommender systems has been, in fact, closely intertwined with advances in representation learning
methods (detailed in Chapter 2): from static and contextualized word embeddings, to pretrained
language models (LMs), and most recently, large language models (LLMs).

Similarly, the user-side dynamics in the news domain demand advanced neural architectures.
Users rarely provide explicit feedback on news websites and aggregators, and, unlike, e.g., in online
retail, here there is no difference betwaéewingandpurchasing an itenflana et al., 2024). Instead,
interest is inferred from implicit signals like clicks and reading time (Liu et al., 2010b; Wu et al., 2023).
Moreover, users' interests are diverse and evolve dynamically over time (Harandi and Gulla, 2015;
Gullaetal., 2014; Feng et al., 2020). A person may have long-term interests (e.g., climate change)
motivated by their socio-economic and personal background, alongside short-term preferences, highly
affected by breaking news and context (e.g., a local election, a tech launch) (Harandi and Gulla, 2015;
An et al., 2019). This behavior, combined with the high item churn of news (Das et al., 2007) and
often session-based user interactions (Doychev et al., 2015; Feng et al., 2020), exacerbates the classic
cold-start problem (i.e., no interaction data for new items or users) and data sparsity (i.e., interaction
data only for a small subset within a large pool of articles) (Karimi et al., 2018). Architectures
such as recurrent neural networks (RNNs) and Transformers (see Section 2.1) are thus essential for
modeling the dynamic and sequential patterns of a user's reading history, as they can accurately
capture short-term intent and contextual shifts (Li and Wang, 2019; Wu et al., 2023).

Overall, this goes to show that the time-sensitive, high-churn nature of news, coupled with the
richness of its content and the dynamics of user interests, make personalized neural approaches
essential for accurate news recommendations. Yet, these technical demands are only one side of the
story. An effective and responsible news recommender system must also grapple with the societal
and linguistic challenges of algorithmic news curation.
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1.1.2 The Case for Multifaceted Neural News Recommendation

Individuals differ widely in their demographics, socio-economic background, spoken languages,
and personal concerns. These differences naturally translate into diverse needs and preferences
when seeking information. Personalized news recommender systems profoundly impact how users
interact with news content, as well as the content they encounter. While such systems can effectively
drive engagement, they risk narrowing users' exposure to information when optimized solely for
clicks and relevance (Freedman and Sears, 1965; Pariser, 2011; Nguyen et al., 2014; Bakshy et al.,
2015). Moreover, they may inadvertently amplify biases (Bozdag, 2013; Mansoury et al., 2020;
Klimashevskaia et al., 2024) and misinformation (Fernandez et al., 2024; Jakobsen et al., 2025),
stemming from both societal imbalances in the training data and algorithmic design choices (Bandy
and Diakopoulos, 2020; Mitchell et al., 2020; Liu et al., 2021b; Einarsson et al., R@@balia).

A responsible news recommender system should, therefore, balance predictive accuracy and
engagement maximization objectives with broader human-centered and societal values (Kazienko
and Cambria, 2024; Said, 2024; Seddik, 2024). It should foster exposure to diverse perspectives, limit
the ampli cation of bias, misinformation, and sensationalism, respect user autonomy, ensure access
to trustworthy information, and maintain transparency and accountability in how recommendations
are generated (Elahi et al., 2022; Milano et al., 2020; Bernstein et al., 2021; Deldjoo et al., 2024b).
Responsibility, in this sense, extends beyond technical performance to encompass the ethical and
societal implications of algorithmic decision making, requiring systems to be transparent, fair, and
accountable for their in uence on individual users and public discourse (Vrijenhoek et al., 2021,
Tintarev et al., 2024; Eskens, 2022; Zhao et al., 2025a). This aligns with the European Commission's
Framework for Ethical Alwhich de nes trustworthy Al as ensuring human agency and oversight,
technical robustness and safety, privacy and data governance, transparency, diversity and fairness,
societal and environmental well-being, and accountability (European Commission, 2019).

A central dimension of inclusivity in personalized news recommendation is language. Despite
growing online linguistic diversity, most Al technologies, including recommender systems, are
developed for a handful of high-resource languages such as English or Chinese. This inequitable
distribution of technologies across languages gives rise tditil language dividea considerable
gap between those who have, and those who do not have, access to digital technology (National
Telecommunications and Information Administration, 2001; Van Dijk, 2020). Such inequities restrict
equitable access to information and exacerbate global disparities in digital participation.

Together, the challenges of biased algorithmic news curation and the digital language divide
affect not only the breadth and diversity of information to which individuals are exposed, but
also their very access to that information. The right to “seek, receive and impart information
and ideas through any media and regardless of frontiers”, as enshrined in the United Nations'
Universal Declaration of Human Rights Article 19 (United Nations, 1948), is directly undermined by
linguistic barriers. Echoing this, the European Union's Declaration on Digital Rights emphasizes
that “everyone should have access to a trustworthy, diverse and multilingual digital environment”,
as an essential condition for “pluralistic public debate and effective participation in democracy in
a non-discriminatory manner.” (European Parliament, Council of the European Union, European
Commission, 2023). These principles underscore that news recommendation technologies must “leave
nobody behind” (European Parliament, Council of the European Union, European Commission,
2023), ensuring equitable access to trustworthy and diverse information for all users, regardless of
language, demographic background or socio-economic status.

In this thesis, we argue that building truly inclusive and responsible personalized neural news
recommender (NNR) systems requiremaltifaceted approachone that moves beyond relevance-
only optimization to integrate two core dimensions: accounting forstheetal implications of
algorithmic news curationand mitigating thenequities created by linguistic divid&he following
sections examine these two challenges in turn: rst, the effects of algorithmic news curation on users'
information diets, and second, the role of language in shaping digital access. These discussions lay
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the groundwork for the challenges addressed and contributions of this thesis.

Effects of Algorithmic News Curation. Online news readers have diverse information needs and
worldviews, yet they tend to prefer information in agreement with their prior opinions (Freedman and
Sears, 1965). To maximize user satisfaction, personalized recommenders are typically optimized for
similarity, either to the user's past behavior or to that of similar users (Jannach et al., 2010).

Information Diversity.Relevance maximization often reinforces exposure to content already con-
sumed, ltering out articles deemed irrelevant or counter-attitudinal (Ludwig et al., 2023). Such
mechanisms raise concerns about algorithmically induced “ Iter bubbles” (Pariser, 2011) and “echo
chambers” (Sunstein, 2001), namely increasingly personalized content ecosystems in which users
encounter mainly attitude-congruent or ideologically consistent perspectives and limited exposure
to alternatives. This inherent control of information exposure by recommendation algorithms is
especially critical in the news domain, due to the pivotal role of news media in democratic societies
(Baker, 2006; Helberger, 2021). In contexts such as politics, con ict, public health, or climate change,
exposure to only one side of a debate can foster attitude-reinforcing spirals (Donsbach and Mothes,
2013; Stroud, 2017), reduce interaction across ideological groups (Bright, 2018), and in uence
opinion formation and voting behavior (Bartels, 1993; Dewenter et al., 2019). Over time, these
dynamics can fuel polarization, degrade civil discourse, and even contribute to political or ideological
radicalization (Jensen et al., 2012; Boutyline and Willer, 2017; Barbera, 2020; Liu et al., 2021b;
Whittaker et al., 2021; Ludwig and Muller, 2022).

Empirical evidence on the prevalence of Iter bubbles in news recommender systems is, however,
mixed (Ludwig and Muller, 2022). For instance, Bakshy et al. (2015) found that algorithmic ranking
reduced exposure to cross-cutting content in terms of ideologies by 15% among 10.1 million US
Facebook users, while Gonzalez-Bailon et al. (2023) showed increased ideological segregation
between liberal and conservative audiences during the 2020 US election due to algorithmic news
curation. A large-scale audit of Twitter / X similarly reports asymmetric ampli cation, particularly
of right-leaning content (Huszar et al., 2022). Liu et al. (2021b) further demonstrate that different
news recommendation algorithms give rise to distinct forms of Iter bubbles, thereby contributing to
a more homogeneous set of viewpoints even among individuals with otherwise divergent preferences.
Their ndings also indicate that users with more extreme predispositions receive recommendations
that are less diverse in both topical coverage and political perspectives, precisely because these
recommendations tend to yield higher click-through rates (Liu et al., 2021b).

Conversely, several studies nd limited or no evidence of Iter bubbles in news recommenders
(Fletcher and Nielsen, 2017). Mdaller et al. (2018), for example, discovered that algorithmic rec-
ommendations for a Dutch newspaper were as diverse as journalistic ones. Similarly, Haim et al.
(2018) found that personalization on Google News had no effect on source diversity, whereas explicit
personalization had only a minor impact on content diversity, modestly increasing the number of arti-
cles aligned with users' existing topical preferences. Flaxman et al. (2016) reported that algorithmic
curation simultaneously widened ideological gaps while increasing exposure to content from other
sides of the political spectrum. However, many of these studies stem from survey data or simulated
settings rather than real-world systems (Ludwig et al., 2023). These inconclusive ndings underscore
both the methodological challenges of studying real-world recommender systems and the active role
of news platforms in shaping content diversity. Some providers have introduced interventions to
counteract narrowing effects of NRS, such as promoting diverse sources (Lurie and Mustafaraj, 2019;
Piscopo et al., 2024) or ensuring demographic content diversity (BBC, 2022). Taken together, this
body of work highlights the need to better understand not only whether Iter bubbles emerge, but
also how they affect content diversity and user outcomes, such as ideological polarization.

Algorithmic Bias and FairnessBeyond information diversity, a second line of concern relates to
algorithmic bias and fairness. Since recommenders learn from historical data, they risk perpetuating
existing societal biases tied to race, gender, or political orientation (Stinson, 2022; Chen et al., 2023a;
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Ekstrand et al., 2022; Wang et al., 2023). They may also disproportionately favor certain types
of content or users, leading to unequal representations of demographic groups, topics, or article
characteristics (e.g., sentiments, political orientation) (Chen et al., 2023a; Haim et al., 2018; Alam
et al., 2022). For example, news recommenders often prioritize “soft news” (e.g., entertainment,
lifestyle, sports) over “hard news” (e.g., politics, education, economy), and may underrepresent
certain issues, topics, or political actors (Bandy and Diakopoulos, 2020; Einarsson et al., 2025).
This can have serious consequences if audiences are repeatedly exposed to a narrow set of voices
or viewpoints, particularly in terms of political participation (Bartels, 1993; Dewenter et al., 2019).
Studies also report systemic biases toward certain outlets, often conservative ones, in systems like
Google News (Haim et al., 2018). Such imbalances threaten diversity of viewpoints and sources,
which are vital for social cohesion and pluralistic democracies (Bernstein et al., 2021).

To address the effects of algorithmic news curation, prior work has explored enhancing the
diversity of recommendations along several dimensions, including topic (Raza and Ding, 2021; Shi
etal., 2022; Wu et al., 2022c; Choi et al., 2022), sentiment (Wu et al., 2020c, 2022h), and viewpoint
(Shivaram et al., 2022), as well as mitigating gender (Wu et al., 2021d) and popularity (Gharahighehi
et al., 2021) biases. While these approaches help alleviate speci c issues, they are often rigid when
applied across multiple dimensions simultaneously (cf. Chapter 7). This is because they typically
require retraining the underlying recommender whenever the recommendation objective changes (e.g.,
increasing topical diversity while reducing personalization). Such in exibility limits their practicality
in real-world scenarios, where user needs vary substantially; for instance, one user may prioritize
exposure to diverse perspectives, while another may be interested less in sentiment diversity.

Although user modeling components in NNRs learn latent preferences from historical behavior,
they are generally trained to optimize a single, global objective (e.g., relevance, diversity), and
do not inherently distinguish between multiple dimensions of diversity or fairness at individual
level. As a result, a model optimized for one objective, such as topical diversity, may not satisfy a
user whose priority is viewpoint diversity, and vice versa. In other words, standard NNRs cannot
dynamically adapt to varying user-speci ¢ trade-offs between multiple dimensions without retraining
or ne-tuning. Addressing this limitation requires models capable of exible, user-controllable
recommendations, where trade-offs across aspects such as relevance, topical coverage, sentiment
polarity, and viewpoint diversity can be adjusted per user simultaneously.

In sum, algorithmic news curation not only shapes what individuals read, but also who is heard.
Left unchecked, it risks narrowing and homogenizing news diets, marginalizing culturally relevant
perspectives, and reinforce structural inequalities. These risks emphasize why responsible and
inclusive news recommendation technologies must target not only relevance and engagement, but
also the societal impact of algorithmic curation.

Digital Language Divide. The global expansion of the Internet has greatly increased linguistic
diversity online (Zuckerman, 2008). Language is therefore not just a medium of communication, but
a key axis of inequality in access to personalized technologies. Wikipedia, one of the most visited
websites, illustrates this trend: from a near-monolingual platform in 2001, it now hosts approximately
210 million pages in over 350 languages (see Appendix B). During this time (cf. Fig. 1.3), the relative
share of English-written content has shrunk from 89.2% (i.e., about 20K of the 22K pages) in 2021 to
23.5% in 2025 (49M out of 210M pages). Yet, English remains the web's lingua franca. As shown in
Fig. 1.4, the majority of online content remains concentrated among a few high-resource languages,
with English being used in nearly half of the websites whose content language is tracked by W3Techs
(2025), while most of the other languages appear in less than 0.1% of the web pages. The inequality
is stark when considering the world's over 7,000 living languages and the number of native speakers
(Eberhard et al., 2025): approximately half have no digital footprint, and a mere 33 (under 0.5%)
of the remaining languages that are digitally supported to varying degrees (cf. Fig. 1.5) attain full
digital capabilities (Kornai, 2013; Simons et al., 2022).
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Figure 1.3: Number of Wikipedia pages, fractionFigure 1.4. Usage statistics of content lan-
of English pages, and fraction of pages of the teguages for websites in August 2025, according
largest Wikipedias each year, between 2001 artd \W3Techs (2025). We report the percentage of
20254 websites using various content languages.

Figure 1.5: Digital Language Support (DLS) per country. Green indicates more DLS, red indicates
less DLS (Derivation, 2022). DLS captures how well a given language is supported by digital tools
and technologies (e.g., news sites, keyboards, spell checking, operating system, machine translation,
speech tools, virutal assistants). DLS scores range from 0 to 28 for a given language, and are
computed based on the type and number of tools supporting each language (Simons et &., 2022).

Structural Divide. This imbalance translates directly into available data and technology. News
recommenders rely on LMs, pretrained on web-scale corpora with trillions of tokens, to represent the
content of articles. However, English makes up 80% of their training data (Touvron et al., 2023; Team
et al., 2024; Bai et al., 2025). A recent large-scale study of nearly 400 datasets spanning 443 tasks,
608 languages, and 67 countries, shows that linguistic and geographic representation of data has
not improved over the past decade, remaining predominantly western-centric, despite the signi cant
increase in its total representation (Longpre et al., 2025). Even widely used or the latest multilingual

“Fig. 1.3 is adapted from Wikimedia Commons (2020).

5Simons et al. (2022) evaluated 143 digital tools across seven categories of digital language technology, ranging
from the most to the least commonly supported: content (e.g., news sites), encoding (e.g, keyboards), surface (e.g., spell
checking), localized (e.g., browser), meaning (e.g., machine translation), speech (e.g., speech-to-text), assistant (e.g. virtual
assistant). They recorded the languages supported by each tool, producing a binary matrix of tool-language coverage.
Within each category, a subscale score was computed based on how many tools support the language. The total score is
obtained by summing the subscale scores across the seven categories. For more details on the computation of DLS scores,
we refer the reader to Simons et al. (2022).
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Figure 1.6: Schematic overview of cross-lingual transfer (XLT) paradigms, differentiating between
zero-shot cross lingual-transfer (ZS-XLT) and few-shot cross-lingual transfer (FS-XLT).

pretrained LMs, such as XLM-RoBERTa (Conneau et al., 2020), mT5 (Xue et al., 2021), Gemma 3
(Team et al., 2025) or Qwen 3 (Yang et al., 2025), support only around 100-140 languages. Coverage
is also skewed: high-resource languages not only bene t from higher-quality training data, but also
from 10° more tokens than low-resource languages such as Georgian or Xhosa (Xue et alf, 2021).
Consequently, LMs excel in high-resource languages, while downstream performance deteriorates
proportionately to data scarcity and typological distance from English for low-resource languages
(Lauscher et al., 2020; Ebrahimi et al., 2022; Wendler et al., 2024).

This disparity forms theligital language divide speakers of high-resource languages bene t
from advanced information technologies, while those with low-resource languages (e.g., Zulu,
Somali, Quechua, Urdu, Irish) face degraded performance or no access at all (Eberhard et al., 2025).
Unsurprisingly, existing news recommender systems and datasets are centered around a handful of
resource-rich languages. Benchmarks are monolingual, e.g., MIND (Wu et al., 2020e) in English,
Adressa (Gulla et al., 2017) in Norwegian, or EB-NeRD (Kruse et al., 2024) in Danish, or, when
multilingual, still limited to well-represented languages (\Wu et al., 2021b, Chapter 6).

Yet demand for multilingual access is rising. According to the Reuters Institute, 24% of online
news readers want articles translated into their native language (Newman et al., 2025). Bridging
this linguistic gap, however, remains a major challenge for personalized news recommendation, as
collecting suf cient news or user-article interaction data for each language is rarely feasible. One
promising strategy to mitigate this data scarcitgigss-lingual transferwhich enables models
trained in high-resource languages to generalize to low-resources ones.

Cross-lingual transfer (XLT) is a form of transfer learning that leverages shared representations
across languages to transfer knowledge from a source (typically high-resource) language to a target
(generally low-resource) language, thereby improving performance in the latter (Devlin et al., 2019;
Liu et al., 2019b; Conneau et al., 2040ter alia). In essence, a multilingual LM — which may
serve as the backbone of a recommender system —is rst ne-tuned on large-scale source-language
corpora, most commonly dominated by English. Two main paradigms of cross-lingual transfer are
usually distinguished: (izero-shot cross-lingual transféZS-XLT), where inference is performed
directly with the multilingual LM without additional ne-tuning on target-language instances, and
(i) few-shot cross-lingual transf¢FS-XLT), where the LM is rstly ne-tuned on small amounts of
target-language data before inference. Fig. 1.6 provides a visual overview of these XLT paradigms.

In the context of news recommendation, this means that a system trained on an English dataset
such as MIND could, in principle, recommend articles in languages like Georgian or Swahili.
However, in ZS-XLT model performance degrades sharply for languages that are typologically
distant from English or absent from the pretraining corpora (cf. Chapters 8 and 9), while FS-XLT

5There are multiple de nitions “low-resource’, “resource-poor', or ‘underrepresented' languages (Joshi et al., 2020;
Yong et al., 2023; Nigatu et al., 2024). Here, we use the term to denote languages with a comparatively small digital
footprint and limited representation in the web-scale training data of LMs.
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requires labeled target-language data, which remains scarce and costly to obtain, particularly for
underrepresented languages. Moreover, most NNRs rely on task-speci ¢ user interaction data, which
are rarely available in low-resource settings or in cold-start scenarios (\Wu et al., 2024c).

Consequently, the lack of language technology leaves many communities either entirely excluded
from personalized news delivery or with only inequitable access. Users are often forced to consume
news in a foreign language or to rely on machine translation, if such tools are even available, and
thus, become marginalized in the global digital conversation.

Behavioral Divide Language not only determines the content that individcafsaccessbut also
shapes the information theyish to accessToday, many online readers are multilingual, speaking
and consuming news in two or more languages (Ling et al., 2020, Chapter 8). For instance, over
74% of working-age adults in the European Union know at least one foreign larig22§é of US
residents speak a non-English language at home (Patricia Ramos, 2025), and South Africans use 2.84
languages on avera§eAmong US Hispanics, about a quarter consume news equally in both English
and Spanish (Naseer et al., 2024b). Globally, over half of the population speaks at least two languages
(Grosjean, 2010). Multilingual users do not simply access information in different languages; their
news consumption behavior is profoundly shaped by language choice. They often prefer local news
and politics, sports, or health in their native language, but turn to a foreign language for domains such
as technology, science, or entertainment, depending on content availability, topic-speci ¢ language
preference, local relevance, trustworthiness, and internationality (Steichen et al., 2014; Ling et al.,
2020). For example, a user might read local news in Croatian, international politics in English, and
sports in German. Nevertheless, current state-of-the-art NRS only consider monolingual consumption
patterns, and do not model language-dependent user preferences (\Wu et al., 2023; Wang et al., 2025).
These user behaviors highlight why existing monolingual benchmarks and recommendation
models are insuf cient to address the complex cross-lingual information needs. Multilingual readers
require additional effort when browsing news simultaneously in multiple languages, from switching
between platforms, to manually synthesizing content across languages (Ling et al., 2020). As a result,
they face more fragmented, less diverse, and less balanced news access (Ling et al., 2020), which
reinforces discrepancies between monolingual and multilingual users, and further exacerbates the
digital language divide in the news domain.

1.1.3 Challenges

The complexity and societal implications associated with developing responsible news recommen-
dation technology demonstrate that we need to adopt a multifaceted approach for understanding,
improving, and designing personalized neural recommendation methods. In this thesis, we aim to ad-
vance responsible and inclusive neural news recommendation by addressing the problem from several
complementary angles: (i) analysis of common components, (ii) algorithmic bias and diversi cation,
and (iif) multilinguality. Concretely, we systematically study the following challenges:

(C1) Analysis of Common Components The effectiveness of a neural news recommender system
depends on the interaction between its building blocks. Despite their interdependence, these
components are often analyzed in isolatiblow do the design choices of common components —
including architectural complexity, number of parameters, and computational demands — affect
downstream performance, and can we improve over the commonly adopted set of components
for more effective and ef cient recommendation?

(C2) Effects of Algorithmic Bias: Recommendation algorithms, typically optimized for relevance
maximization, may implicitly favor certain types of contehlithich content-speci ¢ biases
arise in neural news recommenders, and how do these biases correlate with user behavior?

"https://ec.europa.eu/eurostat/statistics-explained/Foreign_language_skills_statistics
8https://southafrica-info.com/arts-culture/the-languages-of-south-africa/
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(C3) Multi-Aspect Customization of Recommendations Current beyond-relevance optimization
efforts often target a single dimension, such as personalization or diversi cation, limiting practi-
cal applicability in scenarios where users require multiple criteria to be satis ed simultaneously.
Can we adapt neural news recommenders to ef ciently support multi-aspect customization
beyond pure relevance?

(C4) Multilinguality : Language fundamentally shapes access to and engagement with personalized
news delivery. Can we foster inclusive neural news recommendation by accounting for
multilinguality in both data and modeling approaches?

For each of these challenges, we either conduct a series of experiments and extensive analyses
and/or present new resources and/or approaches aimed at mitigating the identi ed issue. Through our
ndings, we hope to contribute to the development of more ef cient, responsible, and inclusive news
recommendation models that could be tailored to diverse user needs and surmount language barriers.

1.2 Contributions

This thesis constitutes a substantial contribution to the eld of news recommendation by addressing the
challenges associated with the multifaceted development of personalized neural news recommender
systems. Drawing upon previously identi ed challenges, we focus both on improving the architectural
design and diversity of NNRs and on enabling accurate recommendations irrespective of language
boundaries. We now summarize our contributions, segmented into the following three topic areas,
and highlight the key ndings:

Analysis of Common Components. The performance of NNRs is determined by their foundational
components: news and user encoders, scoring functions, and training objectives. Despite their
importance, the eld lacks a systematic understanding of how these components and their interplay
drive performance. To address this gap and guide development of new models, we conduct two
extensive analyses that decouple and evaluate these common compGrignksrét, we explore
alternative user modeling strategies and training objectives, identifying a simple yet highly effective
approach for click behavior fusion. Subsequently, we systematically compare various encoder
architectures across multiple criteria. We lastly synthesize these insights into concrete guidelines to
aid researchers and practitioners make more informed decisions for model design.

1. Alternatives for User Modeling and Training Objectiv&¥e are the rst to introduce a uni ed
framework to systematically and fairly compare NNRs across three crucial design dimensions:
(i) candidate-awareness in user modeling, (i) click behavior fusion, and (iii) training objectives
(cf. Chapter 4). Within this framework, we challenge the standard approach of using complex
user encoders (i.e., early fusion). We instead propose late fusion (LF), a simple and ef cient
method based on the mean-pooling of dot-product scores between candidate and clicked news
embeddings. Our ndings reveal that late fusion not only brings substantial performance gains
across the board, but also reduces model complexity. Moreover, we demonstrate that supervised
contrastive training is a viable alternative to standard point-wise classi cation objectives.

2. Selection of Encoder ArchitectureBuilding on these ndings, we move beyond one-sided,
performance-only evaluations, which often shows negligible differences between models. We
introduce a multifaceted evaluation protocol for news and user encoders that assesses: (i)
representational similarity, (i) recommendation overlap, and (iii) overall recommendation
performance (cf. Chapter 5). This comprehensive analysis challenges the assumption that
architectural complexity in neural news and user encoders is essential for accuracy. Instead, we
nd that performance hinges on the semantic accuracy of representations produced by news
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encoders, while user encoders can be signi cantly simpli ed without sacri cing accuracy,
a principle exempli ed by the LF approach. Overall, this underscores the importance of
understanding recommenders' behavior from multiple perspectives, and of balancing model
complexity against performance when designing the architectures of NNR systems.

Multi-aspect Algorithmic Bias Analysis and Mitigation. We next investigate the effects of
algorithmic news curation on users' selective exposure. Concretely, we analyze whether recommender
systems of varying complexities exhibit biases towards speci ¢ news article aspects, such as sentiment,
stance, or topics.d2) To facilitate this, we compile two topic-speci ¢ corpora, in German and
English, enriched with rich news metadata and user interaction data. Drawing upon the corresponding
preliminary ndings, we then propose a novel, modular framework for multi-aspect neural news
recommendation that enables users to dynamically customize recommendations based on their
preferences for either enhanced diversity or increased personalizafijpn (

1. Aspect-based Analysis of Bias in News Recommen@ersnitial study assesses the sentiment
and stance bias of four recommendation models using a self-compiled German news corpus
on migration (cf. Chapter 6). Our ndings reveal a slight tendency across all models to
recommend articles with negative sentiments and stances. Notably, we identify a positive
correlation between the bias of text-based recommenders and pre-existing user bias, suggesting
a risk of amplifying readers' opinions and diminishing the diversity of recommended content.
We next extend our analysis to NNRs and a corpus of news published in the US. To facilitate
this, we augment our initial German corpus and construct a new dataset of English-language
news on the same topic. Our investigation into the effects of bias and polarization with respect
to topical category, sentiment, and political orientation reveals a trade-off between diversity and
personalization. Speci cally, we found that categorical and political personalization are more
signi cantly aligned with content personalization than with the sentiment of news articles.

2. Modular Multi-Aspect Neural News Recommendatibmovercome the rigidity of conventional
recommenders, which often "hardcode" aspect-based customization goals (e.g., diversi cation
or personalization) directly into the model's architecture or training objectives, we propose
MANNeR, a modular framework for multi-aspect neural news recommendation (cf. Chapter 7).
MANNEeR uses metric-based learning to train separate encoders for different news aspects
(e.g., content, topic, sentiment). Its key innovation is the modular design that supports linearly
combining the resulting aspect-speci ¢ similarity scores for nal ranking. This approach yields
two signi cant advantages at inference, without any model retraining: (i) creating ad-hoc
custom ranking functions that re ect a user's preferences for each aspect, and (ii) dynamically
identifying optimal trade-offs between content relevance and aspect-based customization. We
demonstrate, through extensive experiments with topical categories and sentiment as additional
aspects next to content itself, that MANNeR outperforms state-of-the-art NNRs across standard
content-based recommendation, as well as single- and multi-aspect diversi cation and person-
alization tasks. Finally, we validate MANNeR's robustness, by showing that, when equipped
with a multilingual PLM, its aspect encoder can be effectively transferred across languages.

Multilinguality in News Recommendation. In this part, we introduce the rst multilingual, multi-
parallel benchmark for analyzing the cross-lingual performance of neural news recommenders across
diverse languages>@). We then devise a domain-adaptation approach for sentence encoders that
improves the cross-lingual transfer performance of NNRs, and propose a simple yet effective baseline
for ZS-XLT in true cold-start and few-shot recommendation scenafidi. (

1. Benchmarking Cross-lingual News Recommendativa. present xXMIND, an open, multi-
lingual news recommendation dataset for evaluating the cross-lingual transfer capabilities of
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NNRs. Derived from the widely used English MIND dataset (\Wu et al., 2020e) using machine
translation (MT), XMIND covers 14 linguistically and geographically diverse languages, with
digital footprints of varying sizes (cf. Chapter 8). The multi-parallel nature of our benchmark,
where the same news articles and user histories are present in all 14 languages, enables the
direct comparison of model behavior on both high- and low-resource languages, as well as
the simulation of multilingual news consumption by polyglot readers. We use XMIND to sys-
tematically evaluate various content-based NNRs in ZS-XLT and FS-XLT settings, examining
both monolingual and bilingual consumption patterns. We nd that current NNRs, even when
grounded in multilingual language models, suffer signi cant performance drops in ZS-XLT.
Moreover, our results reveal that in FS-XLT scenarios, the inclusion of target-language data
in training provides surprisingly limited bene ts, particularly for bilingual news consumers.
Our analyses highlight that existing NNRs still struggle to provide accurate recommendation
to users speaking resource-scarce languages, particularly those linguistically distant from the
source language (typically English).

2. Domain Adaptation for Cross-lingual Recommendatias.a solution to the aforementioned
issues, we propose training a news-adapted sentence encoder (NaSE). Concretely, we domain-
specialize a pretrained, massively multilingual sentence encoder with denoising auto-encoding
and MT objectives on PolyNews and PolyNewsParallel, two multilingual, news-speci c
corpora that we compiled for this purpose (cf. Chapter 9). We empirically show that NaSE
yields consistent performance gains over general-purpose LMs in ZS-XLT, especially when its
parameters are frozen during downstream ne-tuning. These ndings challenge the established
paradigm of ne-tuning LMs on user click data, a strategy that is often infeasible in data-scarce
(e.g., no news data in low-resource languages) or cold-start contexts (e.g., missing click logs
for new users). Building on this, we establish a simple and strong baseline based on frozen
NaSE embeddings and late click behavior fusion. This approach achieves state-of-the-art
performance in ZS-XLT in true cold-start and few-shot news recommendation.

An overview of all the resources published in this thesis is available in Appendix A. We hope
that our work inspires future research toward the development of more customizable, diverse, and
inclusive neural news recommendation technology.

1.3 Outline

The thesis is organized into ve parts, each comprising multiple Chapters.

In Part | Fundamentalswe establish the theoretical foundations of this thesis, covering fundamen-
tal concepts and terminology in representation learning (Chapter 2) and neural news recommender
systems (Chapter 3). This part also details the evaluation resources, including experimental protocol,
metrics, datasets, and frameworks, relevant to our experiments (Section 3.2-Section 3.3).

In Part Il Analysis of Common Componentge analyze architectural design choices of NNRs.
First, in Chapter 4, we investigate alternative user modeling methods and training objectives to
improve the ef ciency and accuracy of NNRs. In Chapter 5, we present an in-depth study of
representative news and user encoders, proposing key strategies for optimal model@8sign (

In the subsequerRart Il Multi-Aspect Bias Analysis and Mitigatignve construct multiple
topic-speci ¢ news and user corpora and show that NRS are prone to biases regarding certain news
aspects, such as sentiment, stance, or political leanifg{hapter 6). Drawing upon these insights,
in Chapter 7 we introduce a modular framework for multi-aspect neural news recommendation
which leverages metric-based learning to enable on-the- y customization (i.e., diversi cation or
personalization) of recommendatioris3).

In Part IV Multilinguality, we describe our efforts to systematically address the multilinguality
challenge C4). To this end, we use machine translation to construct a multilingual multi-parallel

13



1. INTRODUCTION

news recommendation dataset from the MIND benchmark, spanning geographically and linguistically
diverse languages. We then perform multi-layered analyses, revealing that existing NNRs, even when
based on multilingual LMs, suffer drastic performance losses in target languages in both ZS-XLT
and FS-XLT compared to source-language performance (Chapter 8). Consequently, in Chapter 9,
we propose to adapt a massively multilingual sentence encoder to the news domain. We further
demonstrate that using this adapted sentence encoder as the recommender's news encoder achieves
stronger ZS-XLT performance, particularly in true cold-start and few-shot recommendation scenarios.
Lastly, Part V summarizes the main ndings and contributions, and outlines potential directions
for future work toward more effective, responsible, and inclusive recommendation (Chapter 10).
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CHAPTER 2

REPRESENTATION LEARNING

The central task of a natural science is to make the wonderful commonplace: to show that complexity,
correctly viewed, is only a mask for simplicity; to nd pattern hidden in apparent chaos.

HereerTA. Simon
«THE ScIENCES OF THEARTIFICIAL »

Neural news recommendation models rely on effective news modeling to understand and rep-
resent the content of articles. News modeling, in turn, requires transforming raw textual data into
numerical representations that can be processed by computational methods. In this Chapter, we
review representation learning approaches for modeling the semantic content of news articles. We
begin in Section 2.1 by tracing the evolution of language representation learning, from statistical and
early neural language models to static word embeddings and contextualized representations with
Transformers. We then discuss the pretraining of language models in Section 2.2, and conclude with
a review of multilingual representation learning in Section 2.3. This Chapter lays the foundational
background for the neural news recommendation models discussed in the remainder of the thesis.

2.1 Language Modeling

Language modeling is a foundational task in natural language processing (NLP), concerned with
estimating the probability of sequences of tokens, typically words or characters, in a language.
Formally, a language model (LM) is a probabilistic model that assigns a likelihood to each token
given its preceding context (Jurafsky and Martin, 2025). Modern large-scale LMs attain such high
accuracy in modeling natural language that they can be applied to a variety of downstream tasks in a
generative fashion, including summarization, question answering, and text completion.

Early approaches to language modeling were predominantly based on statistical methods, most
notablyn-gram models. These models estimate the probability of a word given the precedidg
tokens by computing frequency countsefirams (i.e., sequencesmfokens) observed in a training
corpus (Jurafsky and Martin, 2025). Despite their simplicity and interpretability, statistical language
models are ill-equipped to handle the complexity and ambiguity of natural language, due to data
sparsity and inability to capture long-range dependencies. The number of possible token sequences
grows exponentially with vocabulary size; for instance, for a vocabMarthere exisfV j1° possible
sequences of length ten, a majority of which could be valid but not included in the training data.
Consequently, statistical language models rely solely on local co-occurrence statistics observed within
limited context windows during training, resulting in poor generalization to rare or unseen sequences.

Bengio et al. (2003) hence introduced tieural language modgWhich leverages distributed
representations of words learned through neural networks to address this “curse of dimensionality”.
Their approach employed a shallow feed-forward architecture to map discrete tokens into dense,
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low-dimensional vectors, commonly referred tovasrd embeddingdy predicting the next token in

a sequence. By embedding words in a shared continuous Bjaeghered | Vj, neural language
models substantially improve generalization to similar but unseen contexts, while dramatically
reducing the number of model parameters. This paradigm shift laid the foundation for widely adopted
static word embedding methods such as word2vec (Mikolov et al., 2013) or fastText (Bojanowski
et al., 2017), which learn word representations from large corpora based on distributional similarity
and surrounding context. However, static embeddings assign a single vector to each word, irrespective
of context, and are constrained by xed context windows. As a result, they fail to capture contextual
nuances, struggle with semantic ambiguity (e.g., polysemy), and cannot adequately handle out-of-
vocabulary (OOV) words.

These shortcomings motivated the development of contextualized representations produced by
transformer-based LMs, including BERT (Devlin et al., 2019) and RoBERTa (Liu et al., 2019b).
Such models employ subword unit tokenization schemes (Gage, 1994; Sennrich et al., 2016) — a
property already present in models like fastText (Bojanowski et al., 2017) — to alleviate OOV issues,
while leveraging self-attention mechanisms to compute context-dependent representations for each
token. This architectural development enables modeling of long-range dependencies and yields
substantial performance improvements across a broad spectrum of downstream NLP tasks. In the
following sections, we delve deeper into the key concepts and milestones that have shaped the
evolution language models.

2.1.1 From Statistical to Neural Language Models

Formally, LMs de ne a joint probability distributioP (t1; :::; tn ) over a token sequen&consisting

of N tokensglty;:::;tn]. As such, an LM can assign a probability to any word sequence or sentence.
Given a sequence of tokefts; to; :::;; tn ], an LM computes the probability of the entire sequence
(i.e., the likelihood that the tokens occur jointly) by applying the chain rule of probability (Jurafsky
and Martin, 2025):

W
P(tin) = P(ty)P(tojty): P (tnjtan 1) = P(tijtei 1) (2.1)
i=1

Language modeling can therefore be viewed as learning a sequence of conditional probability
distributions, each predicting the next token given its preceding context. However, in practice, an
overwhelming number of possible token sequences are never observed in the training corpus, making
it infeasible for statistical LMs to reliably estimate these conditional probabilities directly. To address
this challenge, statistical LMs adopt the Markov assumption, which posits that the probability of a
token depends only on a limited number of preceding tokens rather than the entire history (Jurafsky
and Martin, 2025). Under this assumption, the conditional probability of a token is approximated by
conditioning only on the previous 1tokens, om-grams:

P(tnjtyontn 1) P(NJIN nenn 1) (2.2)

This approximation exploits the intuition that tokens closer to each other in a sequence tend to exhibit
stronger statistical dependence (Bengio et al., 2003). Despite the simplicity, statistical LMs like
n-gram suffer from several fundamental limitations (Bengio et al., 2003). Most notably, their reliance
on the Markov assumption restricts the effective context to a short, xed window, severely limiting
their ability to capture long-range dependencies. As a result, these models often fail to represent
broader contextual information and may produce repetitive patterns. Furthemrgmam LMs treat

words as discrete symbols and rely exclusively on frequency counts, thereby ignoring syntactic and
semantic similarities between words. For example, words such as “cat” and “dog” frequently occur in
similar contexts and should thus provide similar contextual cues when predicting surrounding words.
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However, because-gram models treat words as discrete symbols and rely solely on frequency counts,
they cannot exploit such semantic relatedness across contexts. Finally, statistical LMs struggle with
words that are not present in the training vocabulary, leading to OQV issues.

These limitations have led to the development of more advanced language modeling approaches
that relax the Markov assumption through architectural innovations, ultimately enabling improved
generalization to unseen contexts and more effective modeling of natural language.

2.1.2 Static Word Embedding Models

Dense word representation models project each tokpically corresponding to a single word)

from a vocabulary into a low-dimensional latent semantic sp&% whered | Vj. In static
embedding spaces, each word is associated with a single, xed vector representation that does not
vary with the context in which the word appears. Consequently, a polysemous word such as “court”
receives the same embedding whether it occurs in “The witnesses testi ed todayririn the

famous lawsuit.”, “Some teenagers were playing football on the baskethall”, or “The politician

tried tocourt favor with voters by promising new projects.”.

The training objectives of word embedding models are grounded in the distributional hypothesis
(Harris, 1954), often summarized by the principle that “a word is characterized by the company
it keeps” (Firth, 1957). Under this assumption, words that occur in similar contexts are expected
to share semantic meaning. Accordingly, word embedding models aim to place words that appear
in similar contexts closer together in the representation sRégceuch that semantic similarity is
re ected by geometric proximity. The resulting distributed word representations have been shown
to be highly effective across a wide range of downstream NLP tasks, such as lexical analogical
reasoning or text classi cation (Mikolov et al., 2013; Arora et al., 2017). In the following paragraphs,
we review prominent algorithms for learning static word embeddings, including word2vec (Mikolov
et al., 2013), GloVe (Pennington et al., 2014), and fastText (Bojanowski et al., 2017).

word2vec. With word2vec, Mikolov et al. (2013) introduced two widely used word representation
models based on a shallow feed-forward neural network architecture: the Skip-Gram (SG) and the
Continuous Bag-of-Words (CBOW) models. These two variants differ in both their architectural
design and training objectives. The SG model predicts surrounding context words given a target
(center) word, whereas the CBOW model predicts the target word from its surrounding context.
Both models are trained on large-scale text corpora using a sliding context window. For a

n neighboring words to the left and to the rightwf, respectively. Each unique tenm 2 V in

the vocabulary is associated with twd-dimensional vector representations: a center embedding
ew, and a context embedding,, . These correspond to th¥ rows of the center embedding matrix

E 2 RIVi 9 and the context embedding mattix 2 RIVi 9, respectively. The training objective
encourages words that co-occur within the same context window to have similar vector representations
by maximizing the similarity between the embeddings of center and context words.

Skip-Gram.Given a sequence of wor@s; n;::::; Wi, i Wi n] with the center wordvg, the goal of
the SG model is to predict the surrounding context wa@@g;). The model estimates the conditional
probability of observing a context wokgl, 2 C(w;) given the center word; using softmax:

_ exp(ey, Uw.)
T ivi

P (wcjwi) = .

(2.3)

Computing the normalization term in the denominator of Eq. (2.3) is computationally expensive
for large vocabularies with millions of words (Goldberg and Levy, 2014). Therefore, Mikolov et al.
(2013) proposedegative samplings an ef cient approximation to the full softmax computation.
Under this formulation, instead of estimating probabilities over the entire vocabllaryhe training
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corpus, the model only predicts probabilities over a subset of the vocabulary, consisting of the true
context word and randomly sampled negative examples.

The SG model is trained by minimizing the negative log-likelihood over all observed center-
context pairs in the corpus:

11X X .
Lsg = T log P (wcjwt) (2.4)

t=1 wc2C(wi)

whereT denotes the total number of terms in the sequence.

Continuous Bag-of-Wordén contrast to SG, the CBOW model predicts the center wardiven its
contextC(w;). The model is trained by minimizing the negative log-likelihood of the center word
conditioned on its context:

Leceow = logP (wijC(wt)) (2.5)

whereP (wjC(w;)) denotes the probability of observing as the center word given its surrounding
contextC(wy).

GloVe. Another widely used static word embedding model is GloVe proposed by Pennington et al.
(2014). In contrast to word2vec, which learns dense representations through local context predictions,
GloVe derives word embeddings from global corpus-wide co-occurrence statistics. Rather than
relying on direct co-occurrence probabilities, GloVe learns word representations by optimizing an
objective function that implicitly factorizes a word-word co-occurrence matrix. The key intuition
underlying this approach is that the ratios of co-occurrence probabilities are more informative of
semantic relationships than absolute co-occurrence frequencies. Speci cally, given twonyords
andw;, and a probe worely, the ratlog g\‘;,""J‘\’,"Vk; captures how stronglwy is associated withw;

relative tow; . By learning embeddings that preserve these probability ratios across the corpus, GloVe
effectively encodes meaningful semantic patterns while leveraging global statistical information.

fastText. Traditional word embedding models, such as word2vec, assign a single vector represen-
tations to each word, disregarding its internal morphological structure. As a result, these models
struggle to represent rare and OOV words. Recognizing these limitations, Bojanowski et al. (2017)
introduced fastText, an extension of the SG model that incorporates subword information to learn
richer lexical representations. In fastText, each word is represented as a collections of its constituent
characten-grams, with each charactergram associated with a distinct embeddinghe dense

vector representation of a word is obtained by summing the embeddings of its chargcaéens,

which are learned using a SG model. This formulation enables the model to generate meaningful
representations for rare or unseen words by composing them from shared subword units. Moreover,
by frequently updating shared charaategram representations across multiple words, fastText yields
more robust embeddings for morphologically rich languages.

2.1.3 Contextualized Representations

Word representation models such as word2vec, GloVe, or fastText suffer from two fundamental
limitations: (i) they produce context-agnostic representations, and (ii) they are unable to effectively
capture long-range linguistic dependencies. First, the embeddings learned by these models are static
and context-insensitive, as they collapse multiple senses of a word into a single vector that re ects a
frequency-weighted average of its usages in the training corpus (Arora et al., 2018). Consequently,
such representations cannot adequately model polysemy or contextual meaning variations. Second,
the training objectives of static word representation models de ne a word's context using a narrow
window of neighboring tokens. This local view of context prevents them from capturing long-range

Typical character n-gram lengths are in the range 3 to 6.
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Figure 2.1: Overview of the Transformer architecture introduced by Vaswani et al. (2017). The
Encoder (left) and Decoder (center left) each considt atacked layers. Multi-head Attention
(center right) consists of several attention layers running in parallel, allowing the model to capture
different aspects of the input by attending information from diverse representation subspaces at
different positions.V ;K , andQ denote the learnable value, key, and query matrices, whereas
WY, Wk, andWiQ denote trainable weight matrices. The Scaled Dot-Product Attention (right)
computes contextualized token representations by modeling dependencies between tokens. The gure
is adapted from Vaswani et al. (2017).

dependencies that are intrinsic to natural language, where relevant information may span entire
sentences or paragraphs.

As aresult of these shortcomings, the paradigm of pretraining static word embeddings was largely
superseded by deep LMs that generate dynamic, context-dependent token representations. These
models mitigate the limitations of static embeddings and have led to substantial performance gains
in downstream tasks. Early contextualized LMs, most notably ULMFit (Howard and Ruder, 2018)
and ELMO (Peters et al., 2018), employed variants of long short-term memory networks (LSTM)
(Hochreiter and Schmidhuber, 1997) as sequence encoders. However, recurrent neural network-based
LMs struggled to model long-range dependencies and were inherently dif cult to parallelize due
to their sequential nature. In the following, we focus on Transformer-based LMs (Vaswani et al.,
2017), which addressed these limitations and fundamentally reshaped NLP. Transformers have since
become the state-of-the-art architecture for learning text representations and underpin modern large
language models (LLMs), including Llama (Touvron et al., 2023) and GPT (OpenAl et al., 2024).

Figure Fig. 2.1 illustrates the original Transformer architecture introduced by Vaswani et al.

(2017). We next provide a step-by-step discussion of how input sequences are processed, the core
building blocks of the Transformer, and its language modeling head.

Subword Tokenization. In parallel with the architectural progression of Transformer-based models,
subword tokenization emerged as a crucial advance in textual preprocessing and has since been
adopted by the majority of Transformer-based LMs, which decompose input text into subword units
(Devlin et al., 2019; Conneau and Lample, 2019; Conneau et al., htep,alia). Formally, a
tokenizerT is an algorithm that decomposes a text sequeﬁ_%lbfrom the training corpugD| into
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a sequence of tokenss’ifi T(S;), which serve as input to the LM. To this end, the tokenizer rst
constructs a vocabulaly = fty;:::; tjy;g from the training corpu® . By sharing the subword repre-
sentations across multiple words, subword tokenization reduces the number of parameters required
to encode lexical units, thereby decreasing the overall model size. Moreover, it enables models to
represent a substantially larger effective vocabulary and to obtain meaningful representations for rare
words or morphological variants that were not not observed during training.

Static word representation models (cf. § 2.1.2), relied on rule-based tokenization schemes that rst
segmented text into sentences using punctuation and subsequently split sentences into tokens based on
whitespace. This approach treats tokens as atomic input units and ignores the internal morphological
structure of words. As a consequence, the vocabulary expands with every new term encountered,
often leading to excessively large vocabularies. Despite this growth, such LMs still handle OOV
tokens poorly at test time (Sennrich et al., 2016). This limitation is particularly pronounced in
morphologically rich and agglutinative languages, which form complex words by combining multiple
morphemes, each conveying a distinct grammatical meaning. For example, in Finnish, the word
talo|ssalni(“in my house”) is derived from the root morphentedo (“house”) combined with
the case suf x-ssa(“in”) and the possessive suf xni (“my”). A word embedding model that
has not encounterddlo|ssa|niduring training would be unable to represent it meaningfully. In
contrast, a Transformer-based LM employing subword tokenization can often mitigate the OOV
problem by splitting rare words into known subword units suctalsand shorter frequent character
sequences. However, these subword units do not necessarily correspond to true morphemes, and
their segmentation is determined by frequency statistics rather than linguistic boundaries. While
dedicated morphologically driven tokenization methods have been proposed to better capture such
structure, these require a language-speci ¢ morphological analyzer for each language (Park et al.,
2021; Hofmann et al., 2021; Garcia et al., 2025; Asgari et al., 2025).

To address the limitations of word-level tokenization, more advanced subword tokenization
techniques have been proposed, which are typically trained on large corpora prior to LM pretraining
(Sennrich et al., 2016; Wu et al., 2016; Kudo and Richardson, 2018; Kudo, inféBalia). Among
these, Byte Pair Encoding (BPE) (Sennrich et al., 2016) and WordPiece (Wu et al., 2016) have
emerged as two of the most widely adopted tokenization algorithms. Both approaches decompose
input text into variable-length character sequences drawn from a vocalulaarned during training.

After an initial whitespace tokenization step, the vocabulary is initialized with all unique characters
observed in the corpus. The vocabulary is then iteratively expanded: BPE merges the most frequent
pairs of adjacent tokens, whereas WordPiece adds subword units that maximize the likelihood of
the training data under a language modeling objective. This iterative process continues until a user-
speci ed vocabulary size is reached. At inference time, input text is rst segmented into characters
and then successively merged into subword units according to either learned merge operations in the
case of BPE or a greedy longest-match rst strategy in the case of WordPiece. As a result, frequent
words are more likely to be represented as single tokens, while rare or unseen words are decomposed
into multiple subword units.

By construction, BPE and WordPiece alleviate issues associated with closed vocabularies and
explicitly account for morphological variation. However, subword tokenizers face certain de ciencies.
They are prone to over-segmentation when confronted with noisy inputs, typological errors, or
domain shifts, which can adversely affect downstream performance (Kumar et al., 2020; Sun et al.,
2023). Consequently, the robustness and generalization of Transformer-based LMs can be sensitive
to the quality and suitability of the tokenization method. In the news domain, such shortcomings
are especially relevant due to the prevalence of emerging named entities (e.g., people, organizations,
events), domain-speci ¢ terminology, spelling variations, and multilingual content, which increase
the likelihood of over-segmentation and incosistent token representations.

In Transformer-based LMs, a subword tokenizer with vocabWwargst splits an input intoN
subword tokensg; :::; tn . We next describe how these tokens are processed and fed into the LM.
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Input Embeddings. Transformer-based LMs typically operate on two types of input embeddings:
token embeddings and positional embeddings. Token embeddings represent individual tokens as
dense vectors that capture their lexical and semantic properties and are learned during pretraining.
These embedding may subsequently be ne-tuned to adapt the model to speci ¢ downstream tasks.

Unlike recurrent architectures, transformers have no inherent notion of token order, as the
underlying self-attention mechanism is permutation-invariant. To inject information about token
position, positional embeddings are combined with token embeddings. This positional information
enables the model to account for word order and distinguish between sequences with identical tokens
but different arrangements, such as “bear bites man” and “man bites bear”. The original Transformer
architecture introduced by Vaswani et al. (2017) employed xed sinusoidal positional embeddings,
which encode relative position information implicitly. However, these positional embeddings are not
learned and therefore cannot be easily adapted to new tasks or extended to longer input sequences
after LM pretraining (Chen et al., 2023b). Consequently, several alternatives have been proposed,
including relative positional embeddings (Shaw et al., 2018), rotary positional embeddings (Su et al.,
2024) or bias-based positional encoding schemes (Press et al., 2022), each designed to address
limitations of absolute positional embeddings.

Formally, given a tokenized input sequence of length[ty; ::;;tny ] with t; 2 V, each token
t; is mapped to a vecta, using a token embedding mat2 RV} 9. In parallel, a positional
embedding; 2 RY is assigned to thE" position in the sequence. The initial hidden representation
of tokent; is obtained by the element-wise addition of its token and positional embeddiiffés:

e, + pi. The resulting sequence of vertically stacked embeddind; :::; hﬁ,o)] 2 RIVI disthen
passed through tHe transfomer layers.

Transformer Layers. The Transformer was introduced by Vaswani et al. (2017) as a sequence-
to-sequence model originally designed for machine-translation. It employs a multi-layer encoder-
decoder architecture, as depicted in Fig. 2.1. The encoder is compolsaedevitical layers, which

are recursively applied to transform an input sequendd @ubword tokensjts;:::;tn ], into a
sequence of contextualized token embedd[héLs); n h(N")] 2 RN 4. Each Transformer layér;
consists of a multi-head self-attention module and a feed-forward sub-network (FFN), combined
with layer normalization and residual connections. The decoder has a similar structure, conhprising
identical layers. However, it additionally integrates the encoder outputs via a cross-attention module
and employs masked multi-head self-attention to prevent inputs from attending to future positions.
This masking ensures that each decoding step only considers information available from preceding
positions, which is crucial for autoregressive generation. In the following, we describe the core
building blocks of the encoder, namely theansformer layers

Multi-Head Self-Attentionvaswani et al. (2017) introduced tkelf-attentiormechanism to compute

the relevance of each token in a sequence based on its contextual relationship with other tokens.
Self-attention enables the model to capture dependencies between tokens, regardless of their distance
in the sequence, and is based on the scaled dot-product attention. First, the input hidden representation
are independently projected into three learnable matrices: the query @a®iR% , the key matrix

K 2 RY%, and the value matri¥ 2 R%. Given an input matrixX 2 RY, where each row;
corresponds to a token embedding, the projections is computed as:

Q=XW ;K = Xw K:v = xwV (2.6)

whereWw ;WK 2 RY d gndwV 2 RY & are trainable weight matrices. Each row of the
resulting matrices corresponds to the querykeyk;, and valuev; vectors for thaé™ token.

The attention mechanism computes the relevance of each tokenrbo every other token by measuring
the similarity between each query and all the keys, scaling by the faatpto stabilize gradients,
and applying a softmax to obtain a probability distribution over the sequence. The resulting attention
scores weight the value vectors to produce context-aware token representations:
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T
Attention(Q; K ; V) = softmax %Kd— \Y, (2.7)
k

Instead of using a single self-attention mechanismlti-head self-attentionsesh attention
heads, each with independent projection matrices. This allows the model to attend to multiple aspects
of the input simultaneously and capture diverse types of dependencies. Prior work has shown that
different attention heads learn to capture both general patterns, by attending over the entire sequence,
the punctuation, or a speci ¢ token, as well as syntactical relationships, including coreference or
predicate-object dependencies (Clark et al., 2019). Each attention head is computed as:

head = AttentionQW ;KW K:vw V) (2.8)

whereW 2; W K 2 Rd d andw Y 2 R? % are the learnable projection matrices for tifehead.
Attention computations for all heads are performed in parallel, improving computational ef ciency.
The outputs of alh heads are then concatenated and projected back to the model dimensibnality
using a linear transformatioty © 2 Rhdv d -

MultiHeadQ; K ; V) = Concathead; :::; heag)W © (2.9)

The number of attention heads is a key hyperparmeter that determines the model's capacity to capture
different patterns and dependencies within the sequence, with more heads enabling ner-grained
representations at the cost of increased computational complexity.

Feed-Forward Sub-NetworkAfter the attention sub-layer, position-wise fully connected FEN
consisting of a two-layer neural network with a ReLU activation (Glorot et al., 2011), is applied as:

FEN (x) =max(0;xW 1+ b1)W 2+ b (2.10)

where the same FFN parameters are applied independently to each token position. Equivalently, the
FFN can be interpreted as two successive position-independent convolutions with kernel size 1. Prior
work has shown that FFNs encode a substantial amount of factual and linguistic knowledge acquired
by the Transformer during pretraining (Geva et al., 2021; Meng et al., 2022).

Normalization and Residual Connectiongach attention and FFN is wrapped withresidual
connection(He et al., 2016), which adds the sub-layer's input to its output. Residual connections
help preserve and propagate useful information across layers, thus mitigating the vanishing gradient
problem? Following each residual connectidayer normalization(Ba et al., 2016) is applied to the
resulting representations. This normalizes each token representations across the feature diinension
effectively standardizing the scale of hidden representations, stabilizing gradients, and accelerating
training. Together, residual connections and layer normalization signi cantly enhance the training
stability and ef ciency of deep neural networks.

Language Modeling Head.The Transformer's decoder outputs a sequence of hidden representations,
each of which is passed through a linear projection layer followed by a softmax function to produce a
probability distribution over a xed vocabulary. In the original architecture proposed by Vaswani

et al. (2017), the weights of this output projection layer are tied to the input token embedding matrix.

In practice, transformers are often extended with task-speci ¢ output heads, which typically consist

of one or more linear layers followed by a softmax or other suitable activation function. These
heads map the learned representations to the task-dependent output space, such as class labels in text
classi cation or vocabulary tokens in sequence generation.

The vanishing gradient problem arises in deep neural networks when gradients diminish exponentially as they are
backpropagated through many layers, eventually approaching zero. As a result, early layers receive little to no learning
signal, which slows convergence and hampers effective training. Residual connections alleviate this issue by providing
shortcut paths that allow gradients to ow more directly through the network.
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2.2 Pretrained Language Models

2.2.1 Language Model Pretraining

The Transformer architecture enables LMs to effectively model contextual information in input
sequences, capture long-range dependencies, and process data ef ciently through parallel training.
Its modularity and adaptability has driven the success of Transfomer-based architectures and has
led to the emergence of Pretrained Language Models (PLMs), marking a major breakthrough in
NLP and yielding substantial performance gains across a wide range of thist. LMs can be
broadly categorized into encoder-only models (Devlin et al., 2019; Conneau and Lample, 2019; Liu
et al., 2019b; Warner et al., 204ater alia), which are particularly effective for natural language
understanding tasks (e.g., text or token classi cation, sentence similarity, information retrieval) and
decoder-only models (Yang et al., 2019b; Xue et al., 2021; Touvron et al., 2023; OpenAl et al.,
2024; DeepSeek-Al et al., 202iter alia), which excel at generative tasks (e.g., text generation,
summarization, translation) due to their autoregressive nature.

PLMs are typically trained in a two-stage process. First, dupregraining, the model is trained
on massive (often web-scale) unlabeled text corpora drawn from heterogeneous sources, using
language modeling objectives. In this phase, the models learns statistical regularities and contextual
representations of the words, thereby encoding linguistic and factual knowledge (Petroni et al., 2019;
Geva et al., 2021; Dai et al., 2022). Second, in tieetuning stage, the pretrained LM is further
trained on labeled data for speci ¢ downstream tasks, such as text classi cation or sentence similarity.

In what follows, we focus exclusively on encoder-only Transformer-based PLMs, as these are the
most relevant to recommendation applications (see Section 3.1). We next introduce two prominent
encoder-based models: BERT (Devlin et al., 2019) and RoBERTa (Liu et al., 2019b).

Bidirectional Encoder Representations from Transformers (BERT).BERT, proposed by Devlin

et al. (2019), is the rst PLM to build upon the Transformer architecture by employing a multi-layer
bidirectional Transformer encoder, as described in Section 2.1. By modeling both left and right
context simultaneously, BERT learns deeply contextualized token representations that are well-suited
for a wide range of natural language understanding tasks.

BERT uses a WordPiece tokenizer (Wu et al., 2016) to segment input text into subword units.
Because the model is pretrained on sentence pairs, it incorporates segment embeddings to indicate
which sentence each token belongs to. Additionally, BERT introduces several special tokens: a
separator tokefBEP] to mark sentence boundaries, a padding tqke&D]to |l unused positions
in variable-length input, and a classi cation tokfpLS] that enables the model to learn a sequence-
level representation for downstream tasks. These special tokens are embedded in the same space
as the vocabulary tokens. Each input token is represented as the sum of its token embedding,
position embedding, and segment embedding. For a sentence pair, the input sequence is formatted as
[CLS] t1a:::tyj [SEP] to1:::ty [SEP]. BERT is pretrained on a large corpus consisting of the English
Wikipedia and the BookCorpus (Zhu et al., 2015) using two self-supervised learning objectives:
Masked Language Modeling (MLM) and Next Sentence Prediction (NSP), depicted in Figure Fig. 2.2.

The MLM objective, often referred to asGlozetask (Taylor, 1953), is a token-level prediction
task in which the input sequence is partially corrupted and the model is trained to recover the original
tokens. Speci cally, 15% of the tokens in an input sequdhge::; ty ] are selected for prediction.
Of these, 80% are replaced with a spefidASK}oken, 10% are replaced with a randomly sampled
token from the vocabulary , and the remaining 10% are left unchanged. The model is trained to
predict the original tokens based on their surrounding corfitext::; ty g nt;, enabling the learning
of bidirectional contextual dependencies at the token level.

In contrast, NSP is a sentence-level binary classi cation task designed to capture relationships

3For brevity, throughout the remainder of this thesis, we use thepegtrained language models (PLMs) refer to all
pretrained Transformer-based LMs.
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Figure 2.2: Overview of the BERT pretraining architecture. A training instance is formed by
concatenating two text sequencésgontainingi subword tokens an@& containingj subword

tokens, augmented with a special classi cation togehS], sequence separator tokdB8&P], and

padding token§PAD] as needed. The resulting input sequence is partially corrupted by randomly
masking a subset of tokens using fMASKlymbol. Each input embeddirlnjo) to the encoder is
computed as the sum of the token, segment, and positional embeddings. These embeddings are then
contextualized by a Transformer encoder. BERT is pretrained using two self-supervised objectives:
Masked Language Modeling (MLM), which reconstructs the masked tokens from their contextualized
representationlsi(L) in the nal layer, and Next Sentence Prediction (NSP), which predicts, using the

nal hidden representation of tHE€LS] tokenhfé)LS] , Whether sentend@follows sentencéin the

training corpus or is randomly sampled. The gure is adapted from Devlin et al. (2019).

between sentences and improve sequence-level representations. The model is trained to predict
whether two concatenated input sentendasdBare consecutive in the original corpus or randomly
paired (with equal probability). The nal hidden representation of (DES] token is passed to

a classi cation head with a binary softmax to make this prediction. Both the MLM and the NSP
objectives are optimized jointly during pretraining.

Robustly Optimized BERT Approach (RoBERTa). In subsequent work, Liu et al. (2019b) observed

that the original BERT model was undertrained and proposed an improved training strategy, resulting
in the ROBERTa model. While RoBERTa retains the same Transformer architecture as BERT,
it introduces several key improvements in the training procedure. First, ROBERTa is pretrained
using a signi cantly larger batch size (up to 8K, compared to 256 in BERT) and on substantially
larger and more diverse text corpora, approximately an order of magnitude more data than used
for BERT. Second, the NSP objective is removed, and the original MLM task is enhanced by
dynamically masking tokens during training. Instead of applying a single static masking pattern during
preprocessing, ROBERTa resamples masked positions at each training epoch, exposing the model
to a broader range of prediction contexts. These modi cations to the training data and objectives
lead to consistent performance improvements over BERT across a wide range of downstream tsks,
demonstrating the importance of pretraining scale and objective design in Transformer-based LMs.
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2.2.2 Sequence-Level Representations

Although token-level representations are suf cient for certain tasks, such as token classi cation or
named entity recognition, learning a single dense representation for long-range sequences, such as
sentences or entire documents, is crucial for tasks like text classi cation, semantic textual similarity,
and retrieval (Reimers and Gurevych, 2019; Muennighoff et al., 2023).

The emergece of static word embedding models (cf. § 2.1.2) motivated subsequent research on
end-to-end sequence representation learning. Notably, doc2vec (Le and Mikolov, 2014) extended
the SG and CBOW obijectives to learn paragraph- or document-level embeddings by prepending
paragraph-speci ¢ vectors in the language modeling objectives. However, doc2vec faced several
limitations, including sensitivity to document length and training hyperparameters (Lau and Bald-
win, 2016), as well as the need for costly retraining to handle unseen sequences. Consequently,
approaches that aggregate static word embeddings into sequence-level representations — typically
through weighted averages of token embeddings — were preferred, achieving competitive performance
on tasks like text classi cation or retrieval while maintaining computational ef ciency (Arora et al.,
2017; Schmidt et al., 2019).

The introduction of the Transformer architecture and PLMs led to the development of Transformer-
based sentence encoders (SEs). A prominent example is S-BERT (Reimers and Gurevych, 2019),
which demonstrated that BERT or ROBERTa can be ne-tuned to produce xed-size, semantically
meaningful sequence embeddings optimized for sentence-level similarity tasks. The Transformer-
based SEs typically use either tfeLS] token embedding or the average of the output token
embeddings as the sequence representation. Subsequent methods, such as SImMCSE (Gao et al., 2021),
showed that more robust sequence embeddings can be learned using contrastive learning objectives,
where repeated re-encoding of the same input with different dropout masks provides a self-supervised
training signal. Most recently, LLMs have become the foundation for state-of-the-art sequence
encoders. LLMs-based SEs leverage supervised contrastive learning combined with instruction
ne-tuning, sequence classi cation, retrieval, or synthetically generated data, achieving leading
performance on tasks such as text classi cation, semantic retrieval, and semantical textual similarity
(Muennighoff et al., 2023; BehnamGhader et al., 2024; Wang et al., 2024a).

2.3 Multilingual Representation Learning

2.3.1 Multilingual Pretraining

Multilingual pretraining extends LM training to multiple languages by leveraging large and diverse
multilingual corpora, enabling models to capture linguistic huances and structural properties of
different languages, with the goal of inducing a shared multilingual representation space in which
semantically equivalent or closely related linguistic units (e.g., words, phrases) across languages
exhibit high representational similarity. In this setting, MLM pretraining of Transformer-based
LMs is scaled to tens or even hundreds of languages. In what follows, we introduce two prominent
encoder-based multilingual pretrained language models (mPLMs): mBERT (Devlin et al., 2019) and
XLM-RoBERTa (Conneau et al., 2020).

Multilingual BERT (MBERT). mBERT is a multilingual extension of BERT, pretrained on Wikipedia

text from 104 languages using MLM and NSP. The model employs a shared WordPiece (\Wu et al.,
2016) vocabulary across all languages and is trained without any explicit cross-lingual supervision
or alignment, such as parallel corpora or translation pairs. However, sharing subword units across
languages enables the cross-lingual transfer of learned representations (Karthikeyan et al., 2020).
During pretraining, batches contain sentences from multiple languages. To mitigate the imbalance
between high-resource and low-resource languages, the authors apply temperature-based sampling
to up-sample examples from resource-lean languages and down-sample those from resource-rich
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languages. As a result, mBERT has been widely adopted for a variety of multilingual NLP tasks (\WWu
and Dredze, 2019; Kassner et al., 2021).

Unsupervised Cross-Lingual Representation Learning at Scale (XLM-RoBERTa)Concurrently,
Conneau and Lample (2019) introduced XLM, a Transformer-based LM trained on both monolingual
and parallel corpora using MLM and a newly proposed objective, Translation Language Modeling
(TLM). The TLM objective concatenates parallel sentence pairs form a source and a target language,
and randomly masks words in both sentences. This forces the model to attend across languages when
predicting masked tokens, thereby encouraging stronger cross-lingual alignment at both token and
sentence levels. This objective was shown to substantially improve cross-lingual transfer performance.

Building on this work, Conneau et al. (2020) introduced XLM-RoBERTa, which combines the
architectural design of RoOBERTa (Liu et al., 2019b) with the multilingual training paradigm of
XLM (Conneau and Lample, 2019). While following a similar overall approach, XLM-RoBERTa
introduces several key modi cations. First, it scales self-supervised MLM pretraining to a massive,
Itered multilingual Common Crawl corpus (Wenzek et al., 2020) comprising 2.5 TB of text across
100 languages. Second, in contrast to XLM, which leverages parallel data through the TLM objective,
XLM-RoBERTa relies solely on MLM with dynamic masking and does not require any parallel
corpora. These changes to the training regime result in substantial performance improvements over
MBERT and XLM across a wide range of cross-lingual tasks (Conneau et al., 2020).

2.3.2 Multilingual Sentence Encoders

Similar to their monolingual counterparts (cf. § 2.2.2), multilingual SEs can be applied to multi- and
cross-lingual sequence-level downstream tasks, such as natural language understanding, semantic
similarity, and retrieval. Consequently, a substantial body of research has focused on specializing
multilingual encoders to produce sequence-level representations across languages, typically by
leveraging large-scale parallel corpora for multilingual alignment (Artetxe and Schwenk, 2019; Yang

et al., 2019a; Reimers and Gurevych, 2020a; Feng et al., 2022; Duquenne et alintb2gia).

For example, Artetxe and Schwenk (2019) trained LASER, a sequence-to-sequence LSTM-based
LM on a massively multilingual parallel corpus using translation objectives. In their framework, the
encoder is shared across languages, while the decoder translates the source-language sentence from
a pooled sentence representation produced by the encoder. This design encourages the encoder to
learn language-agnostic representations and has been shown to exhibit transfer capabilities even to
languages unseen during training. Similarly, Reimers and Gurevych (2020a) trained a multilingual
variant of S-BERT by distilling its monolingual counterpart into XLM-RoBERTa using parallel data
between English and multiple target languages. Their approach adopts a teacher-student framework,
where the student model is trained to mimic the teacher's sentence embeddings while preserving
high similarity between translation pairs. This method achieves strong performance on cross-lingual
semantic textual similarity and sentence retrieval tasks. In related work, Yang et al. (2020a) trained
a universal sentence encoder using a combination of multi-task learning and translation objectives.
Feng et al. (2022) proposed LaBSE, a Transformer-based encoder trained in two stages: rst, using
MLM and TLM objectives, and second, re ning the model with contrastive sequence-level objectives.
Their training leverages 17B monolingual sentences and 6B parallel sentence pairs, resulting in highly
aligned multilingual sentence representations.

More recently, Duquenne et al. (2023) introduced SONAR, a multilingual and multimodal
xed-size sentence embedding model that learns a shared semantic space for text in 200 languages,
and extends this space to speech via teacher-student training. SONAR's single encoder-decoder
architecture produces language-agnostic sentence embeddings that outperform prior multilingual
representations, such as LASER or LaBSE, on both cross-lingual and cross-modal similarity search
tasks. Wang et al. (2024b) extended the English E5 embedding models (Wang et al., 2022b) to a
multilingual setting by pretraining on 1 billion multilingual text pairs using a contrastive objective,
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followed by ne-tuning on labeled datasets to further enhance cross-lingual semantic alignment.
Finally, Huang et al. (2025d) proposed a modular multilingual sentence embedding model that
separates language specialization from cross-lingual alignment. Their approach rst trains language-
speci ¢ encoders to preserve strong monolingual representations, then introduces lightweight cross-
lingual alignment adapters to map non-English embeddings into a shared English-centric space. This
modular design achieves more balanced performance across both monolingual and cross-lingual tasks
compared to fully shared multilingual encoders.

In Chapter 8 and Chapter 9, we demonstrate that multilingual SEs not only perform strongly
in cross-lingual retrieval settings, but can also be easily adapted to domain-speci ¢, sequence-level
cross-lingual natural understanding tasks, such as news recommendation. Having discussed the
relevant concepts from the eld of representation learning in this Chapter, in the next Chapter we
introduce the main topic of this thesis: neural news recommendation.
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CHAPTER 3

NEURAL NEWS RECOMMENDATION

We shape our tools, and thereafter our tools shape us.

M arsHALL McLuHAN
«UnDERSTANDING MEDIA: THE ExTENSIONS OFM AN »

In this Chapter, we rst provide an overview of personalized neural news recommendation,
delving into the core concepts of news and user modeling, ranking, and model training that are
relevant for the remainder of the thesis (cf. Section 3.1). In Section 3.2, we outline our evaluation
protocol, including evaluation metrics and datasets. Furthermore, in Section 3.3, we discuss open-
source frameworks for neural news recommendation and introduce a new library designed to support
the development and evaluation of NNRs. Finally, as motivated in Section 1.1, it is equally essential
to consider aspects that extend beyond accuracy; therefore, we conclude the Chapter with a discussion
of responsible news recommenders and the aspect of multilinguality (cf. Sections 3.4 and 3.5).

3.1 Personalized Neural News Recommendation

Fig. 3.1 illustrates a common framework for personalized news recommendation and its components.
The system takes as input a large pool of news articles alongside user data (e.qg., click interaction logs).
At the core of this pipeline is the recommendation model, which comprises three distinct components
— news modeling, user modeling, and a scoring module — and produces a ranked list of articles for
each user. The news modeling component forms the backbone of the NNRs; its goal is to encode
the content and characteristics of news articles into expressive representations. The user modeling
module then leverages these article representations to infer user interests based on interaction history
and potential auxiliary signals (e.g., dwell time), ultimately creating a user pro le. Subsequently,
the scoring component ranks candidate articles in a personalized manner, typically based on their
predicted relevance to the user pro le. These components (e.g., news encoder, user encoder, scoring
module) are usually trained jointly to satisfy speci ¢ goals, ranging from accuracy-based objectives
(e.g., maximizing clicks) to beyond-accuracy objectives (e.g., increasing diversity). To assess model
quality, the generated recommendations are evaluated using accuracy metrics for classi cation and
ranking performance and beyond-accuracy metrics for measuring other dimensions such as diversity
and fairness. Crucial to this process is the availability of benchmark datasets and frameworks that
support reproducible and fair development and evaluation of personalized news recommenders.

To facilitate the discussion in this Chapter and throughout the remainder of the thesis, we
introduce the core notation used for personalized news recommendatidd. £€tny; ny; Ny g
denote the set of all news articles addd= fug; uy;:::;uyg the set of all users. A user2 U is
associated with an interaction histddy, = [n¥;n%;:::;; ny], a sequence d articles previously
clicked or engaged with by the user, optionally accompanied by auxiliary behavioral signals (e.g.,
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Figure 3.1: Framework of the key components of personalized neural news recommendation models.
The gure is adapted from Chapter 4 and Wu et al. (2023).

dwell time), wheren{' 2 N . The news modeling component encodes each news anti2léN

into a vector representation while the user modeling component aggregates the representations
of the clicked news into a user-level representatiorA scoring functions(n®; u) estimates the
relevance of a candidate artiai€ 2 N for the usewu, and the nal recommendation li consists

of candidate articles ranked in descending order of their predicted relevance.

In the following sections, we rst discuss relevant techniques for news modeling, user modeling,
personalized ranking, and model training. We then provide, in Sections 3.2 and 3.3, an overview
of evaluation metrics and benchmarks, as well as a discussion of available frameworks for the
development and evaluation of personalized NNRs.

3.1.1 News Modeling

News modeling forms the foundation of any news recommender, aiming to understand and represent
the content of news articles from various input features. Following Wu et al. (2023), existing methods

can be broadly categorized into feature-based and neural-based approaches. Feature-based methods
rely on handcrafted features, such as IDs or manually engineered content features, to encode news
characteristics, whereas neural-based methods leverage natural language processing techniques to
automatically learn latent article representations directly from raw inputs.
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Feature-Based MethodsFeature-based approaches focus on designing or extracting informative
attributes from news articles instead of learning news representations end-to-end from scratch (Wu
et al., 2023). Early systems, predominantly collaborative- Itering based, represented articles using
their IDs (Resnick et al., 1994; Das et al., 2007; Xiao et al., 2015; Ji et al., iitébalia). Although
computationally simple, ID-based representations are content-agnostic and face signi cant limitations
due to the high churn (i.e. rapid publishing and obsolescence) of news and cold-start issues, as they
cannot represent newly published content without interaction history (Wu et al., 2023).

Subsequent works incorporate content-derived features to overcome these limitations. A promi-
nent line of work models textual semantics through bags-of-words or TE{BFarck Jones, 1972)
representations (Gershman et al., 2011), as well as their concept- or synset-aware extensions, such
as CF-IDF (Goossen et al., 2011; de Koning et al., 2018; Brocken et al., 2019) or SF-IDF (Capelle
et al., 2012; Moerland et al., 2013; Capelle et al., 2015; Hogenboom et al.,iatdr&lia). These
representations incorporate lexical units, named entities (i.e., real-world objects denoting persons,
locations, organizations, etc.), or semantic concepts and synonym sets derived from WordNet (Miller,
1995) to capture news content. Other studies additionally explore additional content features, such as
topics (Garcin et al., 2012) or emotional attributes (Parizi and Kazemifard, 2015; Parizi et al., 2016).

Beyond content features, feature-based methods often integrate property and context features
(Wu et al., 2023). Property features re ect static, intrinsic article attributes, such as category (Liu
etal., 2010b; Li et al., 2011b; Garcin et al., 20iriter alia), publisher (llievski and Roy, 2013), or
location (Tavakolifard et al., 2013; Kazai et al., 2016; Noh et al., 2@ritér alia), with category
among the most used attributes to capture news content and user interest. Context features describe
temporal or situational dynamic attributes of articles, including popularity and recency (Lee and Park,
2007; Lietal., 2011b,c; Gershman et al., 20ihter alia), novelty (Garcin et al., 2013; Gabrilovich
et al., 2004), or publication time (llievski and Roy, 2013; Xiao et al., 2015; Chu and Park, 2009;
Epure et al., 2017; Fortuna et al., 2010).

While feature-based methods incorporate various types of information, they heavily depend on
domain knowledge to design informative features. Consequently, they struggle to capture nuanced lin-
guistic patterns, such word sequences and context within the text, often yielding news representations
that are less expressive than those automatically learned through neural-based technigues.

Neural-Based Methods.The advent of deep learning and neural NLP techniques has led to the
widespread adoption of neural architectures for news modeling in modern news recommender
systems. These approaches learn article representations directly from raw text, alleviating the need
for manually designed features. Following the evolution of representation learning and NLP methods
(cf. Section 2.1), the majority of neural news modeling approaches can be grouped into three
categories: (i) methods using static pretrained word embeddings contextualized via neural networks,
(i) methods leveraging pretrained language models, and (iii) recent approaches based on large
language models.

Contextualized Word Embeddindgsarly neural approaches relied on static word embeddings, such as
word2vec (Mikolov et al., 2013) and GloVe (Pennington et al., 2014) to encode individual words in a
news article (Khattar et al., 2018; Wu et al., 2019b,a, 20i1ier alia). These word embeddings are
then contextualized typically using convolutional neural networks (CNN, Kim, 2014) or self-attention
mechanisms (Vaswani et al., 2017). Let the text (e.g, title) of a news anti2lbl be a sequence of
words[ws1; Wo; ::; Wy ] of lengthM . This sequence of words is then converted into a sequence of
word vectordw1; Wo; :::; Wy ] using an embedding matri 2 RY P, whereV is the vocabulary

size andD the word embedding dimension.

A prominent line of work uses CNNs to model local contextual patterns around each word. The

lUnder the Term Frequency—Inverse Document Frequency (TF-IDF) approach (Sparck Jones, 1972), documents are
represented as weighted bags of terms, where each term weight re ects its frequency within the document (term frequency)
scaled by its inverse frequency across the corpus (inverse document frequency).
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contextual representation of tH8 word is computed as follows:
ci = ReLU(F  w( k) (i+k)* b) (3.1)

wherew ; g ).(i+k) denotes the concatenation of the word embeddings within a window2isizel

from position(i K ) to position(i + K ), F 2 RNt @K+1)D gndh 2 RNt are the kernel and bias
parameters of the CNN Iterd\; is the number of CNN lIters, anReLUGlorot et al., 2011) is

the non-linear activation function. The output of the CNN layer comprises a sequence of contextual
word embeddingfcy; ¢o; :::; ¢ ]. This CNN-based approach is leveraged by numerous widely used
NNRs (Wu et al., 2019b,a; An et al., 2019; Zhang et al., 20k1ter alia).

Alternatively, multi-head self-attention (Vaswani et al., 2017) can be used to capture interactions
between multiple words and longer-range dependencies among words (Wu et al., 2019e, 2020d,
2022d; Tran et al., 2021). The embedding of ifleword learned by th&™ attention head is
computed as:

TOWWw.
= p P Qi) (3.2)
m=1 €XP(W; Q\'Nm)

ey

hif = V¥( K wj) (3.3)

where ij denotes the relative importance of the interaction betweemthend thej " words,

andQY andV ¥ are the projection parameters in %@ self-attention head. The nal multi-head
representatior; of thei™ word is the concatenation of the representations generated by the
separate self-attention heads, icg.= [ h{’;; hi{';; 5 hif I

As individual words contribute unequally to the semantics of a news article, most methods apply
additive attention (Bahdanau et al., 2015) to determine the importance of each word based on their
contextual embeddings computed previously (Wu et al., 2019e,a; An et al., 2019; Qi et al., 2020; Wu
et al., 2020dinter alia). Concretely, the attention weight of ti® word in the news is computed as:

W= ghtanh(Vy ¢ + vy)
Wo oo exp( ') . (3.4)
| Ly exp( W)

whereV ,, vy, are the projection parameters of the attention network,ganis the query vector.
The nal news embedding is the weighted sum of its contextual word embedding:

n= }NCi (3-5)

Although widely used, these methods rely on shallow, non-contextual word embeddings, which
limits their ability to capture deeper semantic nuances in the news text.

Pretrained Language Model8/ore recent NNRs leverage PLMs, such as BERT (Devlin et al., 2019)

or RoBERTa (Liu et al., 2019b), to obtain richer and context-aware news representations (\Wu et al.,
2021b; Yietal., 2021b; Wu et al., 2021e; Li et al., 2022; Zhang et al., 2Gatex,alia). For instance,

the PLM-NR framework proposed by Wu et al. (2021b) systematically replaces the original news
encoders in established models —i.e., NPA (Wu et al., 2019b), NAML (Wu et al., 2019a), NRMS
(Wu et al., 2019¢), LSTUR (An et al., 2019)) — with a range of monolingual (e.g., BERT (Devlin
etal., 2019), RoBERTa (Liu et al., 2019b), UniLM (Bao et al., 2020)) or multilingual (e.g., MUSE
(Lee and Chen, 2017), Unicoder (Huang et al., 2019), InfoXLM (Chi et al., 2021)) PLMs to improve
semantic modeling and enable multilingual news recommendation. Under this paradigm, token-level
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representations output by the Transformer encoder are aggregated using attention pooling. Similar
methods are used in Zhang et al. (2021b). Other approaches directly (i€ 8jgoken embedding
as the news representatinr(Jia et al., 2021; Li et al., 2022; Xiao et al., 2022).

While the use of PLMs substantially improves the semantic quality of news representations,
it also introduces considerable computational overhead. In large-scale recommendation pipelines,
where thousands of candidate articles must be frequently encoded, this results in signi cant latency
and resource bottlenecks (Xiao et al., 2022). Furthermore, because most PLMs are pretrained on
massive, general-purpose text corpora, their learned linguistic patterns might not align well with the
stylistic and structural characteristics of news articles, which can lead to suboptimal modeling of
news content (Yu et al., 2022).

Large Language Model8uilding on the use of contextualized word embeddings and PLMs, recent
NNRs increasingly incorporate LLMs to model news content directly from natural language. Owing

to their strong language understanding and generative capabilities, LLMs have been adopted either as
powerful content encoders or as tools for content enrichment and data augmentation.

The rst line of research leverages LLMs to obtain news representations (Zhang and Wang, 2023;
Lietal., 2023d,c; Qin et al., 2025), either by prompting them in a zero-shot manner or by ne-tuning
them on news-speci ¢ data. For example, Zhang and Wang (2023) exploit the reasoning capabilities
of LLMs through prompt engineering: they provide the model with both the candidate news article
and a user's previously clicked articles, and ask it to infer whether the user would nd the candidate
article relevant or interesting. Similarly, Li et al. (2023d) design prompt templates that feed structured
article information (e.qg., title, category) into the LLM to derive content representations.

The second category uses LLMs to (i) generate richer or complementary features that enhance
article representations produced by traditional neural encoders (Gao et al., 2024; Runfeng et al.,
2023; Kieu et al., 2025anter alia) or (ii) augment the available training data (Liu et al., 2024b).

For instance, Gao et al. (2024) generate theme-level representations of news by prompting an LLM
to summarize the central theme of each article; this representation is then fused with semantic
features using an attention network. Yada and Yamana (2024) incorporate LLM-generated category
descriptions produced by GPT-4 (OpenAl et al., 2024) to enrich article representations derived
from titles. Kieu et al. (2025a) propose a hierarchical prompting strategy: rst prompting the LLM

to generate engaging and contextually appropriate titles, then extracting key entities, and nally
combining these elements to produce re ned and more compelling article titles.

A comprehensive investigation of LLM usage in both encoding and data generation is presented
by Liu et al. (2024b). They use open-source LLMs as content encoders to obtain continuous latent
representations based on natural language templates that take as input multiple article attributes (e.g.,
title, abstract, category). They further ne-tune only the upper layers of the LLM to adapt it to
news recommendation. Concurrently, they introduce a generative recommendation framework that
employs closed-source LLMs to augment the training data. In this setup, they also prompt the LLM
to summarize article content from its attributes, and these enriched summaries are then used as input
features for the downstream content encoder.

While LLM-based approaches yield richer news representations, they remain dif cult to deploy
in large-scale, real-time news recommendation systems due to their inference latency, substantial
memory requirements, and strict context-length limitations. Moreover, LLMs often suffer from
domain shift and outdated internal knowledge when applied to fast-evolving, time-sensitive content
such as news. Finally, their generative nature introduces risks such as hallucination, where events or
details are fabricated or misrepresented (Rawte et al., 2023; Ji et al., 2023; Huang et al., 2025b).

Types of News Features.Most NNRs encode news articles primarily using their titles and, in
some cases, short abstracts, as these components are considered most in uential in a user's click
decision. However, several works additionally exploit the full article body to obtain richer semantic
representations (Okura et al., 2017; Kumar et al., 2017; Khattar et al., 2018; Wu et al., 2019a, 2020d;
Zhang et al., 2021dnter alia). Beyond textual semantics, numerous works incorporate additional
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types of news information derived from content (e.g., entities, topics, sentiments), context (e.g.,
popularity, recency), or external knowledge (e.g., knowledge graphs). These complementary signals
capture aspects of news articles not readily conveyed through raw text alone and can substantially
strengthen news modeling.

Content InformationA wide range of models leverage additional features extracted directly from
news content, such as entities, keywords, topic categories, or sentiment. One popular strategy is
to treat named entities as textual tokens and integrate them alongside the article's text to enrich
news representations (Gao et al., 2018a; Zhu et al., 2019; Chu et al., 2019; Zhang et al., 2019; Qi
et al., 2021e,anter alia). Topic categories constitute another commonly used attribute, providing
coarse-grained semantic cues that are useful for inferring user preferences (Wu et al., 2019a; An
etal., 2019; Wu et al., 2019c; Sun et al., 20inter alia). Categories are typically encoded using

ID embeddings (Wu et al., 2019a; An et al., 2019) or pretrained word embedding vectors (Park
etal., 2017a; Li et al., 2022), and subsequently fused with text-based representations of news via
concatenation (An et al., 2019; Tran et al., 2021; Han et al., 2021) or attention mechanisms (\Wu et al.,
2019a, 2021a; Sun et al., 2021). Besides topical features, several methods incorporate additional
content-derived cues such as news sentiment (\Wu et al., 2020c) or the images associated with news
articles (Wu et al., 2021c; Xun et al., 2021). By integrating multiple aspects characterizing article
content, these approaches learn more comprehensive and accurate news representations, ultimately
improving recommendation performance.

Context Featuredn addition to content information, context features constitute a valuable source of
signals for news modeling. Such features include article popularity, freshness, and user dwell time
(Qietal, 2021c; Meng et al., 2021; Ji et al., 2021; Cho et al., 2intér, alia). For example, Qi

et al. (2021c) incorporate near real-time Click-Through Rate (CTR), a proxy for article popularity,
alongside textual content and entities, under the assumption that popular articles are more likely to be
clicked, although their popularity decays over time. Similarly, Meng et al. (2021) use near real-time
CTR and the time elapsed between publication and click to model the evolution of a news article's
lifecycle (Meng et al., 2021). Other studies consider presentation-related features, such as the display
position or size of an article preview on a news webpage, which can in uence click behavior and
introduce position bias (Yi et al., 2021a).

External KnowledgeExternal knowledge sources, particularly knowledge graphs (KGs), provide
another powerful means of enriching news representations. KGs (Hogan et al., 2021; lana et al.,
2024) are heterogeneous directed networks that encode real-world entities as nodes and their relations
as edges, covering either general-purpose domains, e.g., Wikidata (vi@aadd Krotzsch, 2014),
Microsoft Satori (Team, 2013), or focusing on a particular eld, e.g., NewsGraph (Liu et al., 2019a).
Entities extracted from news texts are rst linked to a KG, enabling models to incorporate structured,
commonsense knowledge.

Knowledge-aware news recommenders (lana et al., 2024) commonly rely on knowledge graph
embedding (KGE) models, such as Transk (Bordes et al., 2013) or TransD (Ji et al., 2015), to obtain
latent representations of entities and relations based on their structural and semantic context (Cai
et al., 2018). These KGEs can be learned from entire large-scale KGs (Wu et al., 2020e; Sun et al.,
2021), news-speci ¢ KGs that also incorporate collaborative signals (Liu et al., 2019a; Ge et al.,
2020), or local subgraphs constructed frerhop neighborhoods around the extracted entities (\Wang
etal., 2018b; Sheu and Li, 2020). Another line of work learns entity embeddings directly using graph
neural networks, such as graph attention networks (Qi et al., 2021a; Liu et al., 2020a). Entity-based
representations are typically fused with the embeddings of text and other features using knowledge-
aware CNN architectures (Wang et al., 2018b; Sun et al., 2021) or through concatenation followed by
non-linear transformations (Liu et al., 2019a; Gao et al., 2018a; Tran et al., 2021). By incorporating
structural external knowledge, these methods capture semantic relations and commonsense patterns
not present in raw text, enabling more expressive and informative news representations.
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Figure 3.2: An example of user modeling in personalized news recommendation. The gure is
adapted from Wu et al. (2023).

Although external data sources such as KGs can enhance representation and address cold-start
issues for new articles, their effectiveness depends on accurate entity linking and up-to-date KG
coverage. While large, collaboratively maintained resources such as Wikidata or near-real-time
KGs derived from Wikipedia (e.g., DBpedia Live) can re ect many emerging entities with limited
delay, completeness and consistency across domains and languages is not guaranteed. In particular,
local or niche news topics, such as regional events, lesser-known public gures, or community-level
organizations, may be underrepresented or incorporated in the KG only after a temporal lag, while
entities and concepts expressed in resource-poorer languages often suffer from sparse coverage,
inconsistent labeling, or missing cross-lingual links (Conia et al., 2023; Kaffee et al., 2023).

3.1.2 User Modeling

User modeling is the subsequent crucial phase in the personalized news recommendation pipeline. Its
primary goal is to infer and encode individual user preferences based on their behaviors. Fig. 3.2
provides a high-level illustrations of the user modeling process: it relies on the news articles a user
has interacted with and, optionally, incorporates additional contextual or user-side information to
enhance the accuracy of user representations and improve personalization. User preferences can
generally be captured through two types of feedbasilicit andimplicit (Knijnenburg et al., 2012).
Explicit feedback refers to direct signals provided by users, such as ratings or comments on news
articles. In contrast, implicit feedback comprises behavioral cues that can act as proxies for user
interests, including clicks, browsing history, reading duration, and scroll depth (Raza and Ding, 2022).
As users rarely provide explicit feedback on online news platforms, the vast majority of modern news
recommenders rely on implicit feedback for user modeling.

Similar to news modeling techniques, user modeling approaches can be broadly grouped into
feature-based and neural-based methods (\Wu et al., 2023). Feature-based methods rely on manually
engineered features or heuristics to describe users, whereas neural-based methods aim to automatically
extract latent patterns from user behaviors to construct rich user pro les.

3.1.2.1 Feature-Based Methods

Feature-based approaches traditionally construct user representations using handcrafted features.
Early methods represent users solely by their unique identi ers (Resnick et al., 1994; Das et al.,
2007). However, to mitigate the inherent limitations of ID-based collaborative ltering, speci cally
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