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Abstract

Pairwise comparisons based on human judgments are widely used
to derive rankings, yet the biases embedded in these comparisons
can propagate into downstream, algorithmically generated rank-
ings. Such bias can reduce the visibility of underprivileged groups,
with potentially profound consequences. In this work we analyze
two points in the ranking pipeline where bias can emerge: (i) the
selection of candidates that receive comparisons, and (ii) the com-
parison and ranking mechanisms themselves. To assess fairness in
this context, we introduce a group-conditioned accuracy metric that
captures how ranking quality varies across demographic groups.

Using both, synthetic and real-world datasets, we evaluate how
state-of-the-art ranking recovery methods and sampling strategies
influence accuracy and fairness. Our results show that Fairness-
Aware PageRank and GNNRank with FA*IR post-processing effec-
tively mitigate existing biases in pairwise comparisons and improve
the overall accuracy of recovered rankings. We discuss the trade-
offs across approaches and release an open-source Python package
to support reproducibility and further research on fair ranking
recovery in Web-scale comparison systems.
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1 Introduction

Rankings of items or people are commonplace in, for instance, in-
ternet search [26], online hiring [16], academic admissions [42], or
healthcare prioritization. Pairwise comparisons, which are judge-
ments between pairs of items or individuals, are a commonly used
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Figure 1: Research Setup. We investigate the effect of sam-
pling individuals for pairwise comparison and of ranking
recovery methods, on fairness and accuracy of a recovered
ranking.

type of data from which to generate rankings. Rankings based
on pairwise comparisons have been historically used in various
contexts, including social science studies and psychometric mea-
surements [21, 39, 40], the assessment of political preferences [24]
and online hiring platforms [23, 25]. Recently, they have also been
employed for human alignment of Large Language Models [38], to
assess their outputs [27], and to extract data from them [28].
While pairwise comparisons are often consider to be less prone
to inconsistencies and judgement errors than rating scale anno-
tations [7, 22], they can be still be subject to bias and systemic
discrimination [29]. Research on algorithmic fairness has shown
that with the increased relevance of machine learning, concerns
regarding the introduction and perpetuation of discrimination must
be taken seriously into consideration when algorithmic results are
employed for decision making purposes [8]. While not without
criticism [17], research on the quantification of fairness lead to the
development of fairness measures and the integration of fairness
targets into machine learning algorithms [29]. In recent years, a
sub-field on fairness in rankings has brought forth pre-, in-, and
post-processing methods of ensuring fairness [47]. Still, existing
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ranking recovery from pairwise comparison methods have not been
systematically evaluated regarding their impact on fairness, and the
biases and the discrimination that may arise by skewed candidate
selection in the pairwise assessments have not been adequately
studied. Consider the following motivating example:

ExaMPLE 1. A newly launched talent acquisition platform eval-
uates and ranks candidates by presenting pairs of CVs to human
experts who work as external consultants to hiring companies. The
experts assess which candidate from each pair has a stronger CV for a
given position. Based on the evaluations of numerous candidate pairs,
ranking recovery methods from pairwise comparison models are used
to rank all candidates. Companies then use these rankings to hire
suitable candidates. Although companies are generally satisfied with
the rankings, it has been observed that certain demographic groups
are consistently ranked lower. This discrepancy may be due to biases
in the evaluations, the selection of candidate pairs, or the ranking
recovery methods used.

Our paper aims at bridging the gap in the knowledge about
unfairness issues in ranking recovery from pairwise comparisons
methods by (i) systematically analyzing how the biases in the se-
lection of the pairs might perpetuate to the rankings, as shown in
Figure 1, (ii) introducing a group-conditioned error measure tailored
towards ranking recovery, and (iii) evaluating the performance of
state-of-the-art ranking recovery methods and a fairness-aware
algorithm developed for a different task and adapted to the ranking
recovery problem, in terms of fairness and accuracy.

Our results on synthetic and empirical data show that under ran-
dom sampling of individuals for comparison, resource-intense meth-
ods such as GNNRank [18] have little benefit over heuristics-based
approaches such as David’s Score [10]. We find that Fairness-Aware
PageRank [41], although not developed for ranking recovery from
pairwise comparisons, is able to mitigate bias and to improve ac-
curacy as measured against a latent ground-truth. Post-processing
of recovered rankings using algorithms such as FA*IR [46] can fur-
ther improve overall accuracy at the expense of group-conditioned
accuracy. We provide an open-source Python package alongside
our paper to facilitate replication and future work on fair ranking
recovery’.

2 Related Work

Measuring perceived attributes through pairwise comparisons dates
back to Thurstone [39], Zermelo [48], and Kendall and Smith [21].
Pairwise comparisons are generally incomplete and probabilistic,
i.e., not all possible pairs are compared and a “stronger” individual
might lose a comparison by chance. This probabilistic nature is also
considered in models of rational choice theory [34], and can lead
to the formation of Condorcet cycles, which are most prominently
studied in the context of ballots [15, 45]. When only a limited
number of comparisons between items or individuals can be drawn,
pairing becomes crucial for accurate outcomes [36].

The context-agnostic problem of ranking recovery from pairwise
comparisons has been addressed through approaches that can be
roughly grouped into three categories: (i) heuristics-based methods
such as David’s Score [10], (ii) eigenvector- or random-walk-based
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such as RankCentrality [31], and (iii) similarity-based methods such
as GNNRank [18]. Considering all three categories, we include a
diverse set of state-of-the-art algorithms into our evaluation and
describe them in more detail in Section 3.3.

Previous research evaluated the performance of ranking recovery
methods regarding accuracy and efficiency. Zhang et al. [49] com-
pare heuristics-based and learning-based ranking recovery methods.
They conclude that “local inference heuristics” (e.g., David’s Score)
are outperformed by “global inference heuristics” (i.e., random
walk based methods). Further, they show that “global” heuristics
have comparable performance to learning-based methods, as is also
shown by Negahban et al. [31]. He et al. [18] include various base-
lines outperformed by GNNRank according to the authors’ original
error measure. The results indicate that similarity based methods
might have an accuracy advantage over eigenvector-based methods.
Yet, none of these evaluations takes bias or fairness into account.

Initial work on fairness in machine learning primarily focused
on classification tasks [8], with fairness in ranking recently attract-
ing more attention [47]. Multiple methods have been proposed
to achieve fair rankings in score-based ranking [5, 44] and (pair-
wise) learning-to-rank tasks [1, 16, 37, 46]. Both, however, substan-
tially differ from ranking recovery from pairwise comparisons. In
score-based ranking, a ranking is constructed given an utility score
for each individual, and in (pairwise) learning-to-rank, a ranking
is predicted from the individuals’ features. In contrast, pairwise
comparisons between individuals is the only information avail-
able in ranking recovery from pairwise comparisons. Nevertheless,
post-processing methods developed for score-based ranking and
learning-to-rank tasks can also be applied to ranking recovery from
pairwise comparisons. We include FA*IR [46] into our evaluation.

Furthermore, in the problem of rank aggregation, a list of rank-
ings of all the candidates are aggregate to obtain a single ranking.
The literature has started to study fairness in rank aggregation
[6, 43]. In general, rank aggregation methods have rankings and
not pairwise comparisons as input and they can not be applied to
our problem. An exception is the post-processing method for rank
aggregation, EPIRA [4], which we included in the analysis. The
problem of ranking recovery from pairwise comparisons is also
connected with ranked-choice voting system (election systems)
methods [9, 11], since voters preferences often rely on pairwise
ordering relationships. However, in our work, we focus on direct
pairwise assessments, while voting is typically concerned with
more than two alternatives in each comparison.

Lastly, it is worth to mention works that deal with annotators’
qualities and biases in ranking recovery from pairwise comparison
methods [3, 7, 12]. In particular, Chen et al. [7] study how anno-
tators might evaluate pairs randomly or intentionally wrong, and
accounts for these behaviors. Instead, Bugakova et al. [3] analyses
how confounding factors such as the position of online evaluated
pairs in a screen might affect the rankings. Lastly, Ferrara et al. [12]
investigate how group biases of each individual annotator might
influence their assessments of pairs and consequently rank items
of certain groups systematically higher or lower. However, all these
works focus on the perspective of the annotators and strictly rely
on having at disposal the identifier of which annotator evaluated
which pairs. In many real world scenarios such annotators’ infor-
mation is not available. For this reason, in our work, we take a
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different approach that it is not tied to annotators and their identi-
fiers, instead, we focus on possible underlying scenarios that affect
which candidate are selected for pairwise evaluation, and how these
selection processes consequently affect the rankings of the items,
possibly leading to unfair rankings.

3 Approach

The research setup is shown in Figure 1 and comprises six steps.
We first establish pairwise comparisons through (step 1) sampling
individuals from a population, (step 2) pairing them, and (step 3)
comparing these pairs using human annotation or, when human
annotation are not available, we simulate them with the Bradley-
Terry-Luce (BTL) model [2]. Sampling, pairing and comparison is
iteratively repeated to allow for multiple probabilistic comparisons
of the same pair of individuals. We assume biases and discrimina-
tion to affect both the sampling and comparison steps, as we lay
out in the following section, before describing derived sampling
approaches.

From iterated pairwise comparisons, we obtain a comparison
graph (step 4) in which edge weights indicate winning ratios. Rank-
ing recovery methods take this comparison graph as input and
output scores according to which the individuals in the graph are
ranked (step 5). Post-processing might be applied to a recovered
ranking to improve fairness. Finally, we evaluate the obtained rank-
ing’s error and fairness against the latent skill score (step 6). For
group fairness, we consider both measures of group representation
and group-conditioned accuracy.

3.1 Biases and Discrimination

We explore two stages in which bias and discrimination may enter
and affect the final ranking: the selection of candidates for compar-
ison and the comparison and ranking procedure.

Which individuals are included in pairwise comparisons can be
subject to representation, popularity, or self-selection biases [29].
Representation bias occurs when the individuals sampled are not
representative of the population, e.g., women might be under-
represented in pairwise comparisons of job performance in male-
dominated fields. Popularity bias describes popular items attracting
more exposure, e.g., popular search results attract more pairwise
comparisons as they appear at the top of the ranking. Finally, self-
selection bias can happen if individuals select themselves, e.g., stu-
dents whose parents did not attend college might see themselves
as “not worthy” of applying and thus will not be included in the
comparison of scholarship candidates. To study the potential im-
pact of these biases, we include three distinct sampling approaches,
which determines the likelihood for a candidate to be selected for
comparisons, into our research setup (Figure 1, step 1): random,
conditioned on the group membership, or conditioned on the previ-
ous success. These sampling approaches are laid out in more detail
in the following section.

We consider systemic discrimination to be the origin of addi-
tional bias inherent to pairwise comparisons. Systemic discrimina-
tion describes policies or customs that perpetuate discrimination,
even if they are performed with no ill intent [29]. For instance, an
individual from a poor family might lose pairwise comparisons
of candidates for a managerial position by lacking the expected
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Figure 2: We consider the standard We’re All Equal world-
view [14], where ground-truth unknown skill score and bias
are considered separately. Ground-truth skill scores are in-
dependent of group membership, which means, e.g., that the
underlying capability of individual are independent of their
gender or race, but perceived scores are impacted by group
membership, because of systemic discrimination, historical
bias, or other types of biases.

habitus. In our setup, we focus on a single, binary sensitive attribute
that separates a population into a “privileged” group Gpjy and an
“unprivileged” group Gunpriv (Fig. 2). We assume a We're All Equal
worldview [14] in which each individual has a latent ground-truth
skill score on a given task, but pairwise comparisons are subject to
bias.

3.2 Candidate Pairs Selection

Resources for pairwise comparisons are generally limited, i.e., pairs
must be selected for comparison. This can be seen as a two-step
process, where individuals are (1) sampled from the population and
then (2) paired, corresponding to steps 1 & 2 in Figure 1. We devise
three distinct sampling approaches for step 1: Random Sampling,
Oversampling, and Rank-Based Sampling. Random Sampling serves
as a baseline sampling approach where in each iteration, we se-
lect 20% of individuals randomly from both groups. Since pairs are
drawn without replacement, sampling already influences the possi-
ble pairings. For instance, if oversampling is applied, then there will
always be different numbers of homogeneous pairs (both individu-
als from the same group) among the groups. Without oversampling,
the number of same and different groups pairs is (almost) the same.
We fix pairing to be random since biases from the literature [29] are
more closely linked to sampling approaches rather than pairing.
Oversampling. One aspect according to which individuals could
be sampled is group-membership. If designers of a pairwise com-
petition are aware of representation bias (i.e., a group being under-
represented in a sample), they might stratify their sample by over-
sampling this group. Further, designers of a pairwise competition
might try to mitigate systemic discrimination or historical bias by
allotting an unprivileged group disproportionate chances to com-
pete (i.e., applying a form of affirmative action). For instance, this
could be desirable for female job applicants in a male-dominated
field. We therefore implement Oversampling as a group-dependent
sampling approach, sampling more individuals from the unpriv-
ileged group. In this paper, we fix the oversampling rate at 75%,



WebSci ’26, May 26-29, 2026, Braunschweig, Germany

i.e. we sample three times more individuals from the unprivileged
group. We investigated different oversampling rates in a prelimi-
nary study and include the results in Appendix C. The effects of
oversampling (especially for David’s Score and RankCentrality)
increase with an increasing oversampling rate.

Rank-Based Sampling. Another possible aspect for sampling
individuals is previous success. Our iterative setup of sampling,
pairing, and comparing allows for the consideration of feedback
loops between these components. Both popularity and self-selection
bias can be the result of such a feedback loop, as they give more
successful individuals a higher chance of being selected again for
comparison. On one hand, popularity bias might be desirable if the
accuracy of the top of the ranking matters most. On the other hand,
the Matthew-Effect [30] can be a type of self-selection bias if more
successful individuals are more eager to compete again. We thus
implement Rank-Based Sampling using intermittently recovered
ranks to condition the probabilities for sampling nodes in the next
iteration. We normalize these probabilities to be independent of
ranking length, to give exponentially higher chances to top-ranking
individuals, and to keep a minimal probability for selection even at
the bottom of the ranking.

3.3 Candidate Comparison & Ranking Recovery

Problem Statement. We are given a population N = {1,...,n} and
two subgroups Gpriv,s Gunpriv € N. We assume that each individual
i € N has a ground truth unobservable latent skill score t;. We
indicate with t the corresponding vector. The latent skill scores also
induce a ground truth unobservable ranking r(t). Furthermore, we
assume that each item has a perceived score s;, which is affected by
the group membership of an item. We define bias for an item i the
difference between its latent skill score and its perceived skill score.
We assume that the bias depends only on the group membership of
an item. While we cannot observe the perceived scores s either, they
inform the human judgments and probabilistically determine the
pairwise comparisons. From a multi-set P of pairwise assessments
of the form (i > j), indicating that the item i has been preferred over
Jj in a certain assessment, the goal of ranking recovery methods is
to produce a ranking r* that best reconstructs the unbiased ranking
r(t). In this paper, we measure the alignment of r* and r(t) using
Group-Conditioned Weighted Kemeny Distance, which we introduce
in the next Section. Ground truth skill scores t serve as test data for
this performance evaluation of ranking recovery methods. Ground
truth skill scores are otherwise unobservable, and, in particular,
inaccessible to the ranking recovery methods themselves.

From the human evaluated pairwise comparisons, it is possible
to construct a pairwise comparisons graph, that is exploited by
various ranking recovery methods, as follows. Let the individu-
als be the nodes of a directed, weighted comparison graph. For
each pairwise comparison we observe between distinct individu-
als i and j, we then update the weight of the edge (i, j) to reflect
the proportion of j’s wins against i over the total number of com-
parisons between the pair. This results in an adjacency matrix
A, with zeros on the diagonal (i.e., no self-loops), and in which
Ajj = 1 - Aj; for each pair i, j that has been compared at least
once. We assume the pairwise comparisons to be incomplete and
potentially inconsistent. In other words, there are individuals i, j
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for which A;j = Aj; = 0, and the comparison graph contains Con-
dorcet cycles such as Ajj = Ajr = Ag; = 1. If the comparisons
were transitive and complete, ranking recovery could be trivially
performed by any sorting method. Pairwise comparison graphs that
contain Condorcet cycles, on the other hand, require algorithms

that are specifically tailored towards ranking recovery.

Ranking Recovery Algorithms. Existing ranking recovery algo-
rithms are based on heuristics, random walks, or similarity, and we
include one state-of-the-art algorithm from each class into our eval-
uation. Implementation details are provided in Appendix Section B.
As a baseline, we also include a Random Rank Recovery method that
randomly assigns ranks to candidates.

David’s Score. David’s Score [10] is a heuristics-based approach
to ranking recovery that estimates an individual i’s rank from its
direct wins and losses as follows: DS; = w; + w; — I; — [;, where
wi = 2, j Aji is the sum of its winning ratios and [; = }; A;; the
sum of its losing ratios. w; = Zj Ajiwj and [; = Zj Ajjlj aggre-
gate these sums from individuals j that i is compared to. While
David’s Score does not require a connected comparison graph and
can be computed very efficiently, it only considers an individual’s
success (i.e., proportion of wins) over its neighbors and their suc-
cesses. However, there might be a community of individuals that
are weaker than everyone else globally, in which one individual
would still have a high proportion of wins over the other individuals
in this community locally.

RankCentrality. A possible “global heuristic” for ranking recov-
ery is the stationary distribution of a random walk over the compar-
ison graph. Using this idea, RankCentrality [31] obtains a ranking
as follows: First, the adjacency matrix is normalized through divid-
ing by the individuals’ out-degrees and adding self-loops. Then, the
stationary distribution of a random walk is calculated as the top
left eigenvector of this normalized adjacency matrix.

GNNRank. Another approach to ranking recovery assumes that
individuals who win similarly often against the same other indi-
viduals should be ranked similarly. SerialRank [13] uses the Fiedler
vector, i.e., the second smallest eigenvector of the Laplacian of the
similarity matrix, to calculate this similarity. SerialRank does, how-
ever, require a considerable amount of consistent comparisons to
recover an accurate ranking. GNNRank [18] tries to overcome this
limitation by learning better suited similarity vectors using node
embeddings obtained from the comparison graph through the use
of graph neural networks.

Fairness-Aware PageRank. The PageRank algorithm [32] is de-
signed to estimate the relevance of web pages based on the hyper-
link network in which they are embedded. Using a random walk
with restarts, it solves a problem related to, yet distinct from rank-
ing recovery from pairwise comparisons. Fairness-Aware PageR-
ank [41] introduces group-awareness into PageRank by equally dis-
tributing PageRank mass (i.e., relevance) to all subgroups. Fairness-
Aware PageRank is similar to RankCentrality in that it belongs to
the group of random walk based approaches to network centrality.
While Fairness-Aware PageRank neglects edge weights, it allows
for multi-edges in the comparison graph, i.e., individual compar-
isons can be expressed separately. In addition to a winning ratio,
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multi-edges express the total number of comparisons between a
pair. This is a potential benefit of Fairness-Aware PageRank over
methods that allow for edge weights but not for multi-edges.

Post-Processing. In addition to the discussed ranking recovery
methods, we also included two post-processing methods into our
evaluation. FA*IR [46] is a commonly used post-processing method
that re-ranks individuals to ensure a specified representation in
the top-k of a ranking, while maximizing utility. EPIRA [4] is a
post-processing method tailored towards the exposure measure of
group representation, which we also employ in our setup.

3.4 Measures

Given our research setup, a suitable error measure should (i) com-
pare the recovered ranking against the ground truth skill scores t,
(ii) assign higher penalties to gross differences between order of
skill scores and ranks, and (iii) consider subgroups in the ranking.
Ground-truth skills scores t serve as essential test data for the eval-
uation of ranking recovery error, but they are not available to the
ranking recovery methods themselves. We modify the normaliza-
tion term of [31]’s Weighted Kemeny Distance to also satisfy the
third desired property.

Kemeny Distance [20] counts discordant pairs between the recov-
ered ranking and the ground-truth skill scores, but requires normal-
ization to make it comparable between rankings of different lengths.
Weighted Kemeny Distance [31] introduces more sensitivity to dis-
cordant pairs that have a large weight difference and is normalized
with regard to the number of nodes and the norm of the weight
vector. This normalization cannot be applied to find a subgroup’s
error, which we would expect to comprise both within-group and
between-groups comparisons. We introduce Group-Conditioned
Weighted Kemeny Distance by instead normalizing on all pairs
involving a group, i.e., within- & between-group pairs. This nor-
malization guarantees the error to be in the interval [0,1] € R and
to be comparable between subgroups of different size.

Group-Conditioned Weighted Kemeny Distance. For a subgroup
G of a population N (G € N) with ground-truth skill scores t and
recovered ranks r, we define the Group-Conditioned Weighted
Kemeny Distance as:

Dici i = )24ty (rr—r;
D?(r) ::J <j J) 7 (ti=tj) (ri=r;)>0 )

Zi<j(ti - tj)z

for all pairs of individuals (i, j) such that i € N and j € G, compar-
ing the individuals of a group both in-group and out-of-group for
evaluation. Further, I, []1s the indicator function that has value of 1
for discordant pairs and 0 otherwise. Given a privileged group Gpriy
and an unprivileged group Gunpriy, we define the error difference
as:
DEF (r) = D™ (r) - D™ (7) @
In this paper, we consider both the overall error of a recovered
ranking and the error difference as a measure of fairness. Further-
more, we include exposure as a measure of group representation
as introduced by [37]. In contrast to the (group-conditioned) error
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Figure 3: Correlations of Skill Score (higher is better) and
Rank (lower is better) by Recovery Method. 400 individuals
in 2 equal size groups, compared in 1000 iterations using
Oversampling and the BTL model. Left: Ranks recovered
with RankCentrality [31]. Unprivileged individuals have a
higher mean rank because of bias, but are sorted to the ex-
tremes of the ranking when Oversampling is applied with
RankCentrality. Right: Ranks recovered with Fairness-Aware

PageRank [41]. The correlations of both groups overlap, but
within-group error is higher.

measure, exposure only takes to group membership of individu-
als into account, not their ground-truth skill scores. A logarithmic
discount then ensures a focus on the top-k individual’s groups.

Exposure. Group representation as exposure is measured for a
group G in a ranking r as:

Gy L NV
Bxp(r) =17 d;; log, (rq +2) ®)

Given a privileged group Gpyjy and an unprivileged group Gunpriv,
we define the exposure difference as:

Exp® (r) = ExpPemer () — Exp®r (r) ()

4 Synthetic Data

Given the introduced sampling strategies and ranking recovery
methods, as well as the setup illustrated in Figure 1, we conduct ex-
periments on both synthetic and empirical data. We create synthetic
datasets by simulating 500 iterations of sampling, pairing, and com-
paring individuals using the Bradley-Terry-Luce (BTL) model [2],
as illustrated in steps 1-3 in Figure 1. A detailed description of
how we create synthetic data is provided in Appendix Section A
and results after varying parameters are shown in Appendix Sec-
tion C. We deploy the different sampling approaches described in
Section 3.2 and obtain multisets of pairwise assessments on which
we apply state-of-the-art ranking recovery algorithms. Two differ-
ent outcomes of such a ranking recovery are illustrated in Figure 3.
Exposure difference, error difference, and error (medians and ranges
of 10 trials) are shown after 500 iterations in Figure 4.

4.1 Results from Simulated Comparisons

Regarding exposure difference, we find that David’s Score and Rank-
Centrality in combination with Oversampling indeed lead to im-
proved exposure of the unprivileged group. Upon closer inspection
(Fig. 3), this is because RankCentrality sorts the oversampled group
to both extremes of the ranking and can therefore not be relied upon
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Figure 4: Results of Simulated Pairwise Comparisons, by Sampling Approach (rows) and Ranking Recovery Method (colors).
Medians and ranges of 10 trials. Exposure difference (left) and error difference (center) are group-conditioned measures of
fairness, error (right) reflects the whole ranking—dashed lines indicate optimal values. David’s Score and RankCentrality
intermittently remove exposure difference when Oversampling is applied. Error difference is minimized by GNNRank and
Fairness-Aware PageRank, even under Rank-Based Sampling. Fairness-Aware PageRank over-shoots on the unprivileged
group’s exposure but achieves best overall accuracy by partially mitigating bias.

to remedy existing bias. Whether this effect temporarily mitigates
exposure differences as shown in Figure 4 depends on the amount
of bias present in the data, so the oversampling rate might need to
be adjusted accordingly. Still, we recommend against relying on this
effect to mitigate bias, as it diminishes with an increasing number
of comparisons being drawn. Fairness-Aware PageRank, by con-
trast, consistently improves the exposure of the unprivileged group
across all sampling strategies and iterations. This ranking recovery
method does, however, slightly overshoot and over-represents the
unprivileged group at the top of the ranking.

Random Sampling and Oversampling have very little effect on
error difference. Only Rank-Based Sampling creates higher error
in the ranks recovered for the unprivileged group. This comes as
no surprise, given that the privileged individuals are more likely
to be found at the top of the ranking and will thus be compared
more often. Among the ranking recovery methods that are not
group-aware, GNNRank deals best with the Rank-Based Sampling
scenario in terms of error difference and overall error.

In fact, if we do not simulate bias, GNNRank consistently per-
forms similar to or outperforms David’s Score and RankCentrality
regarding error. This replicates the findings by He et al. [18] but
using a different error measure. Notwithstanding GNNRank’s per-
formance in scenarios without bias, Fairness-Aware PageRank con-
sistently outperforms the other ranking recovery methods if bias is
assumed to be present. This is because it is the only group-aware
recovery method investigated and it shares a We’re All Equal world-
view with our research setup. Further, Fairness-Aware PageRank
is capable of minimizing error difference in Rank-Based Sampling
scenarios as well.

4.2 Post-Processing Results

We apply the post-processing methods FA*IR [46] and EPIRA [4],
showing the results in Figure 5. The FA*IR post-processing method
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has a larger impact on all individuals in the ranking. We find that
it effectively reduces exposure difference while not overshooting
and also greatly reduces error. Setting the proportion of protected
individuals p to a value even larger than 0.5 yields optimal results in
our setup. In combination with GNNRank, FA*IR is able to outper-
form Fairness-Aware PageRank regarding overall error, in particular
under Rank-Based Sampling. This combination of ranking recov-
ery and post-processing methods does, however, not mitigate the
error difference observable under this sampling approach. Thus,
Fairness-Aware PageRank might still be preferable.

The EPIRA method optimizes a ranking until a certain threshold
on the exposure is satisfied. We find this method to effectively
mitigate exposure difference. However, post-processing with EPIRA
does not improve error or error difference. This is what we would
expect from a post-processing method that optimizes this very
measure (i.e., exposure) with minimal swaps in the ranking.

5 Empirical Data

Validating our findings on empirical data necessitates a dataset
where both ground-truth values (i.e., skill scores) and pairwise com-
parisons are available and where bias is present in the data. Such
datasets are scarce, but we identify one dataset that fulfills the cri-
teria: IMDB-WIKI-SbS [33]. In contrast to the synthetic datasets
discussed in the previous section, sampling and comparison was
already performed when the dataset was gathered.

5.1 The IMDB-WIKI-SbS Dataset

The IMDB-WIKI-SbS dataset [33] is a large-scale dataset consisting
of human-annotated pairwise comparisons of age between faces
from IMDB.com and Wikipedia. The dataset consists of 9,150 images
sampled from the IMDB-WIKI dataset [35] that are compared in
250,249 pairs by crowdworkers, tasked with selecting the older
individual of each pair.
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Figure 5: Post-Processed Results the FA*IR algorithm [46] and the EPIRA algorithm [4]. FA*IR is able to effectively limit exposure
difference while not over-shooting the way Fairness-Aware PageRank does. The post-processing technique also improves
overall accuracy and is able to outperform Fairness-Aware PageRank, in particular if paired with GNNRank for ranking
recovery. FA*IR does, in contrast to Fairness-Aware PageRank, negatively impact error difference. While EPIRA effectively
limits exposure difference between the groups, it does not improve error difference under Rank-Based Sampling. Overall
error does not see any improvements when using EPIRA. Thus, in our simulations, Fairness-Aware PageRank outperforms

post-processing with EPIRA.

Pavlichenko and Ustalov [33] already acknowledge that many
ground-truth labels for age and gender in the dataset are incorrect.
To overcome these issues, we apply FairFace [19] to all pictures
and classified age and gender. We then retrieve the image captions
for all original images from IMDB.com and extract a list of linked
actors for each image. Using the actor’s IMDB IDs, we extract their
date of birth and gender from Wikidata and are able to reconstruct
their approximate age given the year that the picture was taken.
We then perform an exact match on gender and a closest match
on age between each actor and the detected gender and age for a
given face. We further remove all pictures in which no age match
could be established within the age range identified by FairFace +5
years.

After re-labeling, we have 6,123 images on which women are
on average younger than man (i.e., unequal skill score distribu-
tions). These differences in the ground-truth skill scores for men
and women violate the we-are-all-equal worldview. Since this world-
view is a necessary assumption for notions of group fairness [14],
we shall not deploy any of the measures nor the Fairness-Aware
PageRank ranking recovery method directly to this dataset. Instead,
we first stratify it such that we keep the same number of men and
women for each age. After stratification, we have 4,806 images of
2,403 women and 2,403 men, and the we-are-all-equal assumption
is now satisfied. Because of the domains from which the pictures
were gathered (movies and Wikipedia) our data is skewed towards
young people, i.e., age does not follow a normal distribution. Our
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results, shown in Figure 6, also indicate the existence of bias in the
form of gender ageism, i.e., women being systematically perceived
younger than men of equal age.

5.2 Results for IMDB-WIKI-SbS

The results we obtain from David’s Score, RankCentrality, and
GNNRank for the IMDB-WIKI-SbS dataset confirm our findings
with synthetic data. All three fairness-unaware ranking recovery
methods lead to an over-representation of the privileged group
(i.e., men) at the top of the ranking, and to increased error for the
unprivileged group (i.e., women). We also evaluate sub-sampling
from the IMDB-WIKI-SbS dataset, following the same objectives
(i.e., random, group-, or success-based), and then choose among ex-
isting edges between the sampled individuals. When sub-sampling
the dataset in such a way that we oversample the unprivileged
group, David’s Score and RankCentrality do not mitigate the under-
representation of the unprivileged group. This is contrary to what
we have observed with synthetic data and underlines that this effect
cannot be relied upon.

We find that GNNRank generalized less well on the IMDB-WIKI-
SbS comparison graph and thus re-trained the model after each
iteration of sampling and comparison. In contrast to our experi-
ments on synthetic data, GNNRank shows no advantage in error
over the other ranking recovery methods, even under Rank-Based
Sampling. We suspect this to be the case because of the absence of
edge weights for the comparisons, i.e., each pair was only compared
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Figure 6: Ranking Recovery Results from the IMDB-WIKI-SbS dataset [33] with Improved Labels, and Stratified by Gender.
Rows show sampling approaches and colors indicate ranking recovery methods. Similar to the simulated comparisons data,
Fairness-Aware PageRank overshoots on improving the unprivileged group’s exposure. Further, Oversampling in combination
with David’s Score or RankCentrality leads to improved exposure for the unprivileged group as well. In contrast to our
simulations, error is higher overall and for the unprivileged group when Fairness-Aware PageRank is applied in contrast
to other ranking recovery methods. This can be explained by less bias and a less dense comparison graph observed for the

IMDB-WIKI-SbS dataset.

once. With less graph structure available, GNNRank cannot find
better node embeddings, even if it is re-trained separately after
each iteration.

Same as we found with the synthetic dataset, Fairness-Aware
PageRank slightly overshoots in correcting for the under-represen-
tation of the unprivileged group. This also affects error difference
and overall error, where we find that Fairness-Aware PageRank
performs worse than the other ranking recovery methods. We ex-
plain this with the fact that the observed bias against women is
much smaller than in our simulations and it thus becomes more
apparent that Fairness-Aware PageRank is designed to solve a dif-
ferent task than ranking recovery from pairwise comparisons. The
FA”IR post-processing algorithm cannot be applied to a ranking
recovered from the IMDB-WIKI-SbS dataset, since only rankings
with at most 400 individuals are supported and running the Python
implementation? nonetheless results in a RecursionError. Similar
to our experiments with synthetic data, we also found that applying
EPIRA to the rankings recovered from IMDB-WIKI-SbS has little
impact.

6 Discussion and Conclusion

This paper investigates fairness-aware ranking recovery in settings
where only biased pairwise comparisons are observable, an increas-
ingly common scenario in user-generated and platform-mediated
evaluation systems. Since many platforms rely on implicit or ex-
plicit pairwise judgments (e.g., preference clicks, up-votes, A/B

Zhttps://github.com/fair-search/fairsearch-fair-python

choices) to infer global rankings, understanding how bias in these
comparisons propagates into downstream rankings is essential for
ensuring equitable outcomes.

By focusing on a single binary sensitive attribute, we analyze
group-level fairness under controlled conditions while studying
how different forms of sampling bias shape the information avail-
able to ranking algorithms. Using both synthetic and empirical
datasets, we systematically evaluate how state-of-the-art ranking-
recovery methods perform with respect to accuracy and fairness
under these varying conditions.

Our research provides three main insights: (i) When individuals
are sampled uniformly at random for pairwise comparisons, com-
putationally intensive algorithms such as GNNRank provide little
advantage over simpler, group-unaware baselines such as David’s
Score. Given their vastly lower computational cost, heuristic meth-
ods may be preferable in settings where sampling is sufficiently
diverse or random. (ii) Post-processing methods have the poten-
tial to improve both accuracy and fairness, but out of the methods
we evaluated, only FA*IR achieves this. This highlights the impor-
tance of carefully selecting post-processing techniques rather than
assuming they will universally enhance fairness. (iii) Both Fairness-
Aware PageRank and GNNRank followed by FA"IR post-processing
can partially mitigate pre-existing biases while improving overall
ranking accuracy. GNNRank combined with FA*IR achieves the
lowest overall error, yet tends to amplify error disparities between
demographic groups. In contrast, Fairness-Aware PageRank yields
rankings that are fair with respect to exposure and error differences,
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but it may produce less accurate results when the underlying bias is
weak. These trade-offs illustrate that no single approach dominates
across fairness and accuracy dimensions; method selection should
therefore depend on the nature and severity of observed biases.

While our findings could be applied to more than two groups by
considering each group separately against all others, future work
should investigate multiple and multinary sensitive attributes, as
well as different group sizes, other distributions for skill score and
bias, and additional sampling approaches. Algorithms should also
be evaluated against newly collected empirical data comprising
both ground-truth scores and human annotated pairwise compar-
isons. Given the limitations of existing ranking recovery methods,
we encourage the development of dedicated methods for fairness-
aware ranking recovery. We provide a Python package under MIT
license alongside our paper to facilitate replication and future work
on fair ranking recovery>.
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A Synthetic Data

We consider a synthetic dataset of 400 individuals divided in two
equal size groups. First, we draw skill scores from the same normal
distribution Nyjin (Hskill> Oskinn) for all individuals, then we add bias
drawn from a different normal distribution Mpyjas (Ubias> Obias) to the
scores of the unprivileged group. For results on datasets in which
skill scores and bias are not normally distributed, see Section 5. For
the privileged group, skill scores and perceived scores are identical,
while for the unprivileged group, perceived scores comprise bias.
This is without loss of generality since what is relevant in the
pairwise comparisons is the relative difference in the (perceived)
scores. We use the Bradley-Terry-Luce (BTL) model [2] to simulate
human comparisons. The magnitude of scores matters for the BTL
model, as it determines whether an individual is almost certain to
win a comparison or only slightly more likely to win than to loose
a comparison. To inform our choice of parameters for the skill score
and bias distributions, we propose fixing the expected probabilities
of (i) stronger individuals winning (pstronger) and (ii) privileged
individuals winning (pgjsc;) @ pairwise comparison.

To simulate average amounts of comparison uncertainty and of
bias against the unprivileged group, we set pstronger = Pdiscr = 75%»
as well as pig = 0 and o5 = ki /2 In general, both the type of
distribution and the parameters should be calibrated to a specific
context. The IMDB-WIKI-SbS dataset discussed in Section 5.1, for
instance, shows more conservative probabilities of pstronger = 81.6%
and pgjser = 62.7%.

We iteratively select 20% of all individuals according to the sam-
pling approaches introduced in Section 3.2, pair them randomly,
and probabilistically compare the pairs using the BTL model [2],
also known as the softmax function.

The Bradley-Terry-Luce (BTL) Model. For two individuals i and
J with perceived scores s; and sj, the probability of i winning a
pairwise comparison against j is given by:
e’i 1

P(i wins over j) = ire  1re s (5

Given the probability, we randomly identify the winner of a
comparison. If we re-compare the same individuals i and j multiple
times, we update the edge weight from j to i with the winning ratio
of j over i and vice versa.

B Recovery Algorithm Implementation

We used the implementations of David’s Score, RankCentrality,
and other baseline ranking recovery methods provided in the offi-
cial GNNRank code repository. We fixed an error in GNNRank’s
implementation of RankCentrality that would prevent the algo-
rithm from accurately recovering rankings. In addition to these
algorithms, we implemented a baseline ranking recovery method
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that simply assigns random ranks to individuals. In order to facili-
tate fast experimentation, we trained GNNRank always only once
every graph was strongly connected and then later employed the
same model without re-training even after more comparisons were
conducted. The original paper highlights such generalization capa-
bilities, and we were able to replicate these findings in preliminary
experiments for our synthetically generated data. Only for a few
trials did GNNRank not generalize in some iterations. The wrongly
recovered rankings result in temporary spikes in the results over
time and can easily be identified. Since the empirical dataset we
evaluated [33] only has a single comparison for each pair of images,
GNNRank does not generalize well on the subsampled comparison
graph and needed to be re-trained for each evaluation. Fairness-
Aware PageRank does not consider edge weights, i.e. comparisons
are either won or lost. In contrast to all other ranking recovery
algorithms, we thus did not supply it with the weighted edges of
the comparison graph but with a directed multigraph of compar-
isons. We adopt the LFPRp variant of Fairness-Aware PageRank, as
the original authors report good performance on all tests for this
variant.

C Oversampling Parameter

In Figure 7, we show that for the RankCentrality recovery method,
Oversampling can partially mitigate bias, leading to an exposure dif-
ference and an error difference close to zero. This effect, however, re-
lies on the correct choice of over-sampling ratio and can thus not be
relied upon. If the unprivileged group is smaller than 45% or larger
than 55% of the whole population, only extreme (over-)sampling
rates—selecting > 80% or < 20% unprivileged individuals—can
mitigate bias in combination with RankCentrality.

exposure difference error difference error
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Figure 7: Parameters for the Oversampling Method: Rela-
tive Size of the Unprivileged Group (x-axis) and Ratio of the
Individuals Sampled from the Unprivileged Group in each It-
eration (y-axis). All experiments performed with the default
parameters for skill and bias distributions, Oversampling—
500 iterations, 20% of individuals selected in each iteration—
and the RankCentrality ranking recovery method. The high-
lighted rectangles represent the parameters used the main
paper.
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