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Abstract
With the rise of short-form content on social media, news head-
lines play an increasingly critical role in the perception of events.
While prior studies have examined headlines related to specific
short-term events, long-term trends remain largely unexplored. We
present a dataset and analysis of more than six million headlines
from five major U.S. outlets spanning four presidential administra-
tions (2001–2024). Our analysis of political, social, and economic
headlines reveals two primary trends. First, we observe a grad-
ual shift toward greater alignment in core topic attention over
time, particularly in domestic politics, alongside persistent differ-
ences in baseline editorial emphases across outlets. Second, major
events such as the Russia-Ukraine War and COVID-19 pandemic
trigger strong and synchronized shifts in topic salience across out-
lets. These findings point to a media environment characterized by
growing overlap in core political topics and increasingly synchro-
nized responses to major crises, while maintaining recognizable
editorial distinctions across outlets. To support reproducibility and
further longitudinal analysis, we will make our dataset available to
researchers for non-commercial academic use.

CCS Concepts
• Information systems → Document topic models; • Comput-
ing methodologies → Information extraction.
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1 Introduction
News headlines play a crucial role in shaping public perception and
political discourse. They act as the first point of contact between
readers and full articles, influencing how information is framed and
interpreted [36]. News headlines have become even more important
with the rise of social media. Many users on social networks inter-
act with shared posts without even accessing the full article [14],
making headlines sometimes the only information users take away
from an article.

Previous research has applied Natural Language Processing
(NLP) techniques to news data, including topic modeling and large-
scale text analysis [17, 35]. However, much of this work has focused
on short-term events, specific crises, or methodological advances
instead of long-term comparative analyses across political con-
texts. Few studies examine how headline topics evolve over multi-
ple U.S. presidential administrations, despite the fact that political
transitions often reorganize public agendas, policy priorities, and
discourse structures. There is also limited work comparing how
topic trends differ between major U.S. outlets with distinct editorial
orientations and media formats over extended periods.

To address this gap, we analyze more than six million headlines
from five major U.S. outlets–The New York Times, The Los Angeles
Times, The Wall Street Journal, Fox News, and MSNBC–covering
four presidential administrations from 2001 to 2024. Presidential
terms provide a meaningful temporal structure because shifts in
political leadership often influence which issues are emphasized in
public debates.

We apply BERTopic [17] to identify topic clusters across out-
lets and use transformer-based embeddings to capture semantic
similarity in short texts [35]. Because topic clusters vary across out-
lets, we map them into broader categories using a Large Language
Model, which supports consistent cross-outlet comparisons. This
approach allows us to examine both long-term trends and structural
differences in topic distributions across outlets and presidential ad-
ministrations.

By integrating topic modeling, category mapping, and compara-
tive analysis, this study provides a long-term perspective on how
U.S. media coverage evolves over time and how topic distributions
shift with political and social developments. Our findings reveal
persistent patterns in U.S. news coverage, including an increasing
homogenization of topic distributions across outlets. To support
further analysis, our dataset is available upon request for non-
commercial academic use.
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2 Related Work
Research on news media has applied various topic modeling ap-
proaches to identify large-scale patterns in headline and article
collections. Several studies have shown that topic models can ex-
tract coherent themes from news data across different contexts,
demonstrating their usefulness for organizing and interpreting
large corpora. For instance, one study [13] used Top2Vec to analyze
more than 100,000 COVID-19-related headlines across four coun-
tries, grouping keywords into broader topic labels that reflected
shared themes such as the economy, education, and international re-
lations. Another study [38] applied BERTopic to 16,000 headlines on
Chinese corporate bond issuers, generating interpretable groups re-
lated to economic conditions and illustrating how topic models can
reveal financial trends. Additional work [1] incorporated BERTopic
into a classification pipeline using datasets from The Guardian,
BBC, and The New York Times, showing that transformer-based
embeddings can improve classification performance for both coarse
and fine-grained tasks. Similarly, a long-term analysis of one mil-
lion Australian Broadcasting Corporation headlines [15] compared
supervised and unsupervised methods, illustrating how topic mod-
els can produce interpretable structures in multi-year collections.
Beyond these studies, BERTrend [6] extended BERTopic to detect
weak signals in evolving corpora, identifying early traces of major
events such as COVID-19 before they became mainstream topics.

Comparative studies have also examined how headline styles and
editorial conventions differ across outlets and media systems. One
study [34] analyzed British and American newspapers and found
that British tabloids tend to use more sensational or emotionally
charged language, whereas American headlines are generally more
restrained and informational. Another comparison [19] between
South Korean newspapers and The New York Times showed that
South Korean headlines relymore heavily on quotations, metaphors,
and adverbs to attract readers, while The New York Times priori-
tizes summarizing factual elements of news events. These studies
highlight consistent differences in linguistic strategies and editorial
norms across countries.

Overall, existing research demonstrates that topic modeling is
effective for analyzing large-scale news data and that media outlets
employ different stylistic and rhetorical approaches in headline
construction. However, prior studies rarely examine how topic
distributions evolve within a single country across multiple political
administrations, nor do they compare long-term patterns across
major U.S. outlets operating in the same political context. This gap
motivates the present study, which analyzes more than six million
headlines across four U.S. presidential administrations to compare
how topic salience shifts over time and across outlets.

3 Dataset
This study analyzes more than six million headlines collected from
five major U.S. news outlets: The New York Times [40], The Los
Angeles Times [39], The Wall Street Journal [43], Fox News [12],
and MSNBC [28]. These outlets were chosen based on circulation,
reputation, and data availability. According to a recent report by
the Alliance for Audited Media [22], The Wall Street Journal, The
New York Times, and The Los Angeles Times ranked first, second,
and sixth in circulation, respectively. Among broadcast outlets, Fox

Table 1: Dataset size by outlets. The first column shows the
raw dataset (full period before preprocessing). The following
columns, including the Total column, present the number of
headlines after preprocessing, split by presidential adminis-
trations. Dashes (–) indicate periods with no available data.
For Fox News, headlines are available from November 2014
onward, and MSNBC headlines from January 2012 onward.

Outlet Raw Bush Obama Trump Biden Total

NYT 2,156,490 941,703 788,246 227,998 197,962 2,155,909
LAT 1,674,433 629,712 707,413 200,500 136,497 1,674,122
WSJ 724,475 229,046 259,643 121,727 113,859 724,275
Fox 1,583,499 – 972,510 350,520 260,422 1,583,452
MSNBC 97,184 – 58,661 17,152 21,371 97,184

News has been the most-watched cable news channel, followed
by MSNBC [46]. This combination therefore provides a balanced
sample of nationally influential news organizations with accessible
archives.

The dataset covers the period between January 2001 and De-
cember 2024, corresponding to the administrations of George W.
Bush, Barack Obama, Donald Trump, and Joe Biden. This temporal
structure enables a consistent comparison of long-term changes in
media attention across political cycles and outlet types. News article
headlines were collected from the official websites of each outlet,
either through an Archive API or through publicly available archive
and sitemap pages. For The New York Times, the Archive API [41]
was used to retrieve headline and date information directly. For The
Los Angeles Times [44], The Wall Street Journal [42], MSNBC [29],
and Fox News [30], we obtained headlines by crawling their archive
or sitemap pages. All scraping and parsing were implemented using
Beautiful Soup [33], which extracts the relevant information from
HTML.

The dataset consists of headlines paired with their publication
dates. Only headlines are included, since we focus exclusively on
analyzing headlines over time. Table 1 provides an overview of the
raw dataset size by outlet for the full time frame. While the dataset
is comprehensive for most outlets, there are gaps in coverage. Fox
News provides accessible headline archives starting fromNovember
2014, which means that the George W. Bush administration and the
early years of Barack Obama’s presidency are not covered. MSNBC
data is available beginning in January 2012, which excludes the
Bush administration and the first three years of Obama’s presidency
as well. Despite these limitations, we decided to retain both outlets
in the study because of their central role in shaping the polarized
U.S. media environment.

The raw data from each outlet required cleaning and prepro-
cessing to ensure comparability across sources. The preprocessing
included removing special characters, converting all text to lower-
case, and eliminating missing entries. After preprocessing headline
data, we converted publication dates to a uniform format to allow
for consistent time-series analysis.

These preprocessing steps resulted in only minimal reductions in
dataset size. Headline counts decreased from 2,156,490 to 2,155,909
for The New York Times and from 1,674,433 to 1,674,122 for The
Los Angeles Times, while The Wall Street Journal and MSNBC
showed no reduction. Fox News decreased slightly from 1,583,499
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to 1,583,452. After preprocessing, we split the dataset by presidential
administration for each outlet. Table 1 shows the number of head-
lines after preprocessing by outlet and presidential administration,
along with the corresponding totals before and after preprocess-
ing. Presenting both versions enhances transparency regarding the
data cleaning process and clarifies the distinction between the raw
and preprocessed data. These steps were necessary to prepare the
dataset for topic modeling, which is sensitive to inconsistencies in
textual data.

The preprocessed dataset used in this study is stored in a private
HuggingFace repository. Because the headline texts originate from
external publishers, copyright restrictions prevent us from publicly
redistributing the full dataset. To support future work, as well as
reproducibility, we make the dataset available upon request for
non-commercial academic use. Researchers may contact the author
to obtain controlled access, subject to these restrictions. 1

4 Topic Analysis
This section presents the topic analysis as an integrated workflow,
where modeling decisions and empirical findings are presented
together. Starting from topic extraction using BERTopic and LLM-
based category mapping, we trace how headline topics change
over time, align across outlets, and reappear across presidential
administrations. This approach allows us to describe both how
topics are constructed and what patterns emerge from them within
one coherent framework.

4.1 Topic Modeling Approach
We employ BERTopic [17] to extract topics from the headline
dataset. BERTopic combines transformer-based embeddings with
clustering and a class-based term-weighting scheme, producing
interpretable topics that work well for short texts. We first generate
contextual embeddings using a sentence transformer model [35] to
map each headline into a dense semantic vector, which is an essen-
tial step given that headlines often omit context. These embeddings
are then reduced in dimensionality, typically using UMAP [26], to
make clustering feasible, after which semantically similar headlines
are grouped through a density-based algorithm. Topic represen-
tations are created using class-based TF–IDF (c-TF-IDF), which
emphasizes words that characterize each cluster relative to the
overall corpus. In contrast to traditional models such as LDA [4],
which rely on bag-of-words features, require a fixed number of top-
ics, and struggle with short texts, BERTopic leverages contextual
embeddings and adaptive clustering. Prior studies [9, 27] further
demonstrate its strong performance on short textual data such as
tweets and headlines, making it a suitable choice for this study.

4.2 Choice of Clustering Method
We compared K-Means and HDBSCAN [25] to select the clustering
method in BERTopic. K-Means requires a predefined number of
clusters and assigns every headline to a group, which is problem-
atic for short and unevenly distributed headline data because it
cannot filter noise and often forces unrelated items into the same

1Dataset access available at https://huggingface.co/datasets/dess-mannheim/US_
Multi_Outlet_News_Headlines2001_2024

Table 2: Number of Topics, Topic Coherence, and Topic Diver-
sity for different min_cluster_size values in The New York
Times dataset (Trump administration). This table shows how
the number of extracted topics changes depending on the
min_cluster_size parameter, along with the corresponding
topic coherence (TC) and topic diversity (TD). The bold row
indicates the parameter setting with the best TC and TD that
was selected for the analysis.

min_cluster_size Number of Topics TC TD

100 317 0.8842 0.7886
150 209 0.9006 0.8206
200 153 0.9036 0.8386
250 123 0.9110 0.8545
300 100 0.9194 0.8760
350 89 0.8954 0.8483

cluster. HDBSCAN, in contrast, determines the number of clus-
ters automatically, identifies dense semantic regions, and labels
sparse points as noise, making it more suitable for short-text cor-
pora where topic sizes vary and some headlines may not belong to
any coherent topic. To evaluate both methods, we computed topic
coherence using NPMI [5] and topic diversity [11], allowing us to
assess semantic interpretability and lexical coverage jointly. Across
all outlets, HDBSCAN consistently achieved higher coherence and
diversity than K-Means, with only marginal exceptions, while also
providing the added benefit of noise filtering. Based on these results,
we adopted HDBSCAN as the clustering method for the analysis.

4.3 Parameter Tuning
After selecting HDBSCAN as the clustering method, the next step
was to tune the min_cluster_size parameter, which controls the
minimum number of headlines required to form a topic. Smaller
values produce many fine-grained clusters, whereas larger values
merge smaller groups into broader topics. Since default BERTopic
settings can generate excessively fragmented structures in large
corpora [23], our initial runs created more than 1,900 topics per
outlet, indicating that parameter adjustments were necessary. We
aimed for approximately 100–150 topics per dataset to balance
interpretability and granularity, and conducted parameter experi-
ments on the Trump-period data for each outlet, as these datasets
were representative in size and structure. For each tested value, we
recorded the number of topics and evaluated topic coherence using
NPMI [5] and topic diversity following the approach of [11].

Table 2 shows that increasing min_cluster_size generally im-
proved both coherence and diversity, although excessively large
values reduced the number of topics too strongly and occasionally
lowered quality. A value of 300 achieved a balanced outcome by
producing around one hundred topics with stable coherence and
diversity scores. Using the same procedure, we selected the corre-
sponding parameter values for the remaining outlets and scaled
them for other administrations according to dataset size to maintain
consistency over time.
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4.4 Finding Topics
We fit a BERTopic model separately for each outlet and each of the
four presidential administrations, resulting in 18 models in total.
Each model generated a set of fine-grained clusters characterized by
top keywords, representative documents, and a topic label derived
through class-based TF–IDF. Headlines assigned to topic -1 repre-
sent noise points that do not belong to any stable cluster. Because
outlets differ substantially in editorial style, article volume, and
publication rhythm, the number and granularity of clusters also
varied across outlets. An example illustrating the structure of the
extracted topics, including representative keywords and sample
headlines, is provided in Table 3.

4.5 Category Mapping with a Large Language
Model

Because BERTopic produced fine-grained topics that differ across
outlets, an additional mapping step was required to enable cross
outlet and temporal comparisons. Topics were therefore grouped
into a unified set of eleven broad categories: Domestic Politics,
International, Economy, Environment, Social Issues, Lifestyle, En-
tertainment, Sports, Technology, Health, and Other. This category
framework captures the main domains of coverage shared across all
five outlets and provides a consistent basis for long-term analysis.

For the mapping task, we used the LLaMA-3.3-70B-Instruct
model developed by Meta [16]. We use the model to classify each
topic keyword description provided by BERTopic into one of the
predefined categories, allowing the large number of fine-grained
clusters to be consolidated into a uniform analytical framework.
The full prompt is included in Appendix A.1.

To validate the correctness of the LLM-generated labels, two
independent human annotators annotated a subset of topics and
compared these annotations with the model’s output using Cohen’s
Kappa [10, 24]. The annotated subset was drawn from the Trump
administration period and included category assignments from all
five outlets. Specifically, 108 instances were sampled from both The
New York Times and The Los Angeles Times, 115 from the Wall
Street Journal, 123 from Fox News, and 116 from MSNBC, resulting
in a total of 570 manually annotated instances. The subset was
constructed to ensure a balanced representation across outlets. In
addition, the agreement between the human annotators was as-
sessed, yielding Cohen’s Kappa values in the range of approximately
0.71 to 0.74, which corresponds to substantial agreement according
to commonly used interpretation guidelines [24]. Across outlets,
the Kappa values for the comparison between LLM-generated labels
and manual annotations ranged from approximately 0.72 to 0.93,
corresponding to substantial to almost perfect agreement. These re-
sults indicate that the LLM-generated categorization aligned closely
with human judgment and provided a consistent foundation for the
subsequent analyses.

Table 4 in the Appendix shows an example of how topics were
mapped into broader categories by the LLM. This table builds on
the BERTopic summary (Table 3) by adding two additional columns,
LLM Category and Manual Category. The LLM-based categories
provide a consistent framework for grouping semantically related
topics, which was necessary for further comparative analysis across
outlets and presidential terms.

We define our scope to be political, social, and economic head-
lines for our further analysis. Therefore, we drop all headlines
categorized as Lifestyle, Entertainment, Sports, and Other by the
LLM to reduce noise in our analysis. Consequently, we focus on the
following topics: Domestic Politics, International, Economy, Envi-
ronment, Social Issues, Technology, and Health. As a result of this
process, we filtered the topics to retain only those related to political,
economic, and social developments, excluding out-of-scope cate-
gories. This step reduced the original collection of approximately
6.2 million headlines to about 1.9 million that were relevant for
the analysis. The resulting dataset sizes across outlets are roughly
611,000 headlines remaining for The New York Times, 380,000 for
The Los Angeles Times, 324,000 for TheWall Street Journal, 561,000
for Fox News, and 21,000 for MSNBC. Despite these differences, the
filtering procedure produced a coherent subset of headlines focused
on substantive issues, forming the basis for the topic trend analysis
presented in the next section.

4.6 Topic Trend Analysis
After obtaining the final headline dataset by filtering out categories
not relevant to the research scope, we analyzed the remaining topics
over time to examine how attention shifts across presidencies and
outlets. To do this, we calculated normalized frequencies of topic
categories. Headline counts are aggregated by month and divided
by the total number of headlines in the same period to control for
differences in overall coverage volume. This produces a time series
of relative topic frequencies for each outlet.

The topic trend graphs in Figure 1 present the normalized fre-
quency of categories over time for each outlet, with vertical lines
marking major political and social events between 2001 and 2024.
These events include public health crises, international conflicts,
and financial crises, selected from established chronologies such
as the Council on Foreign Relations [20] and year-in-review sum-
maries from The New York Times and Sky News [2, 18]. We then
compared these events with shifts in headline frequencies to ex-
amine whether each outlet’s topic distribution responded to de-
velopments of national or global significance. Some events align
clearly with visible peaks in the data, such as the 9/11 attacks, the
global financial crisis, and the COVID-19 outbreak, while others
generate weaker responses. These weaker reactions are informative
as well, since they indicate that major events do not attract uniform
attention across outlets. We did not apply a fixed threshold but
instead used relative changes within each outlet and presidency as
a guideline.

Across outlets, distinct long-term patterns emerge (Figure 1). The
New York Times shows consistently strong international coverage,
with pronounced peaks during the Iraq War (2003) and the Rus-
sia–Ukraine conflict (2014 and 2022). Health coverage rises sharply
in 2020 due to the COVID-19 outbreak. Domestic politics expands
notably during the Trump administration, especially around elec-
tions and impeachment proceedings, and tends to rise toward the
end of each presidential term, likely reflecting increasing attention
to electoral cycles and transitions.

In The Los Angeles Times, domestic politics and health are the
most visible categories. COVID-19 produces the clearest spike in
health coverage, while international topics rise during major global
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Figure 1: Topic trends in U.S. media outlets (2001–2024). Nor-
malized frequency of topic categories over time across five
major outlets (top to bottom: NYT, LAT, WSJ, Fox News,
MSNBC). Vertical lines mark major events.

crises such as the Russia–Ukraine conflict and the Israel-HamasWar.
Domestic politics peaks during the Obama years, corresponding to
extensive coverage of electoral and legislative debates.

Economic coverage is most prominent in TheWall Street Journal,
where economy and international topics together make up roughly

70-80% of the dataset across all administrations. The 2008 global
financial crisis created the strongest spike, confirming the outlet’s
distinct emphasis on financial coverage. International issues also
appear prominently, while domestic politics remained relatively
limited in the early 2000s but became more visible from the 2010s
onward.

Fox News shows consistently high levels of domestic political
coverage, with domestic politics accounting for more than 40% of
headlines throughout the entire period, except when there aremajor
events. During major events, such as the COVID-19 pandemic or
the Russia–Ukraine war, coverage of the corresponding categories
increases, while the relative share of domestic politics temporarily
declines.

MSNBC displays a distinct pattern compared to other outlets.
Domestic politics dominates coverage to an exceptional degree,
accounting for roughly 50-90% of headlines across administrations.
Although international and health topics respond to major events,
these reactions are comparatively small and do not produce the
pronounced spikes observed in other outlets.

While broadcast outlets like Fox News and MSNBC consistently
prioritize domestic politics, legacy newspapers typically maintain a
broader scope with more diverse topics or a more specialized focus,
as in the case of The Wall Street Journal’s emphasis on the econ-
omy. However, when comparing the early 2000s with more recent
years, our long-term analysis indicates a shift visible across outlets.
During the Bush administration and the early Obama years, topic
distributions in newspapers were relatively diverse, with no single
category dominating coverage. Over time, this balance changes.
Domestic politics topics account for an increasingly large share of
headlines in legacy newspapers, such as The New York Times, The
Los Angeles Times, and even The Wall Street Journal. As a result,
topic distributions among legacy newspapers become more similar
over time, reducing the distinct profiles observed in the early 2000s.
In the later years, the distributions observed in newspapers also
resemble those of broadcast outlets more closely, particularly in
their strong emphasis on Domestic politics.

At the same time, the trend graphs reveal a second structural
change in how outlets respond to major events. In the early 2000s,
even large-scale events such as 9/11 or the Iraq War were asso-
ciated with moderate increases rather than sharp spikes in topic
frequencies. In contrast, recent crises, most notably the COVID-19
pandemic and the Russia-Ukraine war, produce strong and highly
synchronized spikes across outlets in the corresponding categories.
These events temporarily narrow topic diversity and amplify shared
patterns of coverage. Taken together, these patterns suggest that
U.S. news outlets have not only become more aligned in their base-
line topic focus over time, but also increasingly respond to major
global events in a coordinated manner.

4.7 Comparative Analysis
To complement the trend analysis, we compare outlets directly by
examining how similar or different their topic distributions are. We
computed Pearson correlations of normalized category frequencies
and evaluated similarity from two perspectives: overall alignment
within each presidential administration and category-specific align-
ment within individual terms. These two views together illustrate
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(a) Bush (b) Obama

(c) Trump (d) Biden

Figure 2: Correlation of topic distributions across outlets
by presidential administration. Each panel shows pairwise
correlations of topic category distributions between outlets
during different presidential terms, arranged chronologically
from (a) Bush to (d) Biden administrations. Overall, corre-
lations increase from the Bush to the Biden administration,
indicating stronger synchronization in topic salience over
time, while some outlet pairs remain less aligned.

both broad and issue-specific patterns of convergence and diver-
gence across outlets.

Correlation per Presidential Term
Figure 2 presents the correlations of topic distributions across all

four presidential administrations. Under the Bush administration,
correlations were generally weak or even negative, indicating that
coverage priorities diverged significantly during this period.

During Obama’s term, clearer structures emerge. The New York
Times and The Los Angeles Times show consistently high similarity,
while The Wall Street Journal diverges, and the two broadcast
outlets display moderate overlap. Under Trump, broadcast media
remain moderately aligned with one another, but The New York
Times and The Los Angeles Times move apart, showing weaker
correlations compared to the Obama years.

In contrast, the Biden administration shows much stronger align-
ment across outlets overall. Most outlet pairs reach positive and
higher correlation values, and Fox News and MSNBC, in particular,
display almost perfect correlation, reflecting their shared emphasis
on domestic politics. At the same time, The Wall Street Journal
continues to diverge across all administrations, maintaining lower
correlations due to its strong focus on economy and international
coverage.

These results suggest that synchronized movements in topic
salience have becomemore pronounced over time, especially among

(a) Category ‘Health’ (b) Category ‘Domestic Politics’

Figure 3: Correlation of topic distributions across outlets for
selected categories. Each panel shows pairwise correlations
of topic category distributions between outlets. (a) shows
‘Health’ and (b) shows ‘Domestic Politics’. Correlations are
uniformly high in the Health category, reflecting synchro-
nized responses to major crises, whereas the Domestic Poli-
tics category shows more fragmented patterns across outlets.
See Appendix Figure 7 for additional categories.

broadcast outlets, while The Wall Street Journal has remained rela-
tively distinct across presidencies. This pattern mirrors the topic
trend analysis, where outlets display increasingly synchronized
changes in category salience in later years compared to the early
2000s.

Correlation per Category
The correlation was also calculated at the category level to as-

sess whether outlets covered the same topic. Figure 3(a) shows
that in the Health category, correlations are uniformly high across
outlets. This pattern is consistent with the expectation that health
became a shared priority during the COVID-19 outbreak, regard-
less of the outlets. Peaks in health coverage during 2020 and 2021
were reflected across all outlets, producing strong alignment in this
category.

By contrast, Figure 3(b) presents a different picture for Domestic
Politics. Here, correlations vary widely. The New York Times, The
Los Angeles Times, and The Wall Street Journal show moderate to
high similarity with one another, but correlations with Fox News
and MSNBC are notably weaker. This pattern reflects the outlet-
level topic distributions observed in the trend analysis, where legacy
newspapers exhibit broadly similar dynamics in domestic political
coverage, distinct from those of broadcast outlets.

Additional categories show more mixed outcomes (see Appen-
dix Figure 7). In the Economy category, strong correlations appear
between The Los Angeles Times and The Wall Street Journal. How-
ever, the rest of the outlets show weaker alignment in this category.
In the Environment category, correlations are low overall, reflect-
ing the relatively modest and uneven coverage of environmental
issues across the media. Correlations for the International issues are
moderate across most outlets, with The Los Angeles Times and The
Wall Street Journal more closely aligned, while The Los Angeles
Times share negative correlation with Fox News and MSNBC.

In summary, these results show that strong correlations emerge
primarily in categories tied to major global crises, such as Health
during the COVID-19 pandemic, while more fragmented or specific
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patterns appear across outlets in areas like domestic politics or the
environment. Results for other categories are included in Appen-
dix 7.

The topic trend graphs and correlation analysis provide com-
plementary perspectives. The individual trend graphs show which
categories dominated at different points in time and how their
prominence shifted across presidential administrations. The corre-
lation analysis complements this by quantifying the extent to which
outlets aligned or diverged, both across full terms and within spe-
cific categories. In combination, the two analyses point to increas-
ing synchronization in topic salience over time and coordinated
responses during major events, alongside persistent differences in
outlet-level emphases.

4.8 Distributional Similarity Analysis
While the correlation analysis captures whether outlets move to-
gether over time, it does not directly measure how similar their
overall topic distributions are. Correlation reflects synchronized
changes and may increase when outlets respond simultaneously
to major events. In addition, because topic shares are normalized
to sum to one, large shifts in a single category can mechanically
affect the relative shares of others, potentially amplifying apparent
similarities.

To assess similarity more directly, we therefore compute the first-
order Wasserstein distance between outlet-level topic distributions.
This measure compares the overall allocation of attention across
topics and is less driven by short-term spikes or common shocks.
It allows us to evaluate whether outlets become structurally more
similar in their topic composition over time, beyond synchronized
reactions to major events.

Figure 4 presents the pairwise Wasserstein distances across pres-
idential administrations. Lower values indicate greater similarity
in distributional structure, whereas higher values reflect stronger
divergence in topic emphasis.

Under the Bush administration, structural divergence is com-
paratively high. The distance between The New York Times and
The Wall Street Journal is approximately 1.5, indicating substantial
differences in their overall topic composition. Even the closest pair
during this period, The Los Angeles Times and The Wall Street
Journal, shows a distance of roughly 0.74, suggesting that outlet-
level agendas were more differentiated in the early 2000s than in
later administrations.

Under Obama, overall distances decline noticeably. The distance
between The New York Times and The Los Angeles Times falls
to about 0.28, indicating strong structural similarity between the
two legacy newspapers. At the same time, MSNBC maintains com-
paratively high distances from most other outlets, frequently ex-
ceeding 0.8 and reaching values around 1.3. This pattern suggests
that, although some outlets moved closer together in their topic
distributions, structural differentiation persisted for outlets such as
MSNBC.

During the Trump administration, structural distances increase
moderately compared to the Obama period. While legacy newspa-
pers remain relatively close, with the distance between The New

(a) Bush (b) Obama

(c) Trump (d) Biden

Figure 4: Pairwise Wasserstein distances between outlets by
presidential administration. Each panel displays the distribu-
tional distance between outlet-level topic category profiles
within a given term. Lower values indicate greater structural
similarity, while higher values reflect stronger differences in
overall topic emphasis. Panels are arranged chronologically
from (a) Bush to (d) Biden administrations.

York Times and The Los Angeles Times around 0.44, MSNBC ex-
hibits substantial divergence from nearly all other outlets. In several
pairwise comparisons, distances rise to between 1.4 and 1.5.

Under Biden, we observe the lowest overall mean Wasserstein
distance across all administrations, with the average distance across
outlet pairs falling to approximately 0.78. Legacy newspapers con-
tinue to display strong structural similarity, as reflected in a distance
of roughly 0.33 between The New York Times and The Los Angeles
Times. Distances among the three major newspapers remain mod-
erate, typically around 0.6. However, MSNBC still shows relatively
high distances from legacy outlets, generally between 1.1 and 1.2.

Figure 5 summarizes these patterns by presenting the mean
Wasserstein distance for each presidential term. The blue line shows
distances computed using all months, while the orange line excludes
the COVID-19 peak period. Structural divergence is highest un-
der Bush, where the average pairwise distance slightly exceeds
1.0 in both specifications. It declines substantially under Obama
to just above 0.8, increases moderately during Trump’s term to
just under 0.9, and reaches its lowest level under Biden, falling
below 0.8 when all months are included and further decreasing
when COVID-related peaks are excluded. Although the trajectory
is not strictly monotonic, both lines display an overall reduction
in structural divergence compared to the early 2000s. Importantly,
excluding the COVID-19 period does not alter the overall pattern
across administrations.

To illustrate this effect at the outlet-pair level, Figure 6 presents
the Biden administration heatmapswith andwithout COVID-related
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Figure 5:Mean pairwiseWasserstein distance between outlets
across presidential administrations. The blue line represents
distances computed using all months, while the orange line
excludes the COVID-19 peak period. Lower values indicate
greater similarity in overall topic distributions.

(a) All Months (b) Excluding COVID

Figure 6: PairwiseWasserstein distances between outlets dur-
ing the Biden administration. (a) displays distances computed
using all available months, whereas (b) excludes COVID-19
peak months. The overall structural configuration of outlet-
level similarities remains largely consistent across specifica-
tions.

months. Although removing the pandemic period slightly reduces
overall distances, the structural configuration remains stable.MSNBC
continues to exhibit comparatively high distances from legacy news-
papers, while The New York Times and The Los Angeles Times
remain the most similar pair. This comparison confirms that the
observed structural patterns are not solely driven by crisis-induced
spikes.

Taken together, the distributional analysis strengthens the in-
terpretation of the correlation results. Pearson correlations show
increasing synchronization in topic salience over time, particularly
during major political crises. At the same time, Wasserstein dis-
tances indicate that overall distributional distances between news-
papers decrease across presidential administrations. This pattern
suggests that alignment is not limited to short-term synchroniza-
tion but is also reflected in a gradual shift toward more similar topic

allocations, especially among legacy newspapers. While outlets
such as MSNBC retain differentiated structural profiles, the overall
trajectory points to increasing alignment in core political attention
across newspapers.

5 Discussion
This section interprets the findings presented in the previous sec-
tion and discusses their broader implications. While the previous
chapter focused on describing patterns in topic distributions and
measures of alignment across outlets, this chapter outlines the main
contributions of the study, acknowledges limitations, and suggests
directions for future research.

5.1 Contributions and Findings
This study offers several contributions to understanding long-term
patterns in U.S. news coverage. First, it analyzes more than two
decades of headlines across four presidential administrations, pro-
viding a longitudinal perspective that extends beyond event-focused
or election-specific studies. By structuring the analysis around pres-
idential terms, the study links shifts in topic attention to broader
political cycles and institutional contexts.

Second, the study introduces an integratedmethodological frame-
work that combines transformer-based topic modeling with LLM-
based category mapping. Topic extraction, clustering, and category
assignment were validated using quantitative measures, including
topic coherence, topic diversity, and Cohen’s Kappa. This pipeline
enables consistent comparisons across outlets and administrations
while remaining suitable for large-scale headline data.

The results reveal clear outlet-level differences in baseline topic
distributions. Legacy newspapers such as The New York Times
and The Los Angeles Times allocate attention across domestic
politics, international issues, and major social issues, while The
Wall Street Journal maintains a distinct emphasis on economic and
international coverage. In contrast, broadcast outlets consistently
devote the largest share of headlines to domestic politics.

At the same time, the analysis uncovers two broader structural
patterns that extend beyond outlet-specific baselines. The first con-
cerns a long-term shift toward greater alignment in topic distribu-
tions. While topic attention in the early 2000s was relatively diverse,
with no single category dominating newspaper coverage, domestic
politics accounts for an increasingly large share of headlines in later
years. This shift is visible not only in The New York Times and The
Los Angeles Times but also in The Wall Street Journal, whose topic
distribution moves closer to that of other outlets in certain periods
while remaining structurally distinct in others. Correlation results
reinforce this pattern: similarity across outlets is lowest during the
Bush administration and increases overall across subsequent presi-
dencies, reaching its highest levels during the Biden administration.
Importantly, this growing alignment extends beyond synchronized
movements during crises. Distributional distance measures show
that structural distances between newspapers decrease over time,
indicating that topic allocations themselves have become more sim-
ilar across traditional outlets. Taken together, the topic trends, cor-
relation results, and distributional distance measures consistently
point to increasing alignment in core political attention across

416



Long-Term Topic Dynamics in U.S. News Coverage WebSci ’26, May 26–29, 2026, Braunschweig, Germany

newspapers, even though complete structural convergence is not
observed.

This convergence cannot be fully explained by outlet-specific
factors alone. While changes at The Wall Street Journal can be
attributed to its acquisition by Rupert Murdoch in 2007 [3], our
data reveal similar trends across The New York Times and The Los
Angeles Times. As argued by Usher [45], the pivot to online revenue
models compels legacy newspapers to cater to their primary paying
demographic—wealthy and white audiences-driving the focus to-
ward domestic and international politics. Our results are consistent
with this account, suggesting that economic pressures in the digital
news markets have contributed to the observed homogenization of
topic distributions.

A second structural pattern concerns how news outlets react to
major events. Compared to the early 2000s, recent crises are charac-
terized by much stronger and more synchronized shifts in coverage.
Events such as the COVID-19 pandemic and the Russia–Ukraine
war show a strong spike, whereas earlier events were absorbed into
a more stable and diverse agenda. This change suggests that con-
temporary crises increasingly dominate the news cycle, narrowing
the range of salient topics and aligning coverage across competing
media organizations.

This shift aligns with the concept of media storms, which de-
scribe sudden and intense surges in media attention that crowd out
alternative topics [7]. Prior research [21] argues that during such
periods, inter-media imitation intensifies and gatekeeping thresh-
olds are lowered, leading competing outlets to converge rapidly on
the same issues. From this perspective, recent global crises function
as systemic shocks that amplify shared coverage patterns across
the media landscape. Our findings suggest that these storm-like
dynamics have become more pronounced over time, reinforcing
both short-term synchronization across outlets.

Beyond identifying temporal synchronization, the study also
distinguishes between synchronized movements and structural
similarity in topic distributions. By combining correlation analysis
with distributional distance measures, we show that increased co-
movement during major events does not necessarily imply full
structural convergence across outlets. However, apart from outlets
such as MSNBC, we still see an overall trend toward distributional
alignment between the traditional outlets.

Overall, the results show that long-term changes in U.S. news
coverage are shaped by both structural forces and political context.
Legacy newspapers and broadcast outlets retain different baseline
emphases, but structural distances between traditional newspapers
have narrowed over time, particularly in their responses to major
events. At the same time, major global events increasingly trigger
coordinated responses across outlets, producing strong and syn-
chronized shifts in headline agendas. Together, these patterns point
to a media environment in which topic attention has become more
concentrated around core political issues, and coverage has become
more aligned in its responses to major events.

5.2 Limitations
This study has several limitations that need to be considered when
interpreting the results. They relate to the dataset, the nature of

headlines, and methodological choices, and they help clarify what
the findings can and cannot show.

A first limitation concerns the dataset. The number of headlines
differs substantially across outlets, with MSNBC containing only
about 51,000 filtered headlines compared to several hundred thou-
sand for the newspapers. This imbalance makes MSNBC trends
more unstable, and its data only begins in 2012, limiting long-term
comparison. Fox News lacks coverage before 2014 for similar rea-
sons. These gaps reflect differences in media type: newspapers
maintain systematic digital archives, while broadcast outlets focus
on live programming, resulting in shorter and less complete written-
article datasets. The selection of outlets also limits the generaliz-
ability of the results, as regional papers, digital-native platforms,
and additional broadcasters may follow different patterns.

The set of annotated events in the topic trend graphs introduces
another constraint. Wemarked major events such as 9/11, the global
financial crisis, and COVID-19 [8, 31, 32], but many politically or
socially significant developments are not included. Some peaks in
the data do not align with annotated events, and some important
events do not produce visible changes in the dataset.

Headlines themselves also impose limitations. They are short,
condensed summaries designed to capture attention rather than
convey full narrative framing. Some headlines are direct quotations,
meaning the sentiment or wording reflects the speaker rather than
the outlet. Headlines may also exaggerate or simplify complex
stories. Thus, the tone of a headline cannot be equated directly with
an outlet’s editorial stance, even though headlines play a key role
in shaping initial public perception.

Methodological choices introduce further constraints. Mapping
many BERTopic clusters into twelve broad categories was neces-
sary for comparability but reduces granularity; within categories
such as “Health”, outlets may emphasize different issues that are
no longer distinguishable after aggregation. This aggregation may
obscure within-category differences that remain visible at the fine-
grained topic level. The embedding model used in BERTopic relies
on SBERT [35], trained on data predating recent developments.
Newly emerged terms—such as COVID-19 vocabulary—are han-
dled via subword decomposition but may not be fully represented
semantically, which could affect clustering quality for more recent
topics. Topic modeling also depends on parameters such as mini-
mum cluster size and the specific embedding model, meaning that
different choices could yield different topic structures.

Despite these limitations, the study provides meaningful insights.
Headlines are often the first—and sometimes only—part of news
content that readers encounter, and the patterns observed here show
how topic visibility shifts with political cycles and how outlets differ
in their long-term agenda. Combining large-scale data, cross-outlet
comparison, and consistent methodological validation allows the
study to contribute to understanding the dynamics of U.S. media
coverage.

5.3 Future Work
Several directions emerge for future research. Expanding the dataset
to include additional outlets—such as CNN, Politico, digital-native
platforms, or regional newspapers—would broaden coverage and
allow for finer-grained comparisons. Extending archival coverage
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for broadcast outlets would help reduce data imbalance and permit
full-period comparison across media types.

Methodological extensions could also improve analysis. Apply-
ing hierarchical or multi-level topic models may capture both broad
themes and more specific subtopics. Alternative embedding models
or parameter robustness checks would help assess the stability of
clustering results. Incorporating full-text articles would enable com-
parisons between headline-level coverage and article-level framing.

Future work could also investigate audience responses. Because
headlines shape first impressions, linking topic dynamics to mea-
sures of engagement—such as impressions, click-through rates, or
sharing activity—could clarify how shifts in coverage influence
public attention.

Beyond these extensions, the dataset itself enables a wide range
of future studies. Researchers could use the data to examine senti-
ment dynamics, framing strategies, or polarization across outlets
and political periods. In addition, although this study focused on
political, social, and economic categories, the dataset also includes
topics such as lifestyle, entertainment, and sports, which enable
alternative analyses of cultural, leisure, and soft news coverage.
The longitudinal scope of the dataset further makes it suitable for
comparative studies across countries or media systems. Finally,
extending the analysis beyond the United States would allow for
cross-national comparisons, helping to assess whether the patterns
identified here reflect broader global trends or features specific to
the U.S. media system.
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A Appendix
A.1 Full Prompt for Category Mapping
The category mapping was performed using the LLaMA-3.3-70B-
Instruct model [16] accessed via an OpenAI-compatible API [37].
To ensure deterministic and reproducible outputs, decoding was
conducted with the temperature parameter set to 0. The maximum
number of generated tokens was limited to 512. No additional sam-
pling parameters were explicitly specified, and default API settings
were used.

Full Prompt:

You are a media analyst specializing in topic classification.

Below is a list of news topics extracted via topic modeling. Each
topic includes a set of keywords and a word representation.

Your task is to assign each topic to **one** of the following higher-
level categories: ["Domestic Politics", "International", "Economy",
"Environment", "Social Issues", "Lifestyle", "Entertainment", "Sports",
"Technology", "Health", "Other"]

Only return the name of the selected category for each topic.
Format your response as a numbered list.

Very important:
- Return ONLY the category name for each topic
- Format your response as a numbered list with no extra explanation
- You MUST return exactly one category per topic. Do not skip any

Example: 1. Economy 2. Health 3. Other ...

The above prompt ensured standardized outputs that could be di-
rectly processed in the subsequent analysis pipeline. The clear
instructions and constraints helped maintain consistency across
different topic classification tasks.

A.2 Additional Correlation Results by Category
In addition to the Health and Domestic Politics categories shown in
Figure 3, we also computed correlations for five further categories.
These supplementary results are displayed in Figure 7.

(a) Economy (b) Environment

(c) International (d) Social Issues

(e) Technology

Figure 7: Correlation of topic distributions across outlets by
additional categories. Each panel shows pairwise correlations
of topic category distributions between outlets. (a) Economy,
(b) Environment, (c) International, (d) Social Issues, (e) Tech-
nology.
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Table 3: Example of BERTopic summary (The New York Times, Trump administration). This table shows a subset of topics
extracted by BERTopic. Each row lists the topic ID (Topic), the number of headlines (Count), the automatically generated label
(Name), and the top keywords that characterize the topic (Representation). The last column provides one sample example
headline (Representative_Docs) for each topic, illustrating how the cluster is formed. Topic -1 refers to headlines that could not
be assigned to a specific cluster and are treated as outliers.

Topic Count Name Representation Representative_Docs

-1 107,945 -1_to_the_in_of to, the, in, of, and, for, this, new, is, on what to see in new york art galleries this week...
0 5,772 0_food_restaurant_recipes_wine food, restaurant, recipes, wine, dinner, chef, chicken our favorite restaurants in recipes...
1 5,705 1_police_shooting_gun_man police, shooting, gun, man, officer, murder, charged four houston police officers are fired over fatal shooting...
2 5,107 2_dies_at_dead_who dies, at, dead, who, 88, 89, 92, 91, 87, 90 art paul art director who gave playboy its look dies at 93...
3 4,979 3_trump_trumps_democrats_donald trump, trumps, democrats, donald, republicans, election why democrats should work with trump...
4 3,747 4_michael_matthew_daniel_andrew michael, matthew, daniel, andrew, sarah, david, benjamin alexandra crall benjamin williams...
5 3,334 5_fed_dealbook_stock_stocks fed, dealbook, stock, stocks, economy, market, investors dealbook briefing could the trade war spread to wall street...
6 2,965 6_briefing_your_evening_wednesday briefing, your, evening, wednesday, thursday, tuesday trump north korea nba your wednesday evening briefing...
7 2,868 7_art_museum_artist_artists art, museum, artist, artists, museums, painting, auction best art of 2017...
8 2,621 8_yankees_mets_baseball_astros yankees, mets, baseball, astros, sox, dodgers, series yankees beat the mets with a strong start from ...
9 2,568 9_border_immigration_migrant border, immigration, migrant, migrants, wall, refugees what border agents say they want its not a wall...
10 2,559 10_coronavirus_virus_cases_positive coronavirus, virus, cases, positive, briefing, testing us coronavirus cases top 6 million...
11 2,204 11_dog_dogs_birds_animals dog, dogs, birds, animals, cat, cats, bird, species the house the dog found...
12 1,956 12_china_chinese_chinas_trade china, chinese, chinas, trade, us, tariffs, beijing china and us to continue trade talks next week...
13 1,945 13_college_schools_school_students college, schools, school, students, teachers, admissions students might have to take college admissions tests at home...
14 1,740 14_venezuela_brazil_venezuelas venezuela, brazil, venezuelas, mexico, brazils, maduro us places new sanctions on venezuela day after election...

Table 4: Example of topic categorization with LLM and manual annotations (The New York Times, Trump administration).
This table extends the BERTopic summary by adding three columns: LLM Category, which shows the category assigned
automatically by the language model, Manual Category 1 and 2, which reflect the manual annotations from two independent
human annotators used for validation. Differences between the columns indicate cases where the LLM categorization did not
fully align with manual categorization.

Name LLM Category Manual Category 1 Manual Category 2

-1_to_the_in_of Other Other Other
0_food_restaurant_recipes_wine Lifestyle Lifestyle Lifestyle
1_police_shooting_gun_man Domestic Politics Social Issues Social Issues
2_dies_at_dead_who Other Other Other
3_trump_trumps_democrats_donald Domestic Politics Domestic Politics Domestic Politics
4_michael_matthew_daniel_andrew Other Other Other
5_fed_dealbook_stock_stocks International Economy Economy
6_briefing_your_evening_wednesday Entertainment Other International
7_art_museum_artist_artists Entertainment Entertainment Lifestyle
8_yankees_mets_baseball_astros Sports Sports Sports
9_border_immigration_migrant Domestic Politics Social Issues Domestic Politics
10_coronavirus_virus_cases_positive Health Health Health
11_dog_dogs_birds_animals Lifestyle Lifestyle Other
12_china_chinese_chinas_trade International International International
13_college_schools_school_students Social Issues Social Issues Domestic Politics
14_venezuela_brazil_venezuelas International International International
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