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Abstract

Synergy effects are taken to occur if equally well-informed and com-
petent people agree, or nearly agree, that a certain proposition is true
(or that it is false); these people should then take their agreement
as confirmation that their reasoning has been correct and adopt an
even greater (or lower) credence towards the issue under debate. Thus
understood, synergy effects appear to occur quite frequently.

The paper argues that a necessary condition for synergy effects to
occur is that we cannot take our evidence at face value. This might
happen either because we should be epistemically cautious in cases of
presumed asymmetrical proneness to error (cases in which the relevant
evidence supports either credence 1 or credence 0 towards the propo-
sition at issue are the prime examples hereof); or because background
information rules out the option supported by our remaining evidence.

This result preserves the intuitive appeal of considerations on syn-
ergy but significantly restricts their scope. It thereby also reconciles
considerations on synergy with a natural interpretation of conciliatory
views on peer disagreement.
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1 Introduction

So-called synergy effects are said to occur whenever people whose epistemic
position with regard to some proposition is equally (or nearly equally) good
agree (or nearly agree) on the truth value of that proposition. Then, it is said,
those people should take their (near) agreement as a confirmation that their
reasoning has been correct. In other words, they should be more confident
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than before that what they think about the truth value of the proposition in
question is right.

I will argue that synergy effects are less prevalent than it has been as-
sumed in the literature. More specifically, I will point to a hitherto overlooked
necessary condition for the occurrence of synergy effects. This condition is of-
ten not satisfied in exchanges about, for instance, political, philosophical, or
everyday issues. The reason is that, in such exchanges, agreement primarily
affects our degrees of justification rather than our degrees of belief.

My result will be welcome for those who favour a fairly natural interpreta-
tion of so-called conciliatory views that is incompatible with the occurrence
of synergy effects. The reason is that synergy effects, rightly understood,
concern only a restricted range of cases, and thus only rarely get in the way
of such an interpretation of conciliatory views.

The structure of my paper is as follows: first I will explain what concil-
iatory views and synergy effects are and why they may appear to be incom-
patible (Section 2). Then I will point to the hitherto overlooked necessary
condition that must be satisfied for synergy effects to occur. More specif-
ically, I will first state a condition that is instructive but in a subtle way
wrong (Section 3), and then modify it so that it becomes correct (Section 4).
Finally, I will discuss consequences and generalizations of my account (Sec-
tion 5).

2 Conciliatory Views and Synergy Effects

Assume that the two of us calculate the product of 84 and 53. My result
is 4,352, and yours is 4,452. Assume further that we both know from past
experience that we are equally good and fairly reliable at doing such cal-
culations in our heads. What should I then believe about the right result
when you tell me about yours? The answer seems obvious: I should lower
my confidence in my result and consider it a serious option that yours is cor-
rect. This should bring me to recalculate, at least if [ am truly interested in
getting the correct result. I would appear stubborn and epistemically unwise
if I remained unshaken by our disagreement and stayed as confident in my
result as I had been before learning about yours. (And the same holds for
you.)

According to conciliatory views on peer disagreement, this reasoning gen-
eralizes: when disagreeing with an epistemic peer about some subject matter,
one should give the opinion of one’s peer some weight as well. Roughly, one’s
epistemic peers concerning a specific subject matter are those who are as



competent and well-informed concerning that subject matter as oneself is.!
So if the two of us disagree not only about what the product of 84 and 53 is,
but also about whether compatibilism regarding free will is correct, whether
the state should lower taxes, whether our new boss will turn out to be kind
or to be cold-hearted, or whether the sun will shine tomorrow, and if we are
peers about these matters as well, we should — rather than ignoring the view
of the other person and stick to our own — reconsider and revise our view
in the light of the other person’s opinion. How much weight should we give
the other person’s view? At least a tiny bit, maybe more. Maybe we should
even go halfway and give our peer’s opinions the same weight we give our
own. This is what the Fqual Weight View recommends, the most important
special case of a conciliatory view.

If we adopt, for simplicity’s sake, talk about credences, or degrees of be-
lief,2 a natural interpretation of conciliatory views is that we should adopt
as our new credence one that is somewhere in between the original credences
of the peers. Let us call such an interpretation strong conciliationism. Ac-
cording to a certain strong version of the Equal Weight View, we should split
the difference, that is, we should, in case of a peer disagreement, adopt as
our new credence the arithmetic mean of the original credences of the peers
(Matheson 2014, 320; 2015, 83).3

Not everyone would agree that conciliatory views require one to revise
one’s original credence towards one’s peers’ credences. After all, giving at
least some weight to one’s peers’ opinions is what arguably lies at these
views’ root (and giving equal weight to the credences of all peers is what
lies at the root of the Equal Weight View), and this does not entail moving
one’s credence towards one’s peers’ credences (Christensen 2009, 759; 2011, 3
fn. 3; Easwaran et al. 2016, 10). Let us call an interpretation of conciliatory
views that does not require us to adopt a credence somewhere in between
the original credences of the peers weak conciliationism.

Note that giving some or equal weight to one’s peers’ opinions does not
suffice to capture the spirit of conciliatory views. For instance, a further con-
dition must be added to ensure the presumed incompatibility of the Equal

'Tt is a matter of ongoing discussion how to best define ‘epistemic peerhood’. As the
details are not relevant for my purposes, I refrain from justifying my characterizations of
these terms here. See instead my Weber 2017.

2By using expressions like ‘believing more confidently’ or ‘adopting the middle position’,
one could give the following explanations without recourse to credences. The results of
this paper do not depend on whether or not invoking credences is appropriate.

31 prefer a different understanding of the Equal Weight View; see the last four para-
graphs in Section 5. My preferred version of the Equal Weight View is also a strong
one insofar as it suggests that the correct credence lies somewhere in between the peers’
original credences.



Weight View with rival views which hold that, apart from the peers’ cre-
dences, other factors, such as the first-order evidence,* are relevant as well.
For giving both one’s own opinion and that of one’s only peer a weight of 0.01,
say, and the first-order evidence a weight of 0.98, is definitely not what pro-
ponents of the Equal Weight View have in mind. Hence, they should not only
hold that the different opinions of the peers must be given equal weight, but
also that those opinions must be given substantial weight (Matheson 2015,
74).

Synergy effects occur iff two or more epistemic peers should form, af-
ter disclosing their respective credences to each other, a credence that is
greater than the greatest or lower than the lowest of their original credences
(Easwaran et al. 2016, 10, Skipper Rasmussen et al. 2018, 92). To see what
this means, assume again that we calculate the product of 84 and 53 (and
that we are peers regarding mental maths). Let A be the proposition that
84 x 53 = 4,452. The result you get is 4,452; given your knowledge of your
good but imperfect calculation skills, you form credence 0.9 towards A. The
result T get is also 4,452; given my knowledge of my good but imperfect
calculation skills, I also form credence 0.9 towards A. If we disclose our cre-
dences towards A to each other, it seems natural that we should both form
a credence greater than 0.9. After all, we are both reasonably confident that
A is true, and since it is much more likely, given what we believe about our
calculation skills, that we both got the result right than that we both got
it wrong, our agreement is strong further evidence for A. Hence, a synergy
effect seems to occur.’

This is incompatible with what strong conciliationists must say. They
must say that if both our original credences towards A are 0.9, our new
credence has to be 0.9 as well; it must not be greater. Strong conciliationists
have to deny that a synergy effect occurs in this example. Alternatively, they
have to restrict their view to cases in which no synergy effects occur.

Arguably, we can even relax the peerhood condition. Assume that my
result is again 4,452, but that my calculation skills are (as I think) slightly
inferior to yours, so that I form only credence 0.8 towards A. Then the syn-

4The view that what we should believe in cases of peer disagreement depends on both
first- and higher-order evidence is called the Total Evidence View; see Kelly 2010, 142.

5Normally, when a synergy effect occurs, a credence should be greater than the greatest
if the original credences are all fairly great and lower than the lowest if they are all
fairly low. However, this need not be; there may also occur inverse synergy effects. For
instance, if the original credences of the peers are all fairly great, but if we have additional
information to the point that there are peers who arrived at a completely wrong result,
we might be required to form a credence that is lower than the lowest (and vice versa).
Occurrences of inverse synergy effects fall under the definition just given as well.



ergy effect still occurs: the probability that A is correct is still more than 0.9,
and our revised credences should track it. This does not make things easier
for strong conciliationists, because given that we should give considerable
weight to the opinions of our peers, and move our credences towards theirs,
it appears plausible that we should also give some weight, albeit a bit less, to
the opinions of our slight inferiors. So again we should end up, according to
the conciliationists’ doctrine, somewhere between 0.9 and 0.8, albeit closer
to 0.9. Again, strong conciliationists have to deny the synergy effect if they
do not want to restrict their view.

Synergy effects are usually taken to occur only if there is agreement,
that is, if either all peers have fairly high credences (e.g. > 0.5) or all peers
have fairly low ones (e.g. < 0.5). However, this need not be. Assume that
my credence towards A is 0.4, since even though I got 4,452 as a result |
believe myself to be rather poor at calculating. As this credence is still much
greater than the credences that I have towards other results for 84 x 53, my
getting 4,452 rather than any of the many other numbers in the vicinity I
could have arrived at should still render you more confident that A is correct.®

Instead of agreement, something more complicated is required. Let us say
that two or more people widely agree on some proposition p iff their credences
towards p are all greater (or all lower) than their credences towards any rival
proposition that is on the same level of generality. Unfortunately, I am
unable to give a precise definition of ‘being on the same level of generality’;
I can only give a vague characterisation: roughly, two propositions are on
the same level of generality if they are included by equally many elementary
propositions. For example, 84 x 53 = 4,452 and 84 x 53 = 4,451 are on the
same level of generality but not 84 x 53 = 4,452 and 84 x 53 < 4,452, as
the latter is included by 84 x 53 = 4,451, 84 x 53 = 4,450, and many other
elementary propositions. Given this, it seems to be a necessary condition
for synergy effects to occur that the peers widely agree on the proposition in
question.”

Synergy effects are considered to occur as well when the matter under
debate is harder to resolve.® Epistemologists who discuss them would nor-

1 am grateful to an anonymous reviewer for pointing this out to me.

"Some epistemologists also think that, in addition to wide agreement, the peers’ re-
spective credences must not differ too much (Skipper Rasmussen et al. 2018, 95). The
calculation case in which my credence towards A is 0.4 and yours 0.9 is a counterexample
against the necessity of this criterion as well.

8Skipper Rasmussen et al. 2018 agrees with Easwaran et al. 2016 on the pervasiveness
of synergy effects. Both papers present modifications of the Equal Weight View (though
different ones) that suggest credences quite distinct from those that strong versions of
the Equal Weight View, such as splitting the difference, recommend. I will not discuss
these modifications here, as my aim is to show that synergy effects are far less pervasive



mally maintain that if we widely agree that compatibilism regarding free will
is correct, that the state should lower taxes, that our new boss will turn
out to be kind, or that the sun will shine tomorrow, then we should ceteris
paribus be even more confident after the disclosure of our agreement, con-
trary to what strong conciliationists are forced to claim. The insight here is
that whatever further restrictions there may be for synergy effects, they are
surely not restrictions on the basis of subject matter.

What I will show is that there is a further necessary condition for synergy
effects to occur, apart from there being wide agreement.? This condition will
turn out to be quite restrictive. In particular, many cases that are hard to
resolve do not satisfy it. This is why my result is also highly relevant for weak
conciliationists, who have no reason to suspect the occurrence of synergy
effects to be incompatible with conciliatory views: the result is relevant for
them, too, because it reveals under which circumstances synergy effects occur
and, most notably, under which not.

Assume, for example, that the two of us are epistemic peers with regard
to weather forecasting, and that we both form a credence of 0.9 towards the
proposition that the sun will shine tomorrow. Does a synergy effect arise?
According to standard accounts, it does; according to what I will suggest, it
does not.

The best-known illustration for the plausibility of synergy effects, which
started the discussion, is the case of a doctor who believes that a certain
patient should be given dosage D of some drug (see Christensen 2009, 759).
As the doctor is not completely sure about having determined the right
dosage (credence 0.9, say) and as giving the wrong dosage would cause severe
side effects, she asks a colleague for a second opinion. The colleague, too,
is somewhat unsure but favours D (credence 0.8). Instead of lowering the
doctor’s credence a bit, as strong conciliatory views suggest, this should
rather make her more confident to prescribe D; after all, her colleague agreed

than the authors of those papers think they are, the reason being that agreement concerns
credences only indirectly and occasionally.

9In addition to that, there are several other necessary conditions. Some are rather
trivial: for instance, it is necessary for synergy effects to occur (at least for non-inverse
ones; cp. fn. 5) that no peer has credence 1 (or credence 0), for otherwise it is obviously
impossible to form a credence greater than the greatest (or lower than the lowest) of the
peers’ original credences. Others are more substantial: for instance, it appears necessary
that the peers have arrived at their respective beliefs largely independently of each other.
For more on independence see, for example, Goldman 2001, 97-104, McGrath 2008, 101-2,
Kelly 2010, 146-8, Lackey 2013, and Barnett 2019. See also Mulligan 2021, 595-8, for a
critique of the way in which Easwaran et al. (2016) deal with independence. I will neither
discuss the independence requirement here, nor will I attempt to give an exhaustive list
of all necessary conditions.



with her that D is the right dosage. Or so it seems.

In this case, however, several aspects are mixed together that should
better be carefully kept apart. This is why [ will not use this case to illustrate
the additional necessary condition that must be satisfied for synergy effects
to occur. Things are easier if we stick for the time being to mathematical
examples, which are admittedly more artificial but tailor-made: as they are
untainted by confounding factors, they enable us to bring out core features
with maximal clarity. I will, however, return to the doctor’s case towards the
end of the paper (in Section 5).

3 The Conclusiveness Thesis

In this section, I will state what I call the Conclusiveness Thesis. This thesis
is wrong, and in Section 4, I will present a counterexample to it. However, the
Conclusiveness Thesis is instructive: it points to a more general condition,
namely that synergy effects only occur if we cannot take our evidence at face
value (this is what I call the Face-value Thesis, which I will vindicate in the
next section). Exactly when and why we cannot take our evidence at face
value can best be seen by first concentrating on the role the conclusiveness
of the relevant evidence plays.

Assume that we draw balls with replacement from an urn that contains
a hundred balls, some of them black, the others white. While we know the
total number of balls in the urn, we do not know how many of them are black
and how many are white. Let B be the proposition that the next ball to be
drawn is black. Your first ten drawings produce nine black balls and only
one white one. So you form credence 0.9 towards B. My first ten drawings
produce eight black and two white balls. Not knowing your results, I form
credence 0.8 towards B. How should we revise our credences towards B if we
exchanged information? The answer is given by simple statistics: we then
know that 17 out of 20 drawings produced black balls; hence, according to
the maximum likelihood estimator, which is the best estimator in this case,
we should both form a credence of 0.85.

Obviously, no synergy effect occurs in this case. Our wide agreement that
some thesis is better supported by our evidence than its negation is thus not
in general a reason to increase our rational credences in that thesis. In order
for synergy effects to occur, another necessary condition is needed.

Consider a variant of the drawings case. All details are the same except
that each of us draws, not ten, but a hundred times. The result is that 90 of
your balls are black and 80 of mine. Then we should form the same credences
towards B as before: 0.9 in your case, 0.8 in mine, and 0.85 after disclosure.



Again, no synergy effects occurs.

But there is one noteworthy difference between the case of ten drawings
and the case of a hundred drawings: in the latter, we can be more confident
than in the former that our credences towards B equal the actual probability
of drawing a black ball next time. It is much more unlikely in the case of a
hundred drawings each that there are, say, 75 black balls in the urn, or 95,
than it is in the case of ten drawings each. While the additional drawings
do not change our respective (rational) credences towards B, they should
increase our degrees of justification towards the credences that we should
form towards B. Here, a degree of justification is not the same as a rational
credence, but something a rational credence has relative to a given amount
of evidence. The better the evidence supports a specific credence, the greater
is its degree of justification.'®

The drawings cases show even more: whether synergy effects occur does
not, or not only, depend (i) on the credences of the peers, or (ii) on those
credences plus on whether the peers get additional evidence. To see (i),
observe that it does not suffice that the credences of all peers are greater
than some threshold value z € (0.5,1) (or all lower than 1—x).!! For we can
easily change the numbers in the drawings cases such that every given pair
of credences is supported by the drawings, and it is still a matter of statistics
that no synergy effect occurs. To see (ii), note that we even get new evidence
when we learn about what balls the other person drew. Nevertheless, there
is no synergy effect.!?

Why do no synergy effects occur in the drawings cases? A noteworthy
feature of them is that the evidence — how many balls of which colour have
been drawn — does not, or not normally, support either credence 1 or cre-
dence 0 towards a proposition such as B. Rather, if for instance eight out
of ten drawings produce black balls, the evidence supports credence 0.8 to-
wards B — and if 80 out of 100 drawings produce black balls, the evidence still
supports the same credence, albeit more strongly. Stronger evidence for a
high credence towards a given proposition is not automatically also evidence
for credence 1 towards that proposition. Quite the contrary: if I draw just

10The phrase ‘one’s evidence supports a specific credence’ means that one is, on the
basis of one’s evidence, more justified to adopt this credence than any other. By phrases
like ‘one’s evidence supports a specific thesis’, I mean that one’s evidence supports a high
credence, possibly but not necessarily 1, towards the thesis at issue.

UNor does it suffice, pace Skipper Rasmussen et al. 2018 (cp. fn. 7), that in addition to
there being wide agreement the credences do not differ too much. So the drawings cases
are also counterexamples against the sufficiency of this criterion.

12Eder 2021, 203-4, suggests that whether synergy effects occur depends on (ii). The
drawings cases are counterexamples to her thesis.



one white ball, T know that credence 1 towards B is not justified regardless
of how many black balls I also draw. In general, we must not overlook that
although a proposition must either be true or false (as we can safely assume
for the purpose of this paper), the evidence we have for it does not either
support credence 1 or credence 0 towards it but can also support a credence
in between.

Let us call evidence that supports a credence ¢ € {0, 1} conclusive and
evidence that supports a credence ¢ € (0, 1) inconclusive. We can then
consider the

Conclusiveness Thesis: A necessary condition for synergy effects
to occur is that the evidence is conclusive.

In order to see more clearly what should be going on, according to the Con-
clusiveness Thesis, when one learns about one’s peers’ opinions, we should
separate two steps: if epistemic peers widely agree that a thesis T is sup-
ported by their evidence e (or widely agree that —T is supported by e), then

(a) this increases their degrees of justification towards their credence, or
narrow range of credences, towards 7T

(b) and this in turn increases (or decreases, respectively) their credences
iff e is conclusive (and all other necessary conditions are satisfied).

In the drawings cases, the evidence is inconclusive, whereas in the calcu-
lation example from the beginning, it is conclusive: what we know about
multiplication clearly speaks for credence 1 towards A, the proposition that
84 x 53 = 4,452 (though we might fail to see that in case of a calculation
error). Thus, given (a) and (b), synergy effects occur in the latter but not in
the former example — just as they should.

Here is why (b) is — save for one exception — true. Assume first that
e is conclusive (and all other necessary conditions are satisfied). From the
definition of conclusiveness, we then get that the peers can rule out that
e supports a credence between 0 and 1 towards 7". Given (a), an agreement
that a specific credence, or narrow range of credences, appears reasonable in
light of e increases the peers’ degrees of justification towards this credence,
or narrow range of credences. If they have such an increased degree of justi-
fication towards a credence, or a narrow range of credences, that is close to 1
(or close to 0), then the conclusiveness of the evidence should make them
more confident that credence 1 (or credence 0) is indeed supported by the
evidence; after all, the evidence cannot support a credence other than 0 or 1
due to its conclusiveness. In other words, a synergy effect occurs. In the
calculation case, for instance, we have an increased degree of justification



towards credence 0.9 towards A; hence, we should be more confident that
A is indeed true because our evidence entails either A or = A and because
0.9 is much closer to 1 than to 0. So a high degree of justification towards 0.9
calls for adopting an even higher credence in this case.

Assume second that e is inconclusive. According to (a), and just as above,
if several epistemic peers widely agree that e suggests a specific credence (dif-
ferent from 1 and 0), or narrow range of credences, then that increases their
degrees of justification towards that credence, or narrow range of credences.
But now the conversion of this increase into an increase (or decrease) in
credences is blocked because given the inconclusiveness of e, e may easily
support exactly this credence, or a credence in this narrow range of cre-
dences, rather than credence 1 or credence 0. (There is but one exception:
such a support could have been ruled out explicitly.) In fact, their wide
agreement is second-order evidence that it is not 1 or 0 that is supported
by e but some credence in between. In other words, no synergy effect occurs.
In the drawings cases, for instance, the evidence available to us does not
settle whether or not B is true; it is only inconclusive statistical evidence
for a specific probability. As rational credences should track probabilities
proposed in such a way, adopting an even higher (or lower) credence would
be irrational.

Let us ignore the exception mentioned in parentheses for a moment;
it does not affect too many cases (I will discuss it in Section 4). Given
(a) and (b), synergy effects would be widely compatible with strong concil-
iationism: whenever the evidence is inconclusive, strong conciliatory views
might apply; synergy effects, on the other hand, might occur if the evidence
is conclusive.!® Strong conciliationists should have no problem with such
a restriction of domain because the crucial cases to which they like to ap-
ply their theory are cases of inconclusive evidence. What arguments over
compatibilism regarding free will, tax cuts, the putative cold-heartedness of
our new boss, or tomorrow’s weather usually have in common is that we do
not normally expect our evidential situation to be so outstanding that the
evidence, if properly assessed, definitively settles the question. That there
is room for informed disagreement that cannot easily be resolved already
suggests that the evidence is not as strong as we may wish.

13 Arguably, strong conciliationists may even claim that their views apply even in cases
of conclusive evidence, such as the calculation example. They may say that, first and fore-
most, agreement gives rise to an increase in degrees of justification, which is in accordance
with strong conciliationism (step (a)), and that only afterwards a further adjustment of
credences might be called for due to the conclusiveness of the evidence (step (b)). They
would thereby render the implementation of synergy effects a downstream procedure, to
be applied after the revisions that strong conciliationism require.

10



For a more detailed illustration, consider the sunshine case. When sev-
eral peers, including oneself, independently from each other have acquired
a high credence towards the proposition that the sun will shine tomorrow,
they should, according to standard accounts of synergy, all increase their cre-
dences after learning about the credences of the others. Yet, the Conclusive-
ness Thesis holds that they should do so only if their evidence is conclusive,
that is, if the totality of meteorological facts available to them guarantees
that the sun will shine tomorrow. This condition, however, is rarely satisfied;
meteorological facts give us probabilities, not certainties, about tomorrow’s
weather. To be sure, if our world is deterministic, all meteorological facts,
taken together, either necessitate sunshine or its absence. But even if we
assume determinism, not all such facts are available to us, and those that
are usually give us only a probability short of 1 (and of 0) for sunshine.
As our credences should track such probabilities, it would be wrong to take
widespread peer agreement regarding tomorrow’s weather as evidence for ap-
proximating one’s credence to 1 or 0. For instance, if several peers, including
oneself, agree that the probability for sunshine tomorrow is 0.9, one should,
rather than presuming the occurrence of a synergy effect and increasing one’s
credence towards 1, take 0.9 to be the probability that is in fact suggested
by the available evidence. Thus the Conclusiveness Thesis delivers the right
result in this and very many similar cases.

By the way: The calculation example — and also Christensen’s (2007)
famous restaurant case, of which it is reminiscent — is usually regarded by
proponents of conciliatory views (both weak and strong) as analogous in
all respects that concern belief formation to cases that cannot easily be re-
solved due to an ongoing controversy about what the evidence suggests. All
the more valuable is the insight that the analogy holds only for cases of
disagreement but not for those of agreement. For in calculation cases, the
evidence is conclusive, whereas in cases that cannot easily be resolved, it
usually is not.

4 The Face-Value Thesis

4.1 A Counterexample to the Conclusiveness Thesis

The Conclusiveness Thesis is instructive; nevertheless, it is wrong. To see
this, assume again that each of us draws ten balls with replacement from an
urn that contains a hundred balls, an unknown number of which is black and
the rest white. My ten drawings produce eight black balls, yours nine. This
time, however, we have been given additional information: we know that the

11



urn contains either 60 black and 40 white balls or 80 black and 20 white ones,
and that it was determined randomly which of these options is actually the
case. Call this the drawings case with just two options.'*

In this case, synergy effects clearly occur: while we both should already
have been quite confident after our separate drawings that the second option
— 80 black and 20 white balls —is true, our confidence should increase after we
exchange information.'> A fortiori, our credence towards B (the proposition
that the next ball to be drawn is black) should be greater after disclosure
than each of our original credences towards B; it should get closer to (0.8.16
Yet our evidence for B or for the second option is clearly inconclusive, as it
does not support credence 1 for either.

The crucial feature in this case is the background information that ex-
cludes several options that were otherwise supported, or nearly supported,
by the evidence from the drawings. If it were not for the background infor-
mation, your evidence would have supported credence 0.9 towards B. And
mine would have supported credence 0.81 almost as much as 0.8. In light of
the background evidence, however, credences greater than 0.8 are ruled out.
(In fact, 0.8 is ruled out as well since we can never completely dismiss the
first option.) For this reason, any additional drawing result that supports
the second rather than the first option not only increases our degree of jus-
tification for a high credence towards the truth of the second option; it also
converts into an increase in credence towards this option. The feature that
normally blocks such a conversion, namely that, due to its inconclusiveness,
the evidence may easily support exactly the credence that we are actually
inclined to form on its basis, cannot block the conversion in this case, because
the very credence that we are actually inclined to form on its basis is ruled
out by the background information (hence, only an appropriately restricted

1T am grateful to an anonymous reviewer for confronting me with a similar case.

15Tn numbers: The likelihood of drawing eight black and two white balls is 0.121 for
the first and 0.302 for the second option, so my confidence in the second option should
roughly be two and a half times as great as my confidence in the first. The likelihood
of drawing nine black balls and a single white one is 0.040 for the first and 0.268 for the
second option, so your confidence in the second option should roughly be six and a half
times as great as that in the first. The likelihood of drawing 17 black and three white balls
is 0.012 for the first and 0.205 for the second option, so our confidence after disclosure for
the second option should roughly be 17 times as great as that for the first.

16In numbers: As it is, given my original evidence, 2.5 times as likely that 0.8 rather
than 0.6 is the correct credence for B, I should form credence (2.5 x 0.8 +0.6)/3.5 = 0.743
towards B. As the second option is, given your original evidence, 6.7 times as likely,
you should form credence (6.7 x 0.8 + 0.6)/7.7 = 0.774 towards B. And as the second
option is, given our joint evidence, 17 times as likely, we should eventually form credence
(17 x 0.8 4+ 0.6) /18 = 0.789 towards B.
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version of (b) in Section 3 holds). This is why the new evidence that we get
by exchanging information in the drawings case with just two options goes
along with a synergy effect: we get additional evidence for the second option
(and a fortiori for a credence close to 0.8 towards B), and this option (as
well as B) is, though inconclusively supported, better supported by this new
evidence than any other eligible candidate.

There is a parallel to the calculation case. In this case, the evidence
is conclusive, but our credence should not track the credence it actually
supports because we should be epistemically cautious: we should be slightly
unsure about whether we have evaluated it correctly (i.e. here, whether
we have calculated correctly). In the drawings case with just two options,
our evidence — without the background information — is inconclusive, but
our credence should not track the credence it actually supports because this
credence is ruled out by our background information.

In both cases, we cannot take our evidence at face value. So the question
arises of what it really supports. And this leaves room for synergy effects.
For if you and T agree that one option is better supported than any other but
is nevertheless imperfectly supported (where imperfect support is support by
evidence that must not be taken at face value), then our agreement should
make us more confident that this is really the correct option. Hence, we
should convert an increase in degree of justification towards a credence that
is actually supported but ruled out into an increase in credence towards a
specific option that is imperfectly supported.

This leads to the

Face-value Thesis: A mnecessary condition for synergy effects to
occur is that we cannot take our evidence (not including potential
background information) at face value.

There are two reasons why we might be unable to take our evidence at face
value. First, epistemic caution. This holds mainly in cases of conclusive
evidence (for exceptions see subsection 4.3 below): though our evidence is
conclusive, we are nevertheless forced to form a credence different from 0
or 1 due to uncertainty about whether our evaluation of the evidence is
correct. An example is the calculation case. Second, background information:
additional information rules out whatever credence our evidence (minus the
background information) actually supports, and forces us to take it to support
one of several other options. An example is the drawings case with just two
options. In what follows, T will say more about both reasons, starting with
the latter.

13



4.2 Background Information

It is notoriously difficult to distinguish background information from other
evidence. Let us stipulate, for the purpose of this paper, that background
information is conclusive evidence that the degree of justification towards
specific credences is 0. Hence, these credences are ruled out. So, strictly
speaking, it does not matter whether the information that I have in mind
is somehow ‘in the background’ or ‘additional’; what is essential is that this
information ultimately precludes one or more options. Due to such a preclu-
sion, we may not take the rest of our evidence at face value.

Often, the totality of evidence available to us is clearly not strong enough
to allow for a degree of justification of 0 towards any credence. For instance,
when discussion is about compatibilism, tax cuts, someone’s presumed cold-
heartedness, or tomorrow’s weather, no specific credence is ruled out by any
subset of our evidence.

Arguably, it is not only often not the case that part of the evidence rules
out specific credences; it rarely ever happens. Assume a variant of the draw-
ings case with just two options in which we draw, not ten, but a million balls
each, and in which the total percentage of black balls drawn is nonetheless
0.85. Then we should presumably doubt the additional information given to
us, namely that the ratio of black to white balls is either 60 to 40 or 80 to 20,
and still form a credence of 0.85 towards B. Does this show that the kind of
background information I have in mind here can rarely ever be available?!”

We usually regard as our evidence the things we know or justifiably believe
to be true, and take them to occur with probability 1. Accordingly, we should
ascribe probability 0 to whatever event is incompatible with our evidence.
As our evidence often includes testimony, as in the drawings case with just
two options, we should ignore what is precluded by that testimony as long
as we have no reason to doubt the testimony. In the same manner in which
one is said to know that it is three o’clock after having being told so, one
is said to know that some options in the drawings case are ruled out from
the outset after having been given the respective information. This does not
imply that further evidence to the contrary cannot force one to retract such
knowledge ascriptions. It only means that for the time being, one is should
accept that certain options are not available.

Apart from that, even if we could never exclude a range of credences, this
does not speak in the least against the Face-value Thesis. All that would
have been shown is that it is harder than imagined to find cases in which we
cannot take our evidence at face value, and in which synergy effects occur.

To be sure, we can make things ever more complex. Assume a drawings

17T am grateful to an anonymous reviewer for bringing this to my attention.
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case in which we are told, not that there are just two options, namely a ratio
of either 60 to 40 or 80 to 20, but that it is likely — 0.9, say — that there are just
these two options. This is no background information in the sense stipulated
above. In such a case, it is hard to calculate what credences you and I should
form on the basis of our drawings and the additional probability information,
because the drawing results may affect the initial probability of there being
just two options. For example, if 90 out of 100 drawings produce black balls,
this is evidence for the initially unlikely option that there are more than 80
black balls in the urn. Whether or not synergy effects might occur in such
sophisticated cases is hard to calculate. I suspect that whatever synergy
effects might seem to occur here are merely due to getting new evidence (i.e.
learning about additional drawing results) when one exchanges information
with one’s peer, and not due to learning about someone else’s interpretation
of the evidence.

4.3 Epistemic Caution and Presumed Asymmetrical
Proneness to Error

In the drawings cases of Section 3 and in easy calculation cases in which we
know that we evaluate the evidence correctly (such as the case in which we
consider whether 2 + 2 = 4), we can take our evidence at face value. In the
drawings cases, there are no synergy effects due to the inconclusiveness of
the evidence; in easy calculation cases, there are no synergy effects because
even before exchanging information, we all know the correct result.'8

We frequently encounter cases in which our evidence is inconclusive and
in which we should be epistemically cautious. For instance, my evidence that
the sun will shine tomorrow is far from being conclusive — I have not checked
the weather reports, and I know that my own weather-forecasting skills are
only mediocre. Perhaps surprisingly, I should in this case take my evidence at
face value. If T am inclined to form credence, say, 0.7 towards the proposition
that the sun will shine tomorrow, then my knowledge that this judgement is
prone to error should not lead me to form a different credence because I may
just as well have taken the evidence for sunshine tomorrow to be stronger

18What if we encounter a peer disagreement, maybe even among experts, about the truth
of some proposition that appears utterly undeniable to us, for instance, that 2 + 2 = 47
Obviously, even if our peers almost but not fully agree with us in such cases, there do not
occur any synergy effects because our original credence in the proposition is 1 and thus
cannot increase. Nevertheless, such extreme cases of disagreement are hard to handle for
conciliationists. See Christensen 2007, 199-201, Elga 2007, 4901, Bogardus 2009, Lackey
2010a, 2010b, Lord 2014, and my Weber 2017 for quite different suggestions of how to deal
with them.
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than it actually is or weaker. Unlike in those cases of conclusive evidence in
which one also tends towards credence 1 or 0, epistemic caution should not
cause one to form a credence different from the one that one tends to, as one
may just as well have over- as underestimated the support the evidence gives
to a specific thesis.

Of course, things are different if T have reason to believe that I am either
more prone to over- or more prone to underestimate this support. For exam-
ple, I might know from past experience that I tend to be overly optimistic
about tomorrow’s weather.

Taken together, we can conclude: although it is arguably almost always
wise to be epistemically cautious, this epistemic caution should cause us to
adopt a credence different from the one we think is supported by the evi-
dence only in cases of what we can call presumed asymmetrical proneness
to error, that is, only when we have reason to believe that a potential error
lets us rather form an unduly high credence than an unduly low one, or vice
versa. Trivially but importantly, there happens to be presumed asymmetrical
proneness to error when the credence we think is supported by the evidence
is either 1 or 0, for then we cannot rationally believe that a potential error
lets us form an unduly low credence (if we think 1 is supported) or an un-
duly high one (if we think 0 is supported). When we take the evidence to
be inconclusive, however, presumed asymmetrical proneness to error often
causes us to adapt our estimation in order to get rid of the bias. For exam-
ple, when I know from past experience that I tend to be too optimistic about
tomorrow’s weather, I tend to take this track record into account as well
and lower my credence for sunshine tomorrow accordingly. So, to presume
that one is asymmetrically prone to error is a fairly instable state: once one
notices that one is in it, one almost automatically attempts to correct for it.
Hence the importance of conclusiveness of evidence for the Face-value Thesis:
epistemic caution is advisable in cases of presumed asymmetrical proneness
to error, and this proneness to error is normally only stable when one takes
one’s evidence to be conclusive.

Assume that after careful reflection on the relevant and apparently incon-
clusive evidence, I form credence 0.7 towards the proposition that the sun
will shine tomorrow, and that you, who are a peer of mine in such matters,
form credence 0.8. Subsequently, we are told not only the other’s credence
but also that the correct probability for sunshine, given our evidence, is ei-
ther 0.9 or 0.1. In this case, synergy effects arise for the same reason as
in the drawings case with just two options. While this shows that synergy
effects may also occur when we discuss such matters as the probability for
sunshine, the specific cases in which they occur are likely to appear rather
artificial due to the requirement that originally possible options must be ex-
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cluded by additional information. Therefore, strong conciliationists should
have no problem with the restriction of their view that is demanded by the
Face-value Thesis. For this thesis does not affect the cases to which they
primarily wish to apply their view.

4.4 The Relevance of the Conclusiveness Thesis

The Face-value Thesis is a modification of the Conclusiveness Thesis. What
is more, it shows what feature of the conclusiveness of evidence is responsible
for the synergy effects that arise in the respective cases, namely imperfect
evidential support due to (usually appropriate) epistemic caution. As far as
I can see, the Face-value Thesis is correct.

The Face-value Thesis is a disjunctive condition: necessary for the occur-
rence of synergy effects is one of two things, epistemic caution or background
information. The first and more important disjunct, epistemic caution, is
relevant only in cases of presumed asymmetrical proneness to error, and this
proneness is also a disjunctive condition: presumed asymmetrical proneness
to error holds in cases of presumed conclusive evidence or presumed epistemic
bias. As presuming having a specific epistemic bias is an unstable condition,
the more important disjunct is again the first. And this one — not taking
one’s evidence at face value because one considers it to be conclusive but
is epistemically cautious — is exactly the one covered by the Conclusiveness
Thesis. (As a consequence, all that was needed to justify the Face-value
Thesis was to account for those exceptional cases of inconclusive evidence
that display synergy effects; for non-exceptional cases, the justification for
the Conclusiveness Thesis given in section 3 is still valid.) This is why the the
Conclusiveness Thesis, unlike standard accounts of synergy effects, delivers
the right results in a large range of cases, namely those in which we are not
given additional background information of the kind envisaged above. Hence
its importance.

5 Further Remarks

Several additional remarks for clarification are in order. First, my line of
reasoning recommends a two-dimensional account of doxastic mental states:
a totality of evidence — first-order as well as higher-order evidence, including
evidence from disagreement — supports a specific credence towards a given
proposition as well as a specific degree of justification towards this credence.’

9The idea of a two-dimensional account of doxastic mental states is not new. See
Henderson 2022 for a view in this vein, which differs from mine in various respects, as well
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An increase in degree of justification is not in general convertible into a
credence closer to 1 (or to 0). For evidence should sometimes be taken at
face value.

Second, degrees of justification are independent from credences: even if
we reject credences, we can still stick to degrees of justification. For instance,
if we think, for some reason or other, that there are exactly three doxastic
attitudes, namely belief, disbelief, and suspension of belief, then our evidence
concerning a specific proposition either supports believing it, or disbelieving
it, or suspending belief about it. It is easy to see, however, that our evidence
may do each of these with different strength, depending on its quantity and
quality.2’ Before having read ten books about paraconsistent logic, I believe
that it is nonsense; after having read ten books about it, I still believe that it
is nonsense, but now with a greater degree of justification, as I have learned
more about its pros and cons.

Third, this two-dimensional account is compatible with different ways of
modelling degrees of justification. If you prefer them to be continuous, to
take values in the closed interval [0,1], and to form a probability measure
(as e.g. Betz 2012, 254, does), be my guest. If you rather think of them as
having discrete values and no upper bound (as e.g. Schulz 2022, 2949-50,
does), so that the underlying domain is, say, the natural numbers plus oo,
you are also welcome. If you choose any other plausible set of values, that
should be fine as well. (An implausible set of values is, for instance, one
with no lower bound, since it is possible to have no justification at all, and
impossible to have less than no justification.) I need not take a stance on
how to model degrees of justification. All I am committed to is that there
are, in addition to and different from doxastic attitudes towards propositions,
degrees of justification for these attitudes. How many of them there are and
what they look like can be left open.

Fourth, the notion of conclusiveness of evidence can be generalized. Let
us call a certain amount of evidence e conclusive, for some k € [0,0.5) iff
e supports a credence c that is either > 1 — k or < 0 + k; otherwise, call it
inconclusiver. For k = 0, we get our original notion of conclusiveness as a
special case. Should we then, in the Conclusiveness Thesis and the explana-
tion of the Face-value Thesis, substitute conclusiveness; for conclusiveness
with some sufficiently small & > 07 In favour of this speaks the fact that
at least non-mathematical evidence is rarely completely errorproof. It thus
appears too strong to demand conclusivenessy; rather, it seems sensible to

as for citations of other authors sympathetic to the idea (ibid., 522).

20Gee Schulz 2022 for an account of degrees of (doxastic) justification that applies only
to beliefs (but may be extended, as Schulz notes (ibid., 2950), to other doxastic attitudes
as well).
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allow a small margin for error. Yet there are two problems. For a start, it
is hard to find a non-arbitrary value for k. How small should a margin for
error be allowed to be, generally or in a specific context? There is no way
to answer this question. More importantly, given any particular £ > 0, we
can adapt the drawings cases from Section 3 in a way that proves that for
this k, no synergy effect occurs. We merely have to alter the total number
of balls in the urn, the number of drawings, and the number of black balls
drawn such that the statistical probability for B is lower than 1 but greater
than 1 — k. Then clearly no synergy effect occurs even though our evidence
is conclusive,. Again, we have to distinguish here between the factual short-
coming of having inconclusive, evidence and our epistemic imperfectness,
which sometimes lets us misinterpret conclusive, evidence. The existence
of synergy effects is compatible with allowing a margin for error due to the
latter, but not due to the former. Hence, if we suspect that our uncertainty
— that is, our having credences different from 1 or 0 — originates not or not
only from our bearing in mind our own fallibility but also from inconclusiveg
evidence, then we should not take a wide agreement as a reason for revising
our credences according to synergy considerations.

In the doctor case, it is unclear whether the doctor’s uncertainty about
giving dosage D is due to inconclusive, evidence or to epistemic caution. If
we specify the case so that only epistemic caution is the cause of the doctor’s
credence being lower than 1, then our intuition that a synergy effect occurs
is correct. If we specify the case so that part of the cause is inconclusiveg
evidence, then the doctor should indeed, after learning about her colleague’s
opinion, abstain from forming a credence that is greater than both her and
her colleague’s original credence. For then, she should be aware that the
evidence, though pointing into one direction, leaves the matter open.

That no synergy effect occurs in this case is counterintuitive. But the
counterintuitiveness is due to two further matters that complicate the doctor
case. The doctor and her colleague may be peers; yet this does not mean that
their evidence is identical but only that it is of the same quality. They may
have studied at different universities, read different textbooks, practiced at
different hospitals, and so on. For this reason, the fact that they more or less
agree is evidence that slightly different bodies of background knowledge lead
to similarly high credences towards the proposition that the patient should
be given D. So, in an indirect way, the doctor becomes aware of the likely
existence of additional first-order evidence (pieces of background knowledge
that go beyond her own) that supports her view. This as well raises her
degree of justification for those high credences (whereas it does not justify
an even higher credence).

Moreover, the doctor has to make a decision: she can either give D to the
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patient or not give D to him (i.e. give him some other dosage of the drug or
another drug or no drug at all). Although neither she nor her colleague is
certain that the patient should be given D, her colleague’s opinion confirms
her inclination to give D to him. The reason is that even if the evidence
only supports a credence between 0.8 and 0.9 towards the proposition that
D should be given, such a credence should make her choose D over any
alternative. And that her colleague also has a high credence towards this
proposition increases her justification in believing that her evidence supports
a credence that speaks in favour of choosing D, even though it does not
increase her credence towards the proposition that D should be given. Of
course, decision making under epistemic uncertainty is always a risky matter;
it might turn out that the evidence is misleading and D is terribly wrong.
But if so, the doctor is not to blame, for she had to make a decision and very
likely evaluated the evidence available to her largely correctly.

These two aspects — that a second opinion that agrees with the first often
points to additional supporting evidence, and that her colleague’s opinion
confirms not so much her belief but her decision — explain our intuition that
a synergy effect even occurs in that specification of the doctor case in which
the evidence is inconclusiveg.

There is one last remark to make. If you and I are peers concerning a spe-
cific domain and form on the basis of the same evidence different credences
towards a proposition in that domain, then the most common interpretation
of the most common conciliatory view — the splitting the difference interpre-
tation of the Equal Weight View — has it that disclosure of our disagreement
should cause us to adopt as a new credence the arithmetic mean of our orig-
inal credences.?! But surely our degree of justification towards this revised
credence is relatively low; after all, our very disagreement reveals the diffi-
culty of seeing what exact credence is supported by the evidence, thereby
giving us second-order evidence that speaks against a high degree of justifi-
cation towards any specific credence. Hence, we cannot expect our evidence
to support the arithmetic mean of our original credences rather than any
other credence in the closed interval between our original credences. Hence,
invoking degrees of justification in the way I do is hardly compatible with
splitting the difference.??

21Gimilar interpretations are available for other conciliatory views as well. In general,
if there are n peers, including myself, these interpretations hold that my revised credence
towards some proposition p after disclosure should be (1—(n—1) z) ¢, +>7"_, ¢}, for some
0 < z < 1/n, where c;) is my original credence towards p and cf,, ..., ¢, are the original
credences of my peers towards p. The greater the value of z is, the more conciliatory is
the respective view. For z = 1/n, we obtain the Equal Weight View.

221 am grateful to Julia Staffel for bringing this to my attention.

20



And this is true. My two-dimensional account suggests an interpretation
different from splitting the difference.?®> The second-order evidence that we
get from a disagreement — even from those weak disagreements that are
almost agreements, as in some of the drawings cases or in the doctor case
— undermines high degrees of justification towards any credence; all we are
allowed to have is a high degree of justification for believing that our evidence
supports some credence in the closed interval that is spanned by our original
credences. Which credence that is we cannot tell. So instead of adopting the
arithmetic mean as our new credence, we should rather suspend belief about
which credence in the interval is the one actually supported by our evidence.

Note that this view — that we should suspend belief about which credence
in the interval spanned by our original credences is actually supported by our
evidence — is a version of strong conciliationism. For we should still believe
that the correct credence lies somewhere in between the original credences of
the peers. So, even if my two-dimensional account suggests that splitting the
difference is wrong, it does not suggest that strong conciliationism is wrong
— at least not a suitably restricted version of it.

Since this interpretation of the Equal Weight View and its further advan-
tages have been discussed elsewhere,?* I shall not go into further details here.
Suffice to say that problems for splitting the difference should not dissuade
us from an understanding of synergy effects that gives the right results in
test cases with which the existing accounts cannot convincingly deal.

6 Conclusion

The main insight in this paper is that synergy effects only occur if the avail-
able evidence (without potential background information) cannot be taken at
face value, either because of epistemic caution in cases of presumed asymmet-
rical proneness to error, which usually stems from conclusive (or conclusiveg)
evidence, or because of background information that rules out whatever cre-
dence our remaining evidence in fact supports. While wide agreement among
peers or nearly peers should normally lead to a greater degree of justification,
this increase should not in general be converted into an increase (or decrease)
in credences.

23Quggests, but not entails. There are ways of reconciling my account with splitting the
difference, for example, by claiming that we are sometimes allowed to adopt credences
even if our degree of justification towards them is rather low. As far as I can see, however,
none of these ways appear convincing.

24Gee Elkin and Wheeler 2018 and my Weber 2022 Arguments against the splitting the
difference interpretation of the Equal Weight View can also be found in Lasonen-Aarnio
2013 and Pittard 2019.
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My result preserves the intuitive appeal of considerations on synergy but
restricts the scope of synergy effects in a way that allows for being conciliatory
in a strong sense in all, or almost all, crucial cases. It also suggests an
interpretation of strong conciliationism different from splitting the difference
as well as a two-dimensional account of doxastic states that sheds light upon
the interrelations between degrees of belief and degrees of justification.
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