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Cryptanalysis of the Record Linkage Protocol used by
German Cancer Registries
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Abstract: For linking sensitive or medical data in Germany, the widely accepted protocol of the
German cancer registries (GCRs) is often used as a baseline model for privacy-preserving record
linkage (PPRL). Despite its popularity, no cryptographic analysis of the GCR protocol has been
published so far. Given the recent advances in the cryptanalysis of PPRL methods and the resulting
increase in privacy demands of PPRL protocols, an evaluation of the GCR protocol is needed. Using
the same assumptions as recent attacks on modern PPRL methods, we show that the current GCR
protocol cannot protect against attacks. Using a public available database, up to 90% of the encoded
records can be correctly re-identified. Therefore, the GCR protocol should no more be used as a
blueprint for future registers.
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1 Introduction

In Germany, record linkage for cancer registries is based on quasi-identifiers such as name,
day of birth and place of residence. Due to privacy concerns, a linkage protocol aiming to
preserve patients’ privacy is applied. The general protocol of data flow between the register
and health care providers is described in Schmidtmann et al. [Sc16]. This protocol is used
with small variations in all German cancer registries [SH19].4

We use the population-based cancer registry of North Rhine Westphalia (Landeskrebsregister
NRW, short LKR-NRW) as an example. The registry has operated since July 2005 [Sc16].
It registers all cancer cases in the largest of the 16 German federal states (North Rhine
Westphalia, NRW), covering almost 18 million people [EK05]. The stochastic record linkage
developed by LKR-NRW is based on the Fellegi-Sunter model [FS69]. Although the linkage
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quality has been studied by Schmidtmann et al. [Sc16], the privacy aspect of the record
linkage procedure has not been previously evaluated.

However, Schmidtmann et al. [Sc16] claims that the scheme’s design and organisational
measures prevent frequency attacks and other conceivable attacks. Therefore, this paper
investigates the privacy properties of the record linkage procedures used in German Cancer
Registries by developing a new attack tailored to the protocol.

1.1 Record Linkage in General

Generally, a linkage protocol describes the linkage of records referring to the same entity
between two or more databases. In the case of two databases, two database holders, 𝐴 and 𝐵,
own databases 𝐷𝐴 and 𝐷𝐵, respectively. Usually, after a standardization of the identifiers,
the identifiers are sent to a third party called the ’Linkage Unit’. The task of the linkage
unit is to decide which pairs of records from the two databases shall be linked. The linkage
results are sent back to database holders or a research unit.

If the privacy of the persons stored in the databases needs to be protected, a so-called
’privacy-preserving record linkage’ (PPRL) procedure is required. Typically, it adds an
encoding process to the record modification process. The encoding process aims to ensure
that sensitive information contained in databases is not leaked to the potential party of
interest, including the linkage unit [CRS20]. Figure 1 shows a PPRL process as described.

Fig. 1: A privacy-preserving record linkage process.

1.2 Record Linkage in the LKR-NRW

Slightly simplifying, in the LKR-NRW record linkage process, records from health care
providers, after being encoded, will be sent to the linkage unit. Records to be sent and stored
in the database have at least eight quasi-identifiers (QIDs), such as names and dates of birth.
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The set of QIDs is divided into two subsets: P1 (encrypted) and P2 (plain text). To prevent
re-identification of the entities, the P1-QIDs are not transmitted in plain but are encoded,
while P2-QIDs are sent without any modification. To encode attributes in P1, a German
phonetic encoding [Po69] similar to Soundex is applied on ’FN’ and ’LN’. Then, an MD5
hash function is used to hash each attribute separately. Attributes will be denoted as 𝐻_𝑃1
after hashing. Afterwards, the hashed attributes are transmitted to a pseudonymization
service provided by the regional Association of Statutory Health Insurance Physicians
(Kassenärztliche Vereinigung Westfalen-Lippe). This service encrypts the hashed attributes
into pseudonyms using a symmetric key, only known to the pseudonymization service.
Attributes in 𝐻_𝑃1 are denoted as 𝑃1_𝑃𝑆𝑁 after this pseudonymization process [Sc16].
This symmetric key encryption is deterministic. For simplicity and without loss of generality,
we can view the encoding of P1 as hashing with a keyed hash function. An overview of the
QID attributes and their membership to P1 or P2 are shown in Table 1.5

Attribute Abbreviation Classification

First Name FN P1
Last Name LN P1
Day of birth Dob P1
Address ADD P1
Sex S P2
Month of birth Mob P2
Year of birth Yob P2
Zip code ZIP P2

Tab. 1: QID attributes used in LKR-NRW. P1 is encrypted, and P2 is in cleartext.

After the encoding process, LKR-NRW can compare and classify records into links and
non-links (and potential links requiring clerical editing).

1.3 Motivation for the New Attack

The GCR record linkage procedure described above has been used for over 15 years, and no
attacks have been published. Consequently, encoding the P1 variables is still considered
secure because a registry seems unable to re-identify individuals from the processed records.
Therefore, Schmidtmann et al. [Sc16] states that ’Frequency attacks using publicly available
information about the frequency distribution of identifiers are unlikely to be successful here
because the frequency distribution of identifiers of cancer patients is different from that of
the general population but unknown to the cancer registry staff’.

However, the GCR record linkage can be viewed as a variant of a match-key-based PPRL
scheme where each match-key or token is generated from a single attribute. Previous

5 In practice, the first name is split into up to four tokens since this field might contain academic titles or multiple
first names. This splitting is not relevant to the attack described.
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research has shown that similar schemes, such as the Dynamic Match Key PPRL scheme,
are vulnerable to frequency attacks [Vi20b]. Therefore, the GCR protocol might be prone to
similar attacks.

Frequency attack in the context of PPRL is a type of vulnerability or attack that exploits the
distribution of common values in datasets. In a frequency attack, the attacker utilizes the
knowledge of the frequency distribution of certain attributes in a population-based dataset
to infer or identify sensitive information in the encoded data.

Finally, the research community has generated new attacks against PPRL schemes in recent
years. Among these, graph matching attacks [Vi19; Vi20a] are considered to be among the
most dangerous ones. In this attack, the attacker is assumed to have access to a plaintext
database with a high overlap rate with the encoded database and wants to re-identify records
using this reference database. The attacker constructs graphs representing the similarity of
records within both databases. Considering the records as nodes of the graphs and the edges
between nodes as similarity of their endpoints, the attack is based on matching structurally
similar sub-graphs of both graphs. To establish a baseline for an attack on the GCR protocol,
we tested the success of the graph-matching attack. Using programs provided by Vidanage
et al. [Vi20a] and the datasets described below, we yield the results shown in Table 2. The
achieved average re-identification rates between 1.8% and 8.9% demonstrate that a general
graph-matching is suitable for an attack.

Although a graph-matching approach can successfully attack the GCR protocol, the results
do not necessarily show its insecurity. It has been shown that graph-matching attacks only
work for large overlap rates [He22]. That is, the attack requires that an attacker has access to
a public database that contains more or less identical records as the encoded database. To
show that the GCR PPRL is indeed insecure requires a new approach which does not depend
on large overlap rates. Therefore, we developed a new attack tailored to the GCR protocol.

Average Maximum
Overlap (%) Re-id rate (%) Re-id rate (%)

95 8.9 17.6
90 6.7 13.6
85 3.3 7.0
80 1.8 3.7

Tab. 2: Results of the preliminary graph matching attacks used as the baseline for the new attack.
Overlap is computed by 2 times the number of common records divided by the sum of two database
sizes.

2 Description of a New Attack on the GCR protocol

In a nutshell, the new attack uses the plaintext attributes of P2 to re-identify the plaintext
values of the encrypted attributes in P1.
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2.1 Attacker Model

The attack assumes an attacker with access to the encoded database, such as the GCR data.
Moreover, the attacker has access to a plaintext database that overlaps partially with the
encoded database. In practice, this could be, for example, a town registry or a phonebook.
The attacker analyses the encoded database but does not modify it. The attacker’s goal is to
re-identify the entities that belong to the encoded records.

2.2 Attack Description

The attack is based on a result from Sweeney [Sw00]. She demonstrated that knowing a
person’s date of birth, zip code, and sex is sufficient to uniquely identify an individual in
approximately 87% of cases in the US.

In the case of the GCR PPRL scheme, all these attributes except ’Day of Birth’ are
transmitted as plaintext; they are not protected at all.

The core idea of the attack is based on the assumption that the plaintext attributes contained
in P2 are already sufficient to re-identify records. That is, given two records (one from the
encoded database and one from the plaintext database) that coincide in their P2 attributes,
then, with a large probability, these two records refer to the same person. This does allow to
re-identify the record from the encoded database. In addition, the P1 attributes will probably
be the same for both records. Thus, in case of a match, one can even determine the plaintext
values for the encoded P1 attributes. As the encoding is deterministic, this also allows us to
build a kind of dictionary that maps encoded P1 attributes to plaintext values. The idea is
shown in Figure 2.

One potential problem with this approach is that two different hash values may be mapped
to the same plaintext value, e.g., because two records are wrongly linked. To resolve this, we
store the allegedly re-identified values in conflict separately and decide the final mapping
using majority voting. The whole process is described in Algorithm 1 and 2.

Fig. 2: General Idea of the Attack.
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Algorithm 1 GCR Cryptanalysis: Re-identify encoded values

Input: 𝐸 : The encoded database
𝑃: The plaintext database
Output: 𝐼: List of identified encoded values

1: for records in 𝑃, 𝐸 do
2: if all attribute values in P2 matches then
3: if encoded values have not been assigned in 𝐼 then
4: Assign encoded values in P1 in 𝐸 with plaintext values in P1 in 𝑃 and store this

assignment in 𝐼

5: else
6: Add pairs of encoded values in P1 in 𝐸 and plaintext values in P1 in 𝑃 to the conflicted

list 𝐶
7: for pairs in 𝐶 do
8: Fix plaintext value 𝑝, find the most frequent encoded value 𝑒 with (𝑒, 𝑝) ∈ 𝐶.
9: if the most frequent 𝑒 occurs more than once then

10: Assign 𝑒 with 𝑝 and store in 𝐼

11: Return 𝐼

Algorithm 2 GCR Cryptanalysis: Re-identify records

Input: 𝐸 : The encoded database
𝑃: The plaintext database
𝐼: List of identified encoded values
Output: 𝑅: List of re-identified records

1: for records in 𝑃, 𝐸 do
2: if all attribute values in P2 matches then
3: Add this encoded record to the re-identified list 𝑅
4: for records in 𝐸 do
5: if all attribute values in P1 are in 𝐼 then
6: Add this record to the re-identified list 𝑅
7: Return 𝑅

3 Experimental Evaluation

3.1 Databases

We tested the attack in a series of experiments. Unfortunately, legal restrictions in Germany
prohibit accessing real data outside of a cancer registry. A cancer registry is not motivated
to let researchers attack their encryptions. Consequently, to circumvent these limitations,
we used two synthetic datasets produced for record-linkage training by Eurostat, usually
referred to as the Eurostat dataset.6 The slightly different databases, denoted by Eurostat as
’euro-cis’ and ’eurocensus’, are used for the encoded and plaintext databases, respectively.

6 available at: https://ec.europa.eu/eurostat/cros/content/job-training_en
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Both databases include names, birthdays, addresses, and all P1 and P2 attributes described
in Table 1. The ’euro-cis’ and ’eurocensus’ databases contain 25,343 and 24,613 simulated
records, respectively.

3.2 Parameter Setup

Conforming with the GCR protocol, eight attributes have been used, with four belonging to
P1 and the remaining four to P2 (see Table 1). In the experiments, the number of plaintext
records is set to 24,000, and the number of encoded records varies from 2,500 to 25,000 to
explore the results of different overlap rates between the two databases. In most experiments,
the plaintext database was chosen to be much larger than the encoded database. This setting
is considered the typical case, e.g., if the plaintext database is a public phone book or a
town registry. All the results shown are median values from at least three independent
experiments using the same parameters.

3.3 Environment

For the experiments of the attack, we used Python 3.8.6 and run experiments on a computer
with a 64-bit Intel Core i7- 10750H 2.60 GHz CPU, 32 GBytes of memory, and running
Ubuntu 20.04.

3.4 Evaluation Criteria

In our experiments, we consider a record to be (potentially) re-identified only in those cases
where all the attacks yields guesses for each encoded attribute. Moreover, the re-identification
is only successful if all these guesses are correct. For instance, if ’FN’, ’LN’, and ’ADD’ are
correctly recovered, but ’Dob’ is not guessed, it’s not considered a re-identification. If ’Dob’
is guessed but incorrect, it is not considered a correct re-identification.

3.5 Results

The results of the experiments are shown in Table 3. On average, more than 85% of records
can be re-identified, and more than 80% of records can be correctly re-identified. Moreover,
the rate of successful re-identification increases with the overlap rate. But even if the
two databases have only 17% overlap, 84.4% of the encoded records can be correctly
re-identified.
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Number Average Correct
Encoded Records Overlap Re-id rate (%) Re-id rate

2500 17.7 87.3 84.4
3750 25.1 88.5 85.6
5000 32.1 89.7 86.3
7500 44.2 91.3 87.8

10000 54.6 92.3 88.5
12500 63.7 93.0 89.3
15000 71.4 93.1 89.4
17500 78.1 93.2 89.4
20000 84.2 93.3 89.5
22500 89.6 93.5 89.5
23750 92.2 93.7 89.9
25000 94.5 93.8 90.0

Tab. 3: Results from the experiments. Overlap is computed as 2 times the number of common records
divided by the sum of two database sizes.

4 Discussion

In the GCR record linkage process design, the encoding procedure for attributes in P1 is
intended to protect the patient’s privacy. Combining MD5 hash functions and symmetric-key
encryption in the design can prevent dictionary-based attacks on P1 [Sc16]. However, only
these kinds of attacks are prevented by this approach.

Modern attacks, including graph matching attacks and pattern mining attacks [Vi19; Vi20a],
consider that an attacker has additional information beyond the encoded database only. As
our attack demonstrates, the additional plaintext database gives an attacker a considerable
advantage when the encoded database is only partially encoded. In our experiments, an
attacker using a publicly available plaintext database can correctly re-identify more than
80% of the encoded values.

Using synthetic data could be seen as a limitation of our study. However, real-world data
of a cancer registry is not available outside a registry, and access to the identifiers in a
register is, for all practical purposes, close to impossible in Germany for academic research.
Since the synthetic Eurostat database has been generated to mimic actual data and is widely
used for linkage experiments, we do not consider the limitations given by synthetic data
as critical for the conclusions given here. The synthetic data included precisely the same
attributes that are also used for GCR record linkage and that are used for the attack. A
further limitation could be the size of the database, which is relatively small compared to
the GCR database. While we cannot exclude some unforeseen side effects when applying
the attack to vast databases, we still consider the main idea based on Sweeney [Sw00] as
valid; therefore, a significant fraction of records can be re-identified. Extensive databases
could even be advantageous to resolve conflicting guesses for hash values.
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5 Recommendations

Given the identified privacy vulnerabilities in the design of the GCR record linkage process,
we make two recommendations for strengthening the privacy guarantees of the encoding
procedure. They can not only prevent the specific attack proposed by this paper but also
help to make other modern attacks more difficult.

First, the ordering of the encoded values can be permuted. In the current state, all records
use the same ordering of attributes. However, as encoding the P1 attributes uses a collision-
resistant hash function, this is not required. Instead, each time a record is encoded, the order
of the encoded attributes is randomly chosen. For instance, one record could be stored as
’FN’, ’LN’, ’Dob’, and ’ADD’; another is stored as ’LN’, ’ADD’, ’FN’, and ’Dob’. Then, to
compare two records, one needs only to check whether the set of the four encoded values of
one record equals the set of encoded values of the other. Certainly, this comparison will
need more computational effort. However, since the random ordering will compensate for
the frequency of each attribute, it will make the computation of similarities of records more
demanding when the records are not identical.

Second, following the ideas from other match-key-based PPRL approaches [Be22; Ra19;
SP20], more than one attribute could be used for computing one hash value. For instance, a
match-key could be built using ’Last name’, ’gender’, and ’Date of birth’. The larger entropy
of the resulting match-key will make attacks more difficult. Therefore, comparing the entropy
of different combinations of identifiers when designing a match-key is recommended.

In Germany, the GCR protocol is often seen as a successful privacy-preserving record
linkage protocol and, in political discussions, considered as a blueprint for other registers.
Although we don’t suggest replacing the protocol for the purpose of the cancer register,
given our results, the GCR protocol should no longer be used for designing future registers.
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