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Preface

Information is rarely free: learning, comparing, and verifying what to do often takes time,

effort, or expertise. These informational frictions shape how individuals make decisions

and interact with others. In particular, when information is costly to acquire, difficult to

process, or only partially observed, incentives change and outcomes can differ sharply from

the predictions of full-information models. In this thesis I study how informational frictions

interact with incentives and economic design, and how they can be mitigated by appropriate

mechanisms and decision tools. Across three self-contained chapters, I analyze gradual

information acquisition in a mechanism design setting, I develop a framework for using large

language models as a tool to help users play optimally in strategy-proof mechanisms, and

I analyze the role of limited price comparisons by consumers in shaping equilibrium pricing

in a duopoly setting.

In the first chapter, which is joint work with Vitali Gretschko, we study a private values

auction in which bidders hold a prior belief about their valuation and can acquire addi-

tional information covertly and gradually over time. As information acquisition is costly, an

optimal mechanism must balance these costs against allocative efficiency. We show that a

dynamic pivot mechanism, a generalization of the Vickrey-Clarke-Groves (VCG) mechanism

to dynamic settings, implements the first-best allocation and induces efficient information

acquisition. As a bidder pays the externality he imposes on other bidders, that is, the re-

duction in their welfare caused by his participation in the mechanism, his payment does

not depend directly on his report except through the allocation decision. As a result, each

bidder internalizes the social value of his information acquisition decisions and therefore has

incentives both to report truthfully and to acquire information in the welfare-maximizing

order. Incentivizing optimal information acquisition is crucial to our analysis, as bidders’

decisions to acquire information are both endogenous and unobserved.
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We then apply this result to a symmetric environment with moderate information costs.

In this setting, the first-best policy prescribes that bidders acquire information in decreasing

order of expected values and stop once a sufficiently high value is observed or only one bidder

remains who has not acquired information. This ordering is optimal because it economizes on

the information acquisition costs of bidders with low expected values. The equilibrium of the

Dutch auction closely mirrors this logic, and its welfare loss is bounded by the information

acquisition cost of a single bidder. By contrast, the English auction induces bidders to

acquire information in the reverse order which can lead to excessive information acquisition

and thus larger welfare losses relative to the first-best policy.

In the second chapter, I develop a framework that provides users with a structured pro-

cedure to use large language models (LLMs) to identify optimal play in strategy-proof mech-

anisms. Although these mechanisms admit a (weakly) dominant strategy, experimental and

field evidence show that participants frequently fail to play optimally in these settings. These

deviations are commonly attributed to limited understanding of the mechanism, constraints

on contingent reasoning, and behavioral biases. This gap between theoretical predictions

and empirical findings has prompted mechanism designers to develop concepts that restrict

attention to mechanisms with reduced strategic complexity. I take a different approach,

motivated by recent advances in LLMs, and develop a framework that provides users with a

tool to verify the optimal strategy in a given mechanism.

I apply the framework to two canonical settings: the second-price auction and the deferred

acceptance mechanism. In environments with a sufficiently small strategy space, the method

enables a full dominance check by evaluating payoffs over the entire space of strategy profiles.

This guarantees an optimal action recommendation whenever the mechanism is strategy-

proof. In larger environments, where exhaustive verification is computationally infeasible, I

show that a simulation-based partial dominance check can still be informative by comparing

the user’s strategies on a fixed sampled subset of the strategic environment. This yields

a practical approximation that can substantially narrow the set of relevant actions for the

user. Relative to the existing literature, the contribution is not a refinement of mechanism

design, but a decision-support framework that makes strategy-proof mechanisms effectively

easier to play.
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In the third chapter, which is joint work with Atabek Atayev and Philip Zilke, we study

a duopoly market in which firms compete in prices and have symmetric or asymmetric

marginal costs. There are two types of consumers: price-comparing consumers, who observe

both prices and purchase from the cheaper firm, and less informed consumers, who observe

only one price and decide which firm to visit based on market fundamentals. We assume

all market fundamentals are common knowledge to capture the market feature of repeated

purchases which allows consumers to infer firms’ mixed pricing strategies. This allows less

informed consumers to strategically choose which firm to visit.

When the difference in firms’ marginal costs is sufficiently large, the more efficient firm

undercuts its rival’s marginal cost and captures the entire market. When the cost difference

is sufficiently small, limited price comparison creates an informational friction on the demand

side, and the decisions by price-non-comparing consumers about which firm to visit become a

key determinant of competition. We show the existence of an equilibrium in which the lower-

cost firm draws prices from a distribution that is a mean-preserving spread of its rival firm’s

price distribution. In particular, the more efficient firm sets low prices more frequently

to attract price-comparing consumers, but also charges the monopoly price with positive

probability to extract surplus from its share of less informed consumers. The resulting

pricing behavior provides a theoretical explanation for asymmetric pricing patterns observed

in many retail markets.

Together, the three chapters highlight how information shapes incentives and outcomes

across a range of economic environments. The results show how appropriately designed mech-

anisms can implement efficient information acquisition and allocation, how AI tools can help

participants play optimally in strategy-proof mechanisms, and how limited price comparison

affects pricing decisions in a standard duopoly market. Overall, the thesis underscores that

accounting for informational frictions is essential both for understanding observed behavior

and for designing rules that perform well in practice.
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Chapter 1

An Efficient Dynamic Mechanism

with Covert Information Acquisition

Joint work with Vitali Gretschko1

Abstract: We examine a setting of independent private value auctions where bidders can

covertly acquire gradual information about their valuations. We demonstrate that a dynamic

pivot mechanism implements the first-best information acquisition and allocation rule. We

apply our results to a commonly used model of auctions with information acquisition. The

bidders are symmetric and information acquisition costs are moderate. Our analysis shows

that the Dutch auction achieves near-efficiency. That is, the welfare loss is bounded by the

information acquisition cost of a single bidder. In contrast, the English auction may result

in greater welfare losses.

JEL Classification: D44, D82, D83

Keywords: Information acquisition, dynamic auctions, dynamic pivot mechanism.

1University of Muenster.
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CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

1.1 Introduction

Efficient resource allocation often relies on the ability and willingness of market participants

to acquire information. In auction settings, acquiring information is crucial for participants

to make informed bidding decisions, which ultimately affects the efficiency of the allocation

process. For example, when a government awards contracts for advanced military systems,

defense contractors may invest significant resources to evaluate production costs, technolog-

ical feasibility, and supply chain requirements to estimate their delivery costs. Similarly,

in renewable energy support auctions, bidders need to conduct detailed feasibility studies

and environmental assessments to accurately determine their costs. This process includes

estimating the cost of delivering a renewable energy project, accounting for the opportunity

cost of decommissioning an existing power plant, forecasting future revenues, and evaluating

potential results of future auctions. Such information acquisition can be costly, involving

both direct expenditures and the allocation of significant organizational resources.2

Welfare maximization requires careful consideration of the costs associated with informa-

tion acquisition. It is inefficient for all bidders to invest heavily in information acquisition,

as the associated costs are wasted for those who do not win the auction. In this context,

it has been established that dynamic standard auctions (English, Dutch) are more efficient

than static auctions (first-price, second-price) when information acquisition is considered,

as bidders can adjust based on information revealed during the auction. However, whether

standard auctions can achieve first-best efficiency remains an open question.

In this paper, we demonstrate in a private value setting that a dynamic first-best mech-

anism maximizing social welfare exists. Specifically, we consider an environment where a

mechanism designer allocates a single indivisible good and maximizes social welfare. Buyers

can gradually and covertly acquire private signals to learn about their value for the good.

The mechanism designer must balance the cost of information acquisition against the poten-

tial benefits of making a more informed allocation decision. To navigate this trade-off, the

first-best mechanism, based on the buyers’ reports, offers recommendations on information

acquisition and determines the allocation of the good accordingly.

2According to the International Renewable Energy Agency (2019), by the end of 2018 more than 100
countries had used auctions to purchase renewable energy, representing a ten-fold increase in just one decade.
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CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

To implement the optimal policy, the mechanism needs to satisfy both incentive com-

patibility and individual rationality constraints. Since information acquisition is both en-

dogenous and unobservable, incentive compatibility constraints are divided into two types:

obedience constraints and truth-telling constraints. Obedience constraints ensure that buyers

adhere to the mechanism’s recommendations for information acquisition, while truth-telling

constraints require buyers to truthfully report the signals they acquire.

We prove that the optimal policy can always be implemented using the transfer rule of

a dynamic pivot mechanism introduced by Bergemann and Välimäki (2010). As a dynamic

version of the Vickrey-Clarke-Groves (VCG) mechanism, a dynamic pivot mechanism re-

quires players to pay the externality they impose on social welfare; that is, the reduction in

other bidders’ welfare caused by the bidder’s participation in the mechanism. As a result,

the payment of a bidder does not depend directly on their report except through the allo-

cation decision of the mechanism. This incentivizes buyers to report their signals truthfully.

We also demonstrate that the mechanism incentivizes obedience. Specifically, buyers acquire

information as recommended, thereby following the optimal information acquisition path.

Obedience is crucial to our analysis, as buyers’ decisions to acquire information are both

endogenous and unobserved.

We use our result to shed light on welfare in standard auctions with information ac-

quisition. Although previous studies (Compte & Jehiel, 2007; Miettinen, 2013; Gretschko

& Wambach, 2014; Rezende, 2018) have established that dynamic auctions like the Dutch

and English auctions outperform static ones, it remains unclear which of the two is more

preferable in terms of welfare. We adopt a framework commonly used in the literature on the

dominance of dynamic auctions: buyers’ values are symmetrically distributed, and informa-

tion acquisition is one-shot and fully informative. When the cost of information acquisition

is identical for all buyers and sufficiently low, the first-best information acquisition and al-

location policy can be described by adapting the results of Doval (2018) on optimal search

to an auction setting.

We show that the first-best policy, which is implementable given our initial results, re-

sembles the equilibrium of the Dutch auction studied by Gretschko and Wambach (2014),

where buyers acquire information in decreasing order of expected values. This is because

a report of high values has the potential to stop the mechanism early, effectively saving

7



CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

information acquisition costs for bidders with low expected values. We demonstrate that

the optimal policy deviates from the Dutch auction equilibrium at most with respect to the

optimal information acquisition strategy of the buyer with the lowest ex ante expected value.

Thus, the welfare loss in the Dutch auction, relative to the first-best mechanism, is bounded

by the information acquisition cost of a single buyer. By contrast, in the English auction,

buyers acquire information in increasing order of expected values, resulting in potentially

larger welfare losses as more information is costly acquired.

This result is particularly interesting because the English auction typically allocates

efficiently in many settings. In contrast, the Dutch auction is often regarded as less favorable.

We show that the Dutch auction outperforms the English auction in our setting with respect

to welfare. When bidders are symmetric, the Dutch auction closely resembles the first-best

mechanism. This challenges conventional wisdom around auction formats and highlights the

potential of the Dutch auction to achieve near-optimal outcomes.

Related literature Our paper contributes to the literature on information acquisition

in mechanisms. Several studies examine settings in which buyers can flexibly decide how

much and which information to acquire prior to participating in an auction (Bergemann &

Välimäki, 2002; Bobkova, 2024; Kim & Koh, 2022; Shi, 2012). Bergemann and Välimäki

(2002) also use a Vickrey-Clarke-Groves (VCG) mechanism and show that it ensures efficient

information acquisition prior to the mechanism and efficient ex post allocation of the good.

All these papers consider a static environment where information can be acquired before

the start of the mechanism; once the mechanism starts, information is fixed. These papers

also fall into a broader literature on two-step mechanisms, which also encompass models of

entry (McAfee & McMillan, 1987; Hausch & Li, 1993; Levin & Smith, 1994; Stegeman, 1996),

models of indicative bidding (Lu, Ye, & Feng, 2021; Quint & Hendricks, 2018; Ye, 2007), and

models in which the seller controls the disclosure of information (Bergemann & Pesendorfer,

2007; Eső & Szentes, 2007). In contrast, our model allows for flexible information acquisition

during the mechanism.

Another strand of literature examines dynamic mechanisms in which information evolves

exogenously over time (Athey & Segal, 2013; Bergemann & Välimäki, 2010; Pavan, Segal, &

Toikka, 2014). A key contribution of our work is to endogenize the flow of information. We

8



CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

build on ideas introduced by Bergemann and Välimäki (2010), who developed a dynamic

version of a VCG mechanism known as a dynamic pivot mechanism. In their framework,

information evolves over time, and buyers learn their values for free. By contrast, we assume

that buyers can choose to acquire information at a cost. The optimal information acquisi-

tion path is determined by the mechanism and, unlike in the aforementioned studies, buyers

must be incentivized to adhere to this policy. We demonstrate that a dynamic pivot mech-

anism provides these incentives for obedience, enabling the implementation of the first-best

information and allocation policy.

Crémer, Spiegel, and Zheng (2009) is a closely related study that also addresses costly

information acquisition during a mechanism. The authors show that an incentive-feasible

mechanism exists that implements any first-best policy in their setting. By allowing the

seller to charge an entry fee, they obtain a full surplus extraction result. Our model differs

in two decisive ways. In Crémer et al. (2009), bidders have no prior information, information

is fully informative — buyers need to acquire information only once — whereas we allow for

multi-stage and imperfect learning. In their framework, information is also ’productive’; that

is, a buyer will never bid without having learned his value, whereas information acquisition

is optional in our model.

Our second result examines the performance of standard auction formats relative to the

first-best policy in a symmetric setting with moderate information acquisition costs. Several

papers show how the design of the auction affects the results and that dynamic auction

formats often outperform static formats (Bulow & Klemperer, 2009; Compte & Jehiel, 2004,

2007; Engelbrecht-Wiggans, 1988; Gretschko & Wambach, 2014; Kleinberg, Waggoner, &

Weyl, 2018; Klemperer, 2002; Miettinen, 2013; Persico, 2000; Rezende, 2018; Roberts &

Sweeting, 2013). Using a mechanism design approach, we demonstrate that the first-best

policy in a setting where buyers can covertly acquire information is inherently a dynamic

mechanism.

In a symmetric setting with moderate information acquisition costs, we derive a first-best

information and allocation policy by adapting the optimal search results by Doval (2018)

to an auction setting. We are not the first to relate information acquisition in sequential

mechanisms to results from optimal search (e.g. Ben-Porath, Dekel, & Lipman, 2024; Crémer

et al., 2009; Kleinberg et al., 2018). Kleinberg et al. (2018) examine an auction setting

9



CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

similar to our symmetric setup, applying the optimal search results of Weitzman (1979). In

contrast to our assumptions, they require buyers to acquire information before bidding in

the auction. In particular, they do not assume that information acquisition is covert. Our

results differ in two dimensions: information acquisition is optional and unobservable. Since

information acquisition is optional for auction participation, allocating to a bidder who has

not acquired information may be optimal, meaning that the Dutch auction is not always first-

best efficient. When information acquisition is unobservable, a mechanism must incentivize

buyers to acquire information as recommended. Our first result states that a dynamic pivot

mechanism sets the right incentives for buyers to follow the first-best information policy.

In a symmetric setting with moderate information costs, Gretschko and Wambach (2014)

show that the Dutch auction provides the correct incentives for information acquisition for

all buyers but the one with the lowest expected value.

1.2 Model

Payoffs and priors. There is one seller (she) selling one unit of an indivisible good. There

are n buyers (he), N = {1, . . . , n}. The allocation of the good is denoted by x ∈ ∆({0, 1}n).

That is, xi is the probability that buyer i receives the good, and thus
∑n

i=1 xi ≤ 1.

A buyer’s value ωi for the good is drawn from a compact set Ωi ⊂ R+
0 . The set of

all possible states of the world is Ω = ×n
i=1Ωi. An element ω ∈ Ω is a vector of values

for all buyers, that is ω = (ω1, . . . , ωn). For any vector (v1, . . . , vn) we denote by v−i the

vector (v1, . . . , vi−1, vi+1, . . . , vn) and sometimes write (vi, v−i) for v. Endow Ω with the

Borel σ-Algebra and denote by ∆(Ω) the set of all probability distributions on Ω. The

prior distribution µ(ω) ∈ ∆(Ω) is common knowledge among the seller and the buyers. The

marginal distribution over ωi is denoted by µi(ωi). We assume that the prior distribution is

independent across buyers, that is

µ(ω) =
n∏

i=1

µi(ωi).

Players do not know anything beyond the prior distribution.

10



CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

The profit of buyer i depends on the allocation x and a transfer payment to the seller

pi ∈ R, as follows

xiωi − pi.

For simplicity, the seller’s value for the good is 0, so the seller’s profit is
∑n

i=1 pi.

Information acquisition. Each buyer i can acquire information sequentially by receiving

up to li signals. Signals acquired by different buyers are independent of each other. For

j ∈ {1, . . . , li} let Sj
i be a sufficiently rich compact set of possible signal realizations sji ∈ Sj

i .

Signal sji is determined by a joint distribution on Ωi × S1
i . . . S

j
i . That is, if a buyer chooses

to acquire k signals, his belief about ωi is given by πi,k(ωi | s1i , . . . , ski ). Considered as a

family of distributions on Ωi parameterized by sji ’s, we assume that πi,k(ωi | s1i , . . . , ski ) is

continuous in each sji in the weak topology on Ωi.

Acquiring information is costly. Denote by ci(k) the overall cost of acquiring k signals.

The cost difference between acquiring k signals and j signals is given by κi(k, j) = ci(k) −

ci(j).

We are interested in sequential information acquisition by all buyers. We define a se-

quence of information acquisition decisions indexed by t ∈ {0, . . . , T} as follows. We refer to

t as the period. In each period t, any subset of buyers may acquire additional signals. The

number of signals acquired by buyer i in all periods prior to and including t is denoted by αi,t.

The belief of buyer i about ωi at the beginning of period t depends on all previously acquired

signals and we denote it by πi,t(ωi | s1i , . . . , s
αi,t−1

i ). For period t, let st = (s11, . . . , s
αn,t
n ) repre-

sent the profile of all signal realizations for all buyers, and let αt = (α1,t, . . . , αn,t) denote the

profile of all acquisition choices up to and including period t. Let πt(ω | st−1, αt−1) denote

the belief about ω at the beginning of period t. By the independence of the prior belief and

the signals, it can be expressed as

πt(ω | st−1, αt−1) =
n∏

i=1

πi,t(ωi | s1i , . . . , s
αi,t−1

i ).

11



CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

Denote the allocation in period t by xt and the transfer by pt. The expected profit of buyer

i in period t is given by

xi,t

∫
Ω

ωi dπi,t(ωi | s1i , . . . , s
αi,t−1

i )− ci(αi,t)− pi,t.

Welfare maximization. Agents do not discount the future, and the socially efficient pol-

icy maximizes the expected sum of valuations minus the cost of information acquisition. Let

Fαt(st | st−1) be the distribution induced on signals in period t by the vector of information

acquisition decisions αt, given the choice of information acquisition αt−1 and signal realiza-

tions st−1. The socially optimal program, beginning in period t with belief πt(· | st−1, αt−1)

is recursively defined as

Wt(st−1, αt−1) = max
xt,αt

n∑
i=1

(
xi,t

∫
Ω

ωi dπt(ω | st−1, αt−1)

)
+

(
1−

n∑
i=1

xi,t

)

×

(
−

n∑
i=1

κi(αi,t, αi,t−1) +

∫
Wt+1(st, αt) dF

αt(st | st−1)

)
.

(1.1)

In every period t, the good is either allocated based on the information from period t − 1

or buyers acquire additional information. Note that κi(αi,t, αi,t−1) = ci(αi,t) − ci(αi,t−1)

captures the marginal cost of information acquisition in period t for buyer i, which is zero

if no information is acquired by this buyer in that period. The optimal policy is a tuple

(x∗, α∗), where x∗ = {x∗
t}Tt=0 represents the first-best allocation, and α∗ = {α∗

t}Tt=0 denotes

the corresponding information acquisition policy.

Let T denote the period in which the good is allocated. We restrict our attention to

first-best policies where, in every period t < T , exactly one agent acquires information. This

is without loss as there is no discounting between periods. The number of signal draws is

finite for every buyer. Thus, the number of possible information acquisition sequences is

finite. As signals are drawn from a compact set, a solution to (1.1), and thus a first-best

policy (x∗, α∗), always exists. In the optimal policy, the good is allocated to a buyer with

the highest expected value for the good given all realized information at time T .

Histories and Mechanism. We focus on direct mechanisms that truthfully implement

the socially efficient policy (x∗, α∗). On a high level, a direct dynamic mechanism works

12



CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

as follows: in each period t, the mechanism asks the buyers to report their most recently

acquired signals. Based on the report from period t and the history of reports from all

previous periods, the mechanism either allocates the good according to x∗ or, if the good

is not allocated, requests the buyers to acquire additional information according to α∗.

Potential transfers are realized at the end of each period. Buyers subsequently decide whether

to follow the mechanism’s recommendation and acquire information before the next period

begins.

More formally, the report of buyer i in period t, denoted by rti , reflects the signal he

received in period t − 1. The public history at the start of period t is a tuple comprising

all previous reports and information acquisition recommendations hpub
t = (rt−1, αt−1) where

r0 = ∅ and rt = (r11, . . . , r
t
n) for t > 0. Let Hpub

t denote the set of all possible public histories

in period t.

A mechanism is a collection of allocations, information acquisition recommendations,

and transfers {xt, αt, pt}Tt=0. The allocation xt : Hpub
t × S

α1,t−1

1 × . . . × S
αn,t−1
n × {∅} →

∆({0, 1}n) maps the public history and reports in period t into a probability distribution over

allocations. The information acquisition recommendation αt : H
pub
t ×S

α1,t−1

1 × . . .×S
αn,t−1
n ×

{∅} → ×n
i=1{αi,t−1, . . . , li}maps the public history and reports in period t into an information

acquisition recommendation. The transfer pt : H
pub
t × S

α1,t−1

1 × . . . × S
αn,t−1
n × {∅} → Rn

maps the public history and reports in period t into a vector of transfers for all agents.

We assume pessimistic off-path beliefs. If a buyer reports a signal that is outside his

feasible set or refrains from reporting when prompted, the mechanism designer assumes the

buyer is of the worst possible type and will never allocate the good to this agent. If a

buyer who was not asked to acquire information reports a signal, the mechanism designer

disregards the report.

Strategy. A strategy of buyer i in a mechanism {x∗
t , α

∗
t , pt}Tt=0 in period t is a tuple (rti , ai,t),

where rti denotes his report in period t, and ai,t indicates how many signals he acquired up

to and including period t. The private history of buyer i in period t consists of the public

history, the number of signals acquired by the buyer up to period t, and their realizations, so

hpriv
i,t = (hpub

t , ai,t−1, s
1
i , . . . , s

ai,t−1

i ). Let Hpriv
i,t denote the set of of all possible private histories

of buyer i in period t.

13
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A pure reporting strategy for agent i in period t is a mapping from the private history

into the relevant signaling space, rti : H
priv
i,t → S

α∗
i,t−1

i ∪ {∅}. A pure information acquisition

strategy is a mapping from the private history into the number of acquired signals, given i

has already acquired ai,t−1 signals, ai,t : H
priv
i,t → {ai,t−1, . . . , li}.

At private history hpriv
i,t , buyer i maximizes his continuation value when deciding on

an information acquisition and reporting strategy, as defined below. Let ri,t = (r1i , . . . r
t
i)

denote the vector of all signal reports by buyer i up to period t, and let s−i,t = (s11, . . . s
αi−1,t

i−1 ,

s1i+1, . . . s
αn,t
n ) denote the vector of signals received by all buyers except i up to period t.

Given the mechanism {xt, αt, pt}Tt=0, and truthful reporting by the other buyers, let F ai,t(st |

st−1) denote the distribution induced on signals of buyer i in period t by the vector of his

information acquisition decision ai,t, given the choice of previous information acquisitions

ai,t−1 and signal realizations st−1. The optimal reporting strategy ri = {rti}Tt=1 and the

optimal information acquisition strategy ai = {ai,t}Tt=0 for buyer i can be defined recursively.

Vi(h
priv
i,t ) =max

rti ,ai,t
xi,t(ri,t−1, r

t
i , s−i,t−1, αt−1)

∫
Ωi

ωi dπi,t−1(ωi | hpriv
i,t )

−

(
n∑

i=1

xi,t(ri,t−1, r
t
i , s−i,t−1, αt−1)

)
pi(ri,t−1, r

t
i , s−i,t−1, αt−1)

+

(
1−

n∑
i=1

xi,t(ri,t−1, r
t
i , s−i,t−1, αt−1)

)(
− κ(ai,t, ai,t−1)

+

∫
Vi(h

priv
i,t+1) dF

ai,t(st | st−1)

)
.

1.3 Implementation

We show that the first-best policy (x∗, α∗) can be implemented. To achieve this, we build

on ideas by Bergemann and Välimäki (2010) and employ a variant of the dynamic pivot

mechanism to construct a transfer rule that satisfies incentive compatibility and individual

rationality conditions. The dynamic pivot mechanism represents a dynamic extension of the

Vickrey-Clarke-Groves (VCG) mechanism.

Incentive compatibility encompasses both obedience and truth-telling conditions. The

obedience conditions are satisfied if buyers acquire information according to the optimal

information acquisition path α∗, meaning they follow the mechanism’s recommendations.
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The truth-telling conditions require that buyers report their signals sji truthfully. Individual

rationality requires that a buyer’s expected payoff exceeds his outside option, which we

normalize to zero.

In a dynamic setting, the concepts of ex post incentive compatibility and individual

rationality are defined on periodic basis. A mechanism is periodic ex post incentive compatible

if, at the time a buyer is asked to acquire information and to report his signal, his best

response is to follow the mechanism’s recommendation and report truthfully, given that the

other buyers do the same. A dynamic mechanism is periodic ex post individually rational if,

at the time of reporting, a buyer’s expected payoff exceeds his outside option zero. Note that

the report is ex post with respect to all the information acquired up to the current period

but not necessarily for information that may be acquired in future periods.

The main idea of a static VCG mechanism is that buyers internalize the externality they

impose on other buyers. By paying the externality they impose on others, buyers receive

a payoff equal to their marginal contribution to social welfare. Consequently, the transfer

incentivizes buyer i to maximize social welfare and report his value truthfully. This logic

extends to the dynamic version of the mechanism. The main challenge in this setting is to

incentivize information acquisition according to the welfare-maximizing policy.

Recall that Wt(st−1, αt−1) represents social welfare in period t, given the belief πt(ω |

st−1, αt−1), under the optimal allocation and information acquisition policy (x∗, α∗). Simi-

larly, define the social value excluding buyer i as

W−i,t(st−1, αt−1) = max
xt,αt

∑
j ̸=i

(
xj,t

∫
Ω

ωj dπt(ω | st−1, αt−1)

)
+

(
1−

∑
j ̸=i

xj,t

)

×

(
−
∑
j ̸=i

κj(αj,t, αj,t−1) +

∫
W−i,t+1(st, αt) dF

αt(st | st−1)

)
.

(1.2)

The welfare-maximizing allocation without buyer i is denoted by x∗,−i = {x∗,−i
t }Tt=0, and the

corresponding information acquisition policy by α∗,−i = {α∗,−i
t }Tt=0.

The marginal contribution of buyer i is the change in social welfare due to their inclusion

in the mechanism, and is defined as

Mi,t(st−1, αt−1) = Wt(st−1, αt−1)−W−i,t(st−1, αt−1). (1.3)
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The marginal contribution of buyer i can be decomposed into flow marginal contributions

mi,t(st−1, αt−1), defined recursively as follows:

mi,t(st−1, αt−1) =Mi,t(st−1, αt−1)

−

(
1−

n∑
i=1

xi,t(st−1, αt−1)

)∫
Mi,t+1(st, αt) dF

αt(st | st−1).
(1.4)

We are now ready to define the transfer payments in the dynamic pivot mechanism. First,

assume without loss of generality that transfers are made when the good is allocated. The

transfer payment of a buyer reflects the externality he imposes on other buyers. In other

words, the transfer payment equals a buyer’s value minus his marginal contribution to social

welfare. The transfer payment of buyer i at belief πt(ω | rt, αt−1) is defined as 3

p∗i (rt, αt−1) = xi,t(rt, αt−1)

∫
Ω

ωi dπt(ω | rt, αt−1)−mi,t(rt, αt−1). (1.5)

We are now in the position to state our first result.

Proposition 1.1. The transfer rule p∗(rt, αt−1) implements the first-best information acqui-

sition and allocation rule (x∗, α∗), ensuring periodic ex post incentive compatibility (truth-

telling and obedience) and periodic ex post individual rationality.

Proof. The proof is relegated to the appendix.

The transfer payment is designed so that every buyer pays the difference between his

expected payoff and his flow marginal contribution to social welfare. This key feature of

any VCG mechanism ensures that a buyer’s transfer does not depend on his report. This

incentivizes buyers to report truthfully. In a dynamic setting, we must also address the

possibility of multiple joint deviations from truthful reporting. In the proof of Proposition

1.1, we use a backward induction argument to demonstrate that such deviations are not

profitable.

Furthermore, we show that the dynamic pivot mechanism satisfies the obedience condi-

tions, meaning that buyers acquire information as recommended by the mechanism. To see

3Note that signals received in period t are reported at the start of the following period, t+1; hence, the
vector of signals st−1 is reported as rt.
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why this is true, observe that the continuation utility of a buyer can be decomposed into

flow utility. The flow utility of buyer i in period t is given by:

x∗
i,t(rt, α

∗
t−1)

∫
Ωi

ωi dπi,t(ωi | s1i , . . . , s
α∗
i,t−1

i )−

(
n∑

i=1

x∗
i,t(rt, α

∗
t−1)

)
p∗i (rt, α

∗
t−1)

−

(
1−

n∑
i=1

x∗
i,t(rt, α

∗
t−1)

)
κi(ai,t, ai,t−1).

Note that the flow utility of a buyer matches his flow marginal contribution. Specifically,

if the good is not allocated in period t (i.e.
∑n

i=1 x
∗
i,t = 0), a buyer’s flow utility equals

his information acquisition cost, −κi(ai,t, ai,t−1), which also represents his contribution to

social welfare. If the good is allocated in period t, a buyer’s flow utility equals his expected

payoff, E[x∗
i,t ωi], minus his transfer p∗i (rt−1, αt−1). Thus, every buyer internalizes his social

externality when deciding on information acquisition.

1.4 The Dutch Auction is Nearly Optimal

Thus far, we have not explicitly addressed the first-best information and allocation policy. In

this section, we apply our insights to a commonly studied setting for analyzing information

acquisition in standard auctions. In this setting, bidders possess initial private information

about their value and may, at a moderate cost, acquire a fully informative signal. Specifically,

acquiring information allows a bidder to learn his value perfectly.

We draw on results of Doval (2018) to derive the first-best information acquisition and

allocation strategy for this setting. As shown in Proposition 1.1, this first-best policy is

implementable. We demonstrate that the optimal policy closely resembles the equilibrium

strategy of the Dutch auction, as derived in Gretschko and Wambach (2014). In this partic-

ular setting, the welfare loss from running a Dutch auction instead of the optimal mechanism

is bounded above by the information acquisition cost of a single bidder. Thus, the Dutch

auction performs at most slightly worse than the first-best policy in terms of efficiency. By

contrast, we will demonstrate that the welfare loss of the English auction can be substantial.

Model. The model consists of n bidders who are imperfectly informed. Each bidder knows

his expected value µi ∈ [µ, µ̄], which is private information and is drawn from a continuous
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distribution function G.4 A bidder’s value, ωi, is defined as the sum of his expected value

µi and a noise term ϵi, such that ωi = µi + ϵi. We assume that for every bidder the noise

parameter ϵi is drawn from the same symmetric distribution function F , ϵi ∼ F ∀i. The

distribution is symmetric around zero and admits density function f . Thus, the value ωi of

a bidder is distributed according to F , shifted by the prior µi, and we write ωi ∼ Fi.

Every bidder can acquire one signal and this signal is fully informative. We assume the

cost of acquiring this signal is identical for all bidders and we denote it by c. When a bidder

decides to acquire information, he learns the realization of the noise parameter ϵi, and thus,

his value ωi. Furthermore, we assume that the information acquisition cost is sufficiently

small.

Assumption 1.1. Assume that

∫ ∞

µ̄

(ωi − µ̄)dF (ωi − µ) > c.

Assumption 1.1 ensures that information acquisition plays a significant role under the

first-best policy. Specifically, it implies that the object is almost never allocated to a bidder

who has not acquired information. This condition is satisfied if either c is sufficiently small

or the uncertainty about the true valuation is sufficiently pronounced as compared to the

range of expected values.

First-best mechanism. The first-best policy is derived from Doval (2018). The first-best

mechanism implementing this policy first requires bidders to report their expected values

µi. The bidder with the highest expected value is asked to acquire information first and

report his valuation to the mechanism. The first-best information acquisition policy follows

a cutoff rule. Specifically, the good is allocated to the bidder with the highest valuation if his

valuation exceeds a cutoff determined by the reservation values (defined below) of those who

have not acquired information. If only one bidder remains without acquired information and

his back-up value (defined below) exceeds the highest reported valuation of the other bidders,

the good is allocated to this bidder without requiring additional information acquisition.

4We slightly abuse notation, as in the previous sections µi is common knowledge. However, we assume
without loss of generality that the first signal is free, and µi represents the updated expected value after
observing its realization. In this case, the first-best mechanism requires that all bidders acquire this signal,
and they will comply since it is free.
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The cutoffs for each bidder, as described above, are determined by their reservation value

ωR
i and backup value ωB

i . The reservation value, ωR
i , is defined as

c =

∫ ∞

ωR
i

(ωi − ωR
i ) dFi(ωi).

Similarly, the backup value ωB
i , is defined as

c =

∫ ωB
i

0

(ωB
i − ωi) dFi(ωi).

The optimal policy can be formally stated as follows.

Proposition 1.2 (Theorem 1 in Doval, 2018). Assume that Assumption 1.1 holds true.

Order the n bidders in decreasing expected value order, such that µ1 ≥ . . . ≥ µn.

The optimal policy is as follows:

Order Have bidders acquire information in decreasing expected value order.

Stopping 1. Stop if the highest sampled valuation exceeds all non-sampled reservation val-

ues, and allocate the good to the bidder with this highest value.

2. If only one bidder remains who has not acquired information, stop if the

highest sampled valuation is less than his backup value, and allocate the good

to the remaining bidder.

To maximize welfare, if any bidder acquires information it should be the bidder with the

highest expected value. This follows from the symmetry of the noise parameter and equal

information acquisition costs. Assumption 1.1 ensures that the reservation value of a bidder

with the the lowest possible expected value exceeds the highest possible expected value. In

this case, it is never optimal to allocate the good to any bidder other than the nth without

first requiring them to acquire information.

The cutoffs define the optimal stopping conditions. At the cutoffs, the mechanism is

indifferent between asking a bidder acquire information or choosing the optimal outside

option. If the outside option exceeds the bidder’s reservation value, ωR
i , the mechanism will

choose the outside option. Specifically, if the value of a bidder who has acquired information

exceeds the reservation values of all bidders without information, the mechanism stops and
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allocates the good. This is reflected in stopping condition 1. When the outside option lies

between the cutoffs, the mechanism asks bidder i to acquire information, as the outside option

is sufficiently close to bidder i’s expected value µi. One outside option is the continuation

value obtained by having at least one more bidder acquire information. The restriction on

the cost parameter ensures that the continuation value prevents allocation of the good to any

bidder (except bidder n) who has not acquired information. If the outside option is lower

than bidder i’s backup value, ωB
i , the mechanism maximizes social welfare by allocating the

good to bidder i without additional information acquisition. This corresponds to stopping

condition 2. The assumption on the cost parameter ensures that the continuation value is

sufficiently high to prevent allocation of the good to any bidder other than the one with the

lowest expected value without acquiring information.

Equilibrium in the Dutch auction In a descending auction, a bidder’s strategy involves

deciding when to acquire information, if at all, and when to stop the clock, given that any

bidder’s acceptance ends the auction as the clock price decreases. Gretschko and Wambach

(2014) demonstrate that an equilibrium with information acquisition exists in the Dutch

auction, and that both equilibrium bidding and information acquisition can be characterized

by a single increasing function β(·).

Proposition 1.3 (Gretschko & Wambach, 2014). There exists c̄D > 0 such that, for all

c ≤ c̄D, an equilibrium β(·) of the descending auction exists with the following properties:

(i) Bidder i acquires information if and only if the clock price reaches β(ωR
i ).

(ii) If, at the clock price of information acquisition p, the bidder learns that β(ωi) ≥ p, he

stops the clock immediately;

(iii) If, at the clock price of information acquisition p, the bidder learns that β(ωi) < p, he

stops the clock at β(ωi).

Bidders acquire information in decreasing reservation value order. Due to the symmetry

of the noise parameter, the ordering of the reservation values coincides with the ordering of

expected values. Therefore, the order of information acquisition is identical in the optimal

policy and the Dutch auction. A bidder stops the clock when the clock price equals the value
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of the bidding function of his value or when he learns that the value of the bidding function

of his value exceeds the clock price. Notably, since the bidding function is identical for all

bidders, whenever a bidder stops the clock, his value exceeds the reservation values of all

bidders who have not yet acquired information. Thus, the stopping condition of the Dutch

auction aligns with the first-best stopping condition for all bidders except the one with the

lowest expected value. In the Dutch auction, if no bidder stops the clock earlier, the final

bidder also acquires information. In the optimal mechanism, the good may be allocated to

the bidder with the lowest prior without requiring him to acquire information. Consequently,

the expected welfare loss of the Dutch auction relative to the first-best policy is bounded

above by the information acquisition cost of a single bidder.

Corollary 1.1. For all information acquisition costs c ≤ c̄D, the welfare loss of the Dutch

auction relative to the first-best mechanism is bounded above by c.

Overall, if the information acquisition cost is sufficiently small and the bidders ex ante

symmetric, the Dutch auction nearly implements the first-best policy.

Equilibrium in the English auction In an English auction, a bidder’s strategy involves

determining whether and when to acquire information and deciding when to exit the auction

without obtaining the good. Rezende (2018) demonstrates the existence of an equilibrium

with information acquisition in the English auction. We focus on sufficiently low information

acquisition costs, ensuring that all bidders acquire information provided at least one other

bidder is also bidding at the optimal time for information acquisition. In equilibrium, bidders

bid up to their respective value. Bidders must decide when to acquire information.

Proposition 1.4 (Rezende, 2018). There exists c̄E > 0 such that for all c ≤ c̄E an equilib-

rium β(·) of the English auction exists with the following properties:

(i) Bidder i acquires information if and only if the clock price reaches ωB
i .

(ii) If at the clock price of information acquisition p the bidder learns that ωi ≥ p, he will

remain in the auction.

(iii) If at the clock price of information acquisition p the bidder learns that ωi < p, he will

drop out of the auction.

21



CHAPTER 1. AN EFFICIENT DYNAMIC MECHANISM WITH COVERT INFORMATION ACQUISITION

When bidders decide to acquire information, they face a trade-off between acquiring it

early and delaying it. The benefit of delaying information acquisition lies in potential cost

savings, which occur only if the auction concludes during the delay. The risk of delaying

information acquisition is that the true value of the item is below the price paid. Bidders

acquire information in order of increasing backup values. In this symmetric setting, this

implies that all bidders acquire information in order of increasing expected values. The only

bidder who may not acquire information is the one with the highest expected value, as he will

win without acquiring information if all other bidders drop out before it becomes optimal

for him to do so.

Comparing the English auction to the first-best mechanism shows that the welfare loss

from the English auction can be as large as (n − 1)c. This occurs when, in the first-best

mechanism, only the bidder with the highest expected value acquires information and dis-

covers a high value, leading to an immediate allocation of the object. In this scenario, the

English auction allocates the object to the same bidder. However, before the allocation, all

other bidders - potentially including the winner - must acquire information, resulting in the

described welfare loss.

Corollary 1.2. The welfare loss of the English auction can be as large as (n− 1)c.

1.5 Conclusion and Discussion

This paper challenges conventional wisdom about auction design, particularly regarding the

relative merits of Dutch and English auctions. While English auctions are often favored

for their transparency and ability to achieve efficient allocations, our analysis reveals that

Dutch auctions can outperform English auctions when bidders face significant information

acquisition costs.

The key insight is that the Dutch auction’s descending price format naturally implements

an information acquisition order that closely mirrors the socially optimal sequence, where

bidders with higher expected values acquire information first. This alignment results in a

welfare loss that is bounded by a single bidder’s information acquisition cost. In contrast,

the English auction’s ascending format induces bidders to acquire information starting from

those with lower expected values, potentially causing substantial inefficiencies as multiple
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bidders may incur unnecessary information costs before the auction concludes. However,

this insight comes with important caveats. The superiority of the Dutch auction relies on

the assumptions that bidders are ex ante symmetric and that information acquisition costs

are moderate. In settings where these assumptions fail to hold, different auction formats

may be optimal.

The broader takeaway is that coordinating information acquisition can be as important

for efficiency as the allocation rule itself. This suggests that mechanism designers should

pay careful attention to how different auction formats shape bidders’ incentives to acquire

information, rather than focusing exclusively on allocation outcomes. For practitioners, our

results provide a novel argument for considering Dutch auctions in settings where English

auctions have traditionally been preferred.
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1.6 Appendix

Proof of Proposition 1.1

We demonstrate that the mechanism {x∗
t , α

∗
t , p

∗}Tt=0 satisfies periodic ex post incentive com-

patibility and individual rationality. For simplicity, we omit the stars in the notation. The

proof is structured into three parts. First, we demonstrate that one-shot deviations from

truthful reporting and obedience do not yield a profit. Next, we examine multi-step devia-

tions and demonstrate that no profitable deviations exist.

Truthful reporting

Recall that the mechanism considers only those signals that are on path, meaning those that

would be acquired according to the optimal information acquisition path α. We prove that

agent i is incentivized to report his signal, s
αi,t−1

i , truthfully in period t. Writing signals as

reports whenever buyers tell the truth, the vector (si,t−2, r
t
i , s−i,t−1) denotes the reports by all

players until and including period t where all buyers tell the truth in every period except for

player i who reports rti in period t. Note that a report in period t reflects a signal received in

period t− 1. Therefore, under truthful reporting rti = s
αi,t−1

i . Future information acquisition

recommendations αt, αt+1, . . . depend on prior signal reports (si,t−2, r
t
i , s−i,t−1). When a

report is not truthful, the recommendation may differ from the recommendation given after

a truthful signal. To simplify notation, we denote the possible change in recommendation
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as α̂t. It suffices to show that a buyer receives his marginal contribution as his continuation

value to ensure truthful reporting. That is, for all s
αi,t−1

i ∈ S
αi,t−1

i the following must hold:

xi,t(st−1, αt−1)

∫
Ωi

ωi dπi,t(ωi | s1i , . . . , s
αi,t−1

i )−

(
n∑

i=1

xi,t(st−1, αt−1)

)
pi(st−1, αt−1)

+

(
1−

n∑
i=1

xi,t(st−1, αt−1)

)(
− κi(αi,t, αi,t−1)

+

∫
Ω

Mi,t+1(st, αt) dF
αt(st | st−1)

)
≥ xi,t(si,t−2, r

t
i , s−i,t−1, αt−1)

∫
Ωi

ωi dπi,t(ωi | s1i , . . . , s
αi,t−1

i )

−

(
n∑

i=1

xi,t(si,t−2, r
t
i , s−i,t−1, αt−1)

)
pi(si,t−2, r

t
i , s−i,t−1, αt−1)

+

(
1−

n∑
i=1

xi,t(si,t−2, r
t
i , s−i,t−1, αt−1)

)(
− κi(α̂i,t, αi,t−1)

+

∫
Ω

Mi,t+1(si,t−2, r
t
i , s

α̂i,t

i , s−i,t, α̂t) dF
α̂t(st | st−1)

)
.

(1.6)

The optimal allocation decisions, xt, and information acquisition recommendations, αt, may

differ depending on whether buyer i participates. Let x−i
t denote the efficient allocations

without buyer i, and let α−i
t denote the corresponding efficient information acquisitions.

By construction of pi(rt−1, αt−1) in (1.5), the left hand side of (1.6) equals buyer i’s

marginal contribution to social welfare. We express marginal contributions in terms of social

values, as defined in (1.3), and plug in the payment rule pi(rt−1, αt−1) to rewrite the right

hand side.
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Wt(st−1, αt−1)−W−i,t(st−1, αt−1)

≥ xi,t(si,t−2, r
t
i , s−i,t−1, αt−1)

∫
Ωi

ωi dπi,t(ωi | s1i , . . . , s
αi,t−1

i )

−

[
−
∑
j ̸=i

(
xj,t(si,t−2, r

t
i , s−i,t−1, αt−1)

∫
Ωj

ωj dπj,t(ωj | s1j , . . . , s
αj,t−1

j )

)

+

(
1−

n∑
i=1

xi,t(si,t−2, r
t
i , s−i,t−1, αt−1)

)(∑
j ̸=i

κj(α̂j,t, αj,t−1)

)

+
∑
j ̸=i

(
x−i
j,t(si,t−2, r

t
i , s−i,t−1, αt−1)

∫
Ωj

ωj dπj,t(ωj | s1j , . . . , s
αj,t−1

j )

)

+

(
1−

∑
j ̸=i

x−i
j,t(si,t−2, r

t
i , s−i,t−1, αt−1)

)(
−
∑
j ̸=i

κj(α̂
−i
j,t , αj,t−1)

)

−

(
1−

∑
j ̸=i

x−i
j,t(si,t−2, r

t
i , s−i,t−1, αt−1)

)

×
∫
Ω

W−i,t+1(si,t−2, r
t
i , s

t
i, s−i,t, α̂

−i
t ) dF α̂−i

t (st | st−1)

+

(
1−

n∑
i=1

xi,t(si,t−2, r
t
i , s−i,t−1, αt−1)

)

×
∫
Ω

W−i,t+1(si,t−2, r
t
i , s

t
i, s−i,t, α̂t) dF

α̂t(st | st−1)

]

+

(
1−

n∑
i=1

xi,t(si,t−2, r
t
i , s−i,t−1, αt−1)

)(
− κi(α̂i,t, αi,t−1)

+

∫
Ω

Wt+1(si,t−2, r
t
i , s

t
i, s−i,t, α̂t) dF

α̂t(st | st−1)

−
∫
Ω

W−i,t+1(si,t−2, r
t
i , s

t
i, s−i,t, α̂t) dF

α̂t(st | st−1)

)
.

We rewrite the inequality.
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Wt(st−1, αt−1)−W−i,t(st−1, αt−1)

≥
n∑

j=1

(
xj,t(si,t−2, r

t
i , s−i,t−1, αt−1)

∫
Ωj

ωj dπj,t(ωj | s1j , . . . , s
αj,t−1

j )

)

+

(
1−

n∑
j=1

xj,t(si,t−2, r
t
i , s−i,t−1, αt−1)

)(
−

n∑
j=1

κj(α̂j,t, αj,t−1)

+

∫
Ω

Wt+1(si,t−1, r
t
i , s−i,t, α̂t) dF

α̂t(st | st−1)

)
−W−i,t(st−1, αt−1).

The above inequality holds for all rti by the social optimality of xt and αt.

Obedience

We demonstrate that acquiring information is a best response for a buyer i in period t when

the mechanism recommends it. Recall that, in the optimal mechanism, only one buyer is

asked to acquire information in any period t, and assume that this buyer is i in period

t. Let M̂i,t+1(st−1, r
t+1
i , αt) denote agent i’s marginal contribution starting in period t + 1,

assuming he did not acquire information in period t and reports rt+1
i . Since agent i does not

receive a signal in period t, he can report any signal or choose not to report. To incentivize

information acquisition in period t, the following condition must hold.

xi,t(st−1, αt−1)

∫
Ωi

ωi dπi,t(ωi | s1i , . . . , s
αi,t−1

i )−

(
n∑

i=1

xi,t(st−1, αt−1)

)
pi(st−1, αt−1)

+

(
1−

n∑
i=1

xi,t(st−1, αt−1)

)(
− κi(αi,t, αi,t−1) +

∫
Ω

Mi,t+1(st, αt) dF
αt(st | st−1)

)

≥ xi,t(st−1, αt−1)

∫
Ωi

ωi dπi,t(ωi | s1i , . . . , s
αi,t−1

i )−

(
n∑

i=1

xi,t(st−1, αt−1)

)
pi(st−1, αt−1)

+

(
1−

n∑
i=1

xi,t(st−1, αt−1)

)(
M̂i,t+1(st−1, r

t+1
i , αt)

)
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As before, we rewrite the equation by plugging in pi(st−1, αt−1) from (1.5) and combining

terms.

Wt(st−1, αt−1)−W−i,t(st−1, αt−1)

≥
n∑

j=1

(
xj,t(st−1, αt−1)

∫
Ωj

ωj dπj,t(ωj | s1j , . . . , s
αj,t−1

j )

)

+

(
1−

n∑
j=1

xj,t(st−1, αt−1)

)(
−
∑
j ̸=i

κj(αj,t, αj,t−1)

+Wt+1(st−1, r
t+1
i , αt)

)
−W−i,t(st−1, αt−1).

Since buyer i is asked to acquire information in period t, the good is not allocated in this

period; therefore
∑n

i=1 xi,t(st−1, αt−1) = 0. As buyer i is asked to acquire information in

period t, no other agent acquires information in this period; therefore
∑

j ̸=i κj(αj,t, αj,t−1) =

0. Next, we focus on the term Wt+1(st−1, r
t+1
i , αt). The signal space is sufficiently rich

such that an uninformative signal s0i exists for every buyer i in any set Sj
i , which does not

alter the belief held by the mechanism when reported: πt(st−1, αt−1) = πt+1(st−1, r
t+1
i , αt).

When buyer i does not acquire information, his belief πi,t(st−1, αt−1) remains unchanged.

Under truthful reporting, the best response is to report the uninformative signal s0i when his

information remains unchanged. We now rewrite the inequality.

− κi(αi,t, αi,t−1) +

∫
Ω

Wt+1(st, αt) dF
αt(st | st−1)

≥ Wt(st−1, αt−1) ≥ Wt+1(st−1, s
0
i , αt)

The first inequality holds by the optimal information acquisition path, α∗. When it is optimal

to ask buyer i to acquire information in period t, the expected value doing so and continuing

optimally from period t + 1 onward exceeds the value in period t. The second inequality

holds because the belief about the values remains unchanged, πt(ω | st−1, αt−1 = πt+1(ω |

st−1, s
0
i , αt), but the value of search is weakly higher on the left-hand side due to the option

to acquire one additional signal.
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Multi-step deviations

Examining one-shot deviations is not sufficient. It is also necessary to rule out cases where

buyers deviate from the recommended information acquisition or fail to report truthfully over

multiple consecutive rounds. Recall that each buyer can acquire a maximum of li signals.

No buyer will acquire information or report a signal unless recommended to do so, as a result

of pessimistic off-path beliefs.

We first consider multi-step deviations. Assume, for the sake of contradiction, that a

profitable multi-step deviation exists for player i. The supposed profitable deviation for

player i is to misreport his signals p consecutive times when asked to report them. We

showed that a one-shot deviation from truthful reporting is not profitable. Thus, the final

deviation in the multi-step deviation is not profitable, and the multi-step deviation must

yield a weakly larger payoff due to the first p − 1 deviations. By repeatedly applying the

same reasoning, the first deviation in the p deviations must be profitable, which contradicts

the earlier result that no one-shot deviations are profitable.

Similarly, we show that no multi-step deviation in acquiring information can be prof-

itable. Assume there exists a multi-step deviation from the optimal information path, where

buyer i does not acquire information p ≤ li times despite being recommended to do so.

Suppose we are in the final period of the profitable multi-step deviation, denoted by P . Let

M̃i,P (r̃i,P , s̃−i,P−1, α̃P−1) represent the marginal contribution when buyer i has deviated p−1

times from the recommendation and reports optimally as r̃P . We use s̃−i,P−1 and α̃P−1 to

emphasize that changes in buyer i’s reports may alter the information acquisition recom-

mendations, αt, and consequently the vector of signals st. Since the mechanism designer is

unaware of the previous deviations and recommends information acquisition based on her

belief, the following holds

− κi(α̃i,P , α̃i,P−1) +

∫
Ωi

M̃i,P+1(r̃i,P , s̃
P
i , s̃−i,P , α̃P ) dF

α̃P (s̃P | s̃P−1)

≥ M̃i,P+1(r̃i,P+1, s̃−i,P , α̃P ).

Specifically, the expected marginal contribution from acquiring the recommended signal in

period P and truthfully reporting it in period P +1 exceeds the marginal contribution from

not acquiring information and reporting optimally. Thus, the final step of the multi-step
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deviation is not profitable, implying the previous p−1 deviations must be. By repeating this

argument, we establish that for the multi-step deviation to be profitable, the first deviation

must be profitable. Since we previously demonstrated that one-shot deviations are not

profitable, it follows that no multi-step deviation can be profitable. This concludes the

proof.
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Chapter 2

Dominant Strategies are All We Need

Abstract: I develop a framework for using large language models (LLMs) as a tool to help

users play optimally in strategy-proof mechanisms by providing a computational verification

of dominant strategies. I apply the framework to two canonical settings: the second-price

auction and the deferred acceptance mechanism. When the environment is sufficiently small,

the approach supports a full dominance check by computing payoffs over the full space of

strategy profiles. In large environments where exhaustive verification is computationally

infeasible, I demonstrate that a partial, simulation-based dominance check can meaningfully

narrow the set of strategies a user needs to consider.

JEL Classification: C63, C70, D82

Keywords: Dominant strategies, large language models, second price auction, matching,

deferred acceptance.
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2.1 Introduction

In mechanism design, dominant-strategy incentive compatibility, also referred to as strategy-

proofness, requires that truth-telling is a (weakly) dominant strategy for all participants.

This, in theory, eliminates any strategic considerations for players to misreport their pref-

erences. Because these mechanisms are easy to play, they have been successfully employed

in many real-life settings such as school allocation (Abdulkadiroğlu, Pathak, & Roth, 2005;

Abdulkadiroğlu, Pathak, Roth, & Sönmez, 2005), college admission (Hassidim, Romm, &

Shorrer, 2017), or medical resident matching (Roth & Peranson, 1999). However, many ex-

periments and field evidence show that some participants frequently fail to identify or play

dominant strategies, even in these high-stakes situations (L. Chen & Pereyra, 2019; Y. Chen

& Sönmez, 2006; Hassidim, Romm, & Shorrer, 2021; Pais & Pintér, 2008; Rees-Jones, 2018;

Shorrer & Sóvágó, 2023).

There are several explanations for these deviations from dominant strategies, including

limited understanding of the mechanism, constraints on contingent reasoning, risk aversion,

and a range of behavioral biases (Guillen & Veszteg, 2021; Hakimov & Kübler, 2021; Has-

sidim, Marciano, Romm, & Shorrer, 2017; S. Li, 2017; Niederle & Vespa, 2023). To limit

these effects, participants are often explicitly told that truthful reporting of preferences

is a dominant strategy in matching mechanisms such as school choice or medical resident

matching. However, misreporting by some individuals is still frequently observed in these

environments. An explanation for this fact is that participants do not trust the advice given

by the mechanism designer (Gross, DeArmond, & Denice, 2015; Rees-Jones, 2018).

This gap between theoretical predictions and empirical findings has prompted mechanism

designers to develop new concepts, such as obvious strategy-proof mechanisms (S. Li, 2017) or

strategically simple mechanisms (Börgers & Li, 2019). These concepts are designed to restrict

attention to mechanisms with reduced strategic complexity relative to standard strategy-

proof mechanisms, such that even players with limited contingent reasoning abilities can

identify the optimal strategy.

This paper takes a different approach, motivated by recent advances in artificial in-

telligence (AI). Large language models (LLMs) can assist users in understanding complex

instructions, simulate the outcomes of different actions, or generate specific action recommen-
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dations. The effective use of LLMs can support users in playing optimally in strategy-proof

mechanisms, with the goal of bridging the truth-telling gap in theory and practice. Many

examples of strategy-proof mechanisms employed in practice are high stakes situations which

occur rarely, such as school choice or matching of medical residences. The advice of an LLM

may be especially valuable in these instances.

I develop a framework in which a user can verify the optimal strategy in a given mech-

anism using an LLM. In a first step, the mechanism designer provides a reference imple-

mentation of a mechanism and any other information relevant to its outcome. The user

describes her preferences or values in natural language. The LLM then parses these inputs

and generates code that first, enumerates all possible combinations of actions of the user and

the other players participating in the mechanism and second, calculates the payoff for the

user by executing the reference implementation provided by the mechanism designer. An

external program executes the code, effectively generating a payoff matrix from the user’s

perspective. The program then checks for a dominant strategy and outputs the results to

the user.

Using an LLM to provide an action recommendation can not only address limitations in

participants’ understanding of the mechanism or limited contingent reasoning abilities, but

also the distinct issue of trust in the source of advice. Recall that in many settings, the

mechanism designer provides advice on the optimal action, but this advice is not generally

followed. Because the LLM is independent from the mechanism designer, the recommenda-

tions might be considered more credible than advice given by the designer directly. Crucially,

the LLM is constrained by a mechanism-agnostic system prompt, and its output is mechan-

ically executed by an external, publicly available program that compares payoffs implied by

the designer’s reference implementation of the mechanism. Hence, using LLM assistance

when choosing an optimal strategy mitigates both cognitive constraints and concerns about

strategically motivated advice given by a mechanism designer.

I apply the framework to two canonical examples. First, I consider the second-price

auction (SPA). The SPA is a classic example of a dominant-strategy mechanism: bidding

one’s value weakly dominates all other bids. Nevertheless, laboratory experiments show

substantial deviations from truthful bidding (Aseff, 2004; Kagel, Harstad, & Levin, 1987). I

simulate how a program using LLM assistance can verify the dominance of truthful bidding.
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Second, I analyze the deferred acceptance (DA) mechanism introduced by Gale and

Shapley (1962). The DA mechanism is strategy-proof and widely deployed in practice,

for example when matching students to schools or residents to hospitals. As the strategy

space increases exponentially with the number of participants on either side, I outline two

simulation-based analyses under LLM assistance. The first is a complete dominance check in

a 3×3 school-choice environment. Secondly, I run a large-scale partial simulation replicating

the experimental setup by Y. Chen and Sönmez (2006). Here, I prompt the LLM to draw

a large randomly sampled set of preference profiles which allows identifying strategies that

are not dominated on the sampled strategy profiles.

The two applications demonstrate that LLMs can support users in playing optimally in

strategy-proof mechanisms. With widespread availability of the technology, this tool offers

accessible support for efficient decision making. This can in turn increase the players’ trust

in centralized matching procedures. Hence, to design mechanisms that are fair and easy to

play, it is sufficient to restrict attention to strategy-proof mechanisms.

Related literature. This paper builds on the observation that a relevant share of par-

ticipants does not report truthfully in strategy-proof mechanisms. In their seminal pa-

per, Kagel et al. (1987) show that some players regularly overbid in second price auctions.

Further studies confirm this observation and attribute the heterogeneous bidding behav-

ior to cognitive ability and behavioral biases (Aseff, 2004; Andreoni, Che, & Kim, 2007;

Cooper & Fang, 2008; Garratt & Wooders, 2010; Giebe, Ivanova-Stenzel, Kocher, & Schudy,

2024; Lee, Nayga Jr, Deck, & Drichoutis, 2020). A broad experimental literature consid-

ers strategy-proof mechanisms in matching environments. In their seminal paper on school

choice, Y. Chen and Sönmez (2006) find relatively high truth-telling rates for the DA mech-

anism, compared to the top trading cycles mechanism and the Boston mechanism. However,

the share of non-truthful reports in their experiment on the DA mechanism is still large. Fol-

lowing work with varying information treatments support their findings in a broad range of

experimental setups (L. Chen & Pereyra, 2019; Pais & Pintér, 2008; Zhu, 2015). Field exper-

iments from high-stakes matching procedures support these laboratory findings (Y. Chen,

Liang, & Sönmez, 2016; Hassidim, Romm, & Shorrer, 2016; Rees-Jones, 2018; Shorrer &

Sóvágó, 2023). The framework proposed in this paper reduces the cognitive demands of
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strategy choice and may therefore facilitate optimal play, especially for lower-cognitive or

less-experienced participants.

One approach in the literature to increase truthful reporting in mechanisms has been to

design mechanisms that are simpler to play than dominant strategies. Notably, S. Li (2017)

introduced the concept of obvious strategy-proofness (OSP) which reflects the observation

that truthful play is observed more often in some strategy-proof mechanisms, such as the

ascending clock auction, than in others, such as the sealed-bid second price auction. Since

OSP is a stronger condition than strategy-proofness, it restricts the set of outcomes that

can be implemented. For instance, Ashlagi and Gonczarowski (2018) prove that no stable

matching can be implemented using an obviously strategy-proof mechanism. Börgers and

Li (2019) develop the concept of strategically simple mechanisms, which requires reasoning

about first-order beliefs only, rather than higher-order beliefs. Broadly, this literature argues

that more simple concepts than dominant strategies are needed to ensure truthful play. I

develop an alternative approach: rather than simplifying the mechanism itself, I simplify the

strategy choice process for the player by providing support through an LLM.

This paper also contributes to a nascent literature on the interface of AI and economic

decision-making. Recent advances in large language models (LLMs) have prompted re-

searchers to examine their capabilities in understanding and navigating strategic settings.

There is some evidence that LLMs can learn strategic behavior with the help of additional

prompting or tools. Gandhi, Sadigh, and Goodman (2023) show that providing chain-of-

thought examples allows LLMs to perform well in matrix and bargaining games. C. Li et al.

(2024) introduce a framework called STRIDE that equips an LLM with external computa-

tional tools to improve its decision-making capabilities. However, these papers also highlight

the limitations of LLMs such as frequent hallucinations and their weaknesses for complex

reasoning. In this paper, the task of the LLM is to parse information and generate code, a

task that requires contextual understanding and code writing abilities, abilities where LLMs

perform well. However, I reduce the risk of classical problems such as hallucinations, devia-

tions of instructions or incorrect reasoning steps by providing the mechanism implementation

and documentation as well as offloading the payoff comparisons to an external algorithm.
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The rest of the paper is structured as follows. In Section 2.2 I develop the simulation

framework. I apply the setup to the second price auction in Section 2.3 and to the deferred

acceptance mechanism in Section 2.4. Section 2.5 concludes.

2.2 Simulation Framework

Mechanism and dominant strategies. Consider a standard finite mechanism design

environment. There is a set of players1 i ∈ N = {1, . . . , n}. Each player i has a privately

known type θi ∈ Θi. A strategy for player i is a function si : Θi → Si, where si is the set of

strategies of player i. I focus on pure strategies, so the strategy space Si equals the action

space Ai for any player i, and I use the terms interchangeably. A mechanism is a tuple

M = (S1, . . . , Sn, g(·)) where Si is the strategy set of player i and g : S1 × . . .× Sn → X is

an outcome function mapping strategy profiles to outcomes in a finite set X.

Player i’s preferences are represented by a utility function ui : X × Θi → R, so that

ui(x; θi) denotes the utility derived by player i from outcome x when her type is θi. A

strategy si is weakly dominant for player i if for all type profiles θi ∈ Θi

ui

(
g(si(θi), s−i); θi

)
≥ ui

(
g(s′i(θi), s−i); θi

)
for all s′i ∈ Si and s−i ∈ S−i =

∏
j ̸=i Sj, and the inequality holds strictly for at least one s−i.

That is, the strategy si yields a payoff at least as high as any deviating strategy s′i for player

i, regardless of what the other players do. Any mechanism admits at most one (weakly)

dominant strategy.

By the revelation principle, any social choice function that can be implemented in dom-

inant strategies by some mechanism M can also be implemented by a direct mechanism

in which truthful reporting is a dominant strategy. In matching theory, this property is

commonly referred to as strategy-proofness. A mechanism is strategy-proof for one side of

the market if, for every participant on that side, reporting preferences truthfully is a weak

best response to any strategies by the other players.2

1I avoid the term agent to refer to a player to avoid confusion with the AI context, where agent often
refers to autonomous LLM-based systems rather than human decision-makers.

2Formally, strategy-proofness requires that truthful reporting is a weak best response rather than a
weakly dominant strategy, allowing for multiple outcome-equivalent reports. In line with standard usage in
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Simulation framework. The setup of my simulations is implemented in a Python script.

The simulation environment is structured around three interacting components: the mecha-

nism designer, the user, and the LLM. In addition, I provide a system prompt that instructs

the LLM on the code generation requirements, and evaluation code that executes the LLM-

generated code, combining the LLM-generated methods with code that evaluates outcomes

for a dominant strategy. Figure 2.1 provides an overview of the setup.

Figure 2.1: Overview of the simulation framework.

The designer provides the necessary inputs, outputs, and assumptions that help the LLM

determine the action space S1 × . . .× Sn. In the second price auction this encompasses the

number of bidders n and the feasible bid grid that defines the action space for the bidders. In

the deferred acceptance setting, this encompasses the number of participants on either side

of the market, their capacity, and any other information relevant to the match, for example

information on district schools and location of students in a school match. The mechanism

designer further provides an implementation of the mechanism’s outcome rule in code, that

is a code that implements g(·). Along with this implementation and documentation by the

mechanism designer, the user supplies her type θi ∈ Θi, that is her valuations or preferences,

to the LLM.

I further provide the LLM with a system prompt that is non-specific to a mechanism.

The system prompt instructs the LLM on the requirements for the output code, including

functions expected to be implemented by the LLM as well as their input and output types.

the literature (e.g., Hakimov & Kübler, 2021; S. Li, 2017), I follow the convention of using strategy-proofness
and dominant-strategy incentive compatibility interchangeably. In particular, preference reports that differ
only in the ordering of outcome-irrelevant alternatives are treated as equivalent.
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The prompt includes a stepwise explanation on how to produce correct code. This Chain-

of-Thought (CoT) prompting is a common technique to instruct LLMs (Wei et al., 2022).

The generic system prompt is given in Appendix 2.6.

The task of the LLM is to write Python code that allows the evaluation code to determine

a payoff matrix. This encompasses two steps. First, the generated code must iterate over

the action space (Si, S−i). Second, the code must determine the payoff of the user given

any strategy combination. Given a user’s description of preferences, that is her type θi,

and the reference mechanism g(·) provided by the designer, the LLM constructs the full

state space of strategies (Si, S−i) and writes a function that runs the mechanism over all

strategy permutations of all players. The LLM then generates a payoff-mapping function that

evaluates the outcomes from the user’s perspective, that is ui(g(si(θi), s−i); θi). Combined,

the LLM generates a code that calculates the user’s payoff for any strategy si given any

strategy profile s−i.

An external Python program then executes the generated code and checks the resulting

payoff matrix for a dominant strategy by comparing the user’s payoffs for her actions across

all possible action profiles of the other players. It outputs whether a dominant strategy exists

and, if so, which action is optimal. Separating this step allows me to assess the LLM’s ability

to parse varying information into correct code to run a given mechanism implementation

over all strategy permutations, independent of its ability to identify a dominant strategy.

While parsing information requires contextual understanding, the verification of a dominant

strategy is a simple calculation which is easily automated.

The program also outputs how often a given strategy si was among the best strategies

for the user, given the strategies of the other players, s−i ∈ S−i. A score of x implies that si

was among the best strategies x percent of the time. A weakly dominant strategy needs to

perform among the best for all strategy combinations of other players and strictly better for

at least one combination. Hence, a weakly dominant strategy exists if exactly one strategy

scored 100 percent. Any score below 100 implies that a strategy yielded a lower payoff than

the local maximum in at least one iteration. In the deferred acceptance setting, multiple

preference reports may yield a score of 100. This happens when some choices are ranked

but irrelevant for the outcome as explained above, as multiple strategy-proof reports exist

in certain settings.
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Partial simulation. I allow for three forms of strategy sampling: exhaustive, subsample of

the user’s strategies, or subsample of the other players’ strategies. With exhaustive sampling,

the LLM is instructed to compare all user strategies si ∈ Si against all other players’ strategy

combinations s−i ∈
∏

j ̸=i Sj. This equates to a complete dominance check and ensures that

a strategy with a score of 100 is a weakly dominant strategy.

When the user is only interested in comparing a subset of his actions S ′
i ⊂ Si, he can ask

the LLM to compare these actions only. This is especially useful if the action set available

to the user is large or the user wants to decide between a subset of his actions only.

In some environments, especially large matching markets, the full strategy space (Si, S−i)

may be too large to enumerate in reasonable time.3 In these cases, the LLM can perform a

partial simulation by checking over a sampled subset of other players’ preferences. In this

case, the user’s own strategies are still evaluated exhaustively, while the strategies of the

other players are drawn from a sample S ′
−i ⊂

∏
j ̸=i Sj that is held fixed across all of the

user’s actions. This ensures comparability across the user’s strategies, as each is assessed

against the same subset S ′
−i of strategies of the other players. The sample is chosen to

be sufficiently large to provide an informative approximation of the strategic environment,

balancing computational tractability and reliability of the results.

Note that only the exhaustive sampling of the user’s and the other players’ strategies can

prove the existence of a weakly dominant strategy. When the user compares only a subset of

his strategies, it is not guaranteed that one of them is a dominant strategy, given one exists.

Importantly, strategy scores are relative: a score of x for strategy si indicates that si attained

the highest payoff among the compared strategies in S ′
i in x percent of the evaluated cases.

Similarly, a partial simulation of other players’ strategies S ′
−i does not guarantee dominance

of the user action that performed best in this sample. Nonetheless, these partial simulations

can provide guidance to the user on the relative performance of strategies in mechanisms

where an exhaustive analysis is computationally infeasible.

LLM. To run the simulations, I use the API access provided by OpenAI. OpenAI provides

a variety of models which differ primarily in size, a measure for computational complexity

3For the deferred acceptance mechanism, the size of the state space for N players and A actions has
complexity O

(
(A!)N

)
. In an example with five students and three schools there are already more than 13

billion combinations to check, which would take approximately 10 days with my current implementation.
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of the underlying neural network. To balance consistency, reproducibility, speed and cost,

I use the model gpt-4.1. The models are periodically updated and are therefore assigned a

time-stamped version identifier, I use the version gpt-4.1-2025-04-14. These updates may

introduce improvements in reasoning, efficiency, or safety, and the models may be trained

on more recent data.

2.3 The Second Price Auction

Consider an auction with n bidders and a single item for sale. Each bidder i has a value

vi ≥ 0 for the object. Values are independent and privately known. The SPA asks each

bidder to submit a sealed bid bi ≥ 0. Let b(1) denote the highest bid and b(2) the second-

highest bid. The object is allocated to a bidder with highest bid b(1) and the winner pays

the second-highest bid b(2); all others pay zero. Ties are broken randomly. Bidder i’s utility

is given by

ui(g(bi, b−i); vi) =

vi − b(2) if bidder i wins the auction,

0 otherwise.

It is well known that bidding one’s true value bi = vi is a weakly dominant strategy when ties

are broken randomly.4 The proof relies on demonstrating that deviations are not profitable.

In particular, when a bidder i bids less than his value and the highest bid lies in between

bidder i’s bid and his value, bi < b(1) < vi, bidder i misses out on the good for a price lower

than his value. Conversely, when bidder i overbids, he may get the good for a price that

is higher than his value, since vi < b(2) ≤ bi = b(1). When the actions space is discrete, as

is the case in practice, an exhaustive comparison of all possible bid combinations (bi, b−i) is

feasible and demonstrates that bidding one’s true value is a weakly dominant strategy.

Implementing the SPA. I use example inputs for the mechanism designer and the user

to implement the simulation for the second-price auction. The starting point is the charac-

terization of the strategic environment, that is the number of bidders, the bid grid, as well

4The tie break rule is important. If ties are broken in favor or against the user, no weakly dominant
strategy exists. When in case of a tie for the highest bid the winner is randomly drawn, or no player wins the
good, as is assumed in some experiments (Kagel et al., 1987; S. Li, 2017), bidding ones true value constitutes
a weakly dominant strategy.
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as the tie breaking rule. In my example, the bidders may submit any integer bid between

0 and 50, there are n = 3 bidders in total, and ties are broken randomly. The reference

implementation of the second price auction is provided as a Python function that takes a list

of bidders and returns the identity of the winner and the second-highest bid (see Appendix

2.6). In practice, these inputs are given by the mechanism designer.

Next, the user needs to report his private information: in a second price auction this is

his valuation vi. I set the user’s value to 32. The LLM then constructs the full state space of

strategy profiles consistent with the inputs. In the case of the SPA, this state space consists

of all possible combinations of the user’s bid and the bids of the other participants on the

grid specified by the designer, that is S1 × . . . × Sn = {0, . . . , 50}n. The LLM generates

Python code that creates this state space, runs the auction for each combination of bids,

and calculates the user’s payoff. An external script then executes the code generated by the

LLM and effectively calculates the payoff matrix. An algorithm then checks for a dominant

strategy and outputs the dominant strategy, as well as the scores for all evaluated actions.

As bidding 32 is a weakly dominant strategy, it is the only strategy that generates a score

of 100. Listing 2.1 gives the user input as well the generated output. For ease of reading,

the listing includes only the bids 30 to 34.

1 User input:
2 "I am bidding in a second price auction. My valuation is 32."
3

4 LLM output:
5 100% | 795906/795906 [00:11<00:00, 68653.02it/s]
6 Based on exhaustive sampling, the strategy 32 is weakly dominant.
7 ...
8 My Strategy: bid:30 | Percentage of cases where it is among the best: 96.4
9 My Strategy: bid:31 | Percentage of cases where it is among the best: 98.8

10 My Strategy: bid:32 | Percentage of cases where it is among the best: 100.0
11 My Strategy: bid:33 | Percentage of cases where it is among the best: 98.7
12 My Strategy: bid:34 | Percentage of cases where it is among the best: 96.1
13 ...
14 Following strategie(s) are weakly dominant: {’bid:32’}.

Listing 2.1: SPA: User input and output of the LLM-assisted full dominance check.

Partial analysis. While a complete check of all strategies ensures that the algorithm finds

the weakly dominant strategy, the user may be interested in comparing only a subset of his

strategies S ′
i ⊂ Si. The code provides the option to restrict the sampled state space, and

the user can direct the LLM to check only a certain subset of strategies. This is especially
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relevant when the strategy space of the user becomes large. Note that the scoring is relative

to the compared actions. When the algorithm compares only a subset of strategies, a score

of 100 implies the strategy gave consistently the highest payoff but only among the sampled

strategies. The following Listing 2.2 provides the output when the user compares three

possible bids, namely bidding 20, 21 or 22, across all possible bids by the other players.

Note that a bid of 22 earns a score of 100, even though it is not a dominant strategy. It is,

however, the best action among the three sampled actions.

1 User input:
2 "I am bidding in a second price auction. My valuation is 32. Is it better to

bid 20, 21 or 22?"
3

4 LLM output:
5 100% | 46818/46818 [00:00<00:00, 84565.96it/s]
6 My Strategy: 20 | Percentage of cases where it is among the best: 96.7
7 My Strategy: 21 | Percentage of cases where it is among the best: 98.3
8 My Strategy: 22 | Percentage of cases where it is among the best: 100.0
9 Among all of your evaluated strategies, following strategie(s) are the best:

{’22’}

Listing 2.2: SPA: User input and output of the LLM-assisted partial analysis.

Strategic reasoning. Delegating the comparison between actions to an LLM connects to

the motivation behind obviously strategy-proof (OSP) mechanisms. The concept of OSP

mechanisms, introduced by S. Li (2017), reduces strategic complexity by ensuring that par-

ticipants recognize the dominance of an action dynamically at any decision node without

contingent reasoning. Formally, a strategy is obviously dominant if, at every information set

where it diverges from another strategy, the worst possible outcome from following the dom-

inant strategy is no worse than the best outcome from the deviation. S. Li (2017) shows that

the standard sealed-bid SPA is not obviously strategy-proof, but an OSP implementation of

the same allocation rule exists: the ascending clock auction. In an experiment, S. Li (2017)

shows that the difference in dominant strategy play is significantly different under these two

mechanisms, even though they are strategically equivalent according to standard theory. In

particular, subjects play the dominant strategy at significantly higher rates under the OSP

implementation than under the standard sealed-bid design.

However, restricting the designer to choose an OSP mechanism comes at a cost, as it

reduces the mechanism space the designer can choose from. This creates new challenges as
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not every mechanism with a dominant strategy also admits an OSP implementation. Most

notably, Ashlagi and Gonczarowski (2018) show that no OSP mechanism exists that yields

a stable matching. Contrarily, the framework developed in this paper can be applied to

any strategy-proof mechanism. Rather than modifying the mechanism to be strategically

simpler, such as OSP, I delegate the relevant contingent reasoning to an LLM. By delegating

the comparison of all possible action profiles to the LLM-generated code, the user no longer

needs to reason through other players’ possible actions. This reduces the cognitive cost for

users and levels the playing field for less sophisticated players.

2.4 The Deferred Acceptance Mechanism

I also apply the framework to the widely used Deferred Acceptance (DA) mechanism that

was introduced by Gale and Shapley (1962). Consider two finite sets: a set of proposers P

and a set of receivers R. Each proposer p ∈ P has a strict preference ordering over (a subset

of) R, and each receiver r ∈ R has a strict priority ordering over (a subset of) P . Receivers

have capacities qr ∈ N. The matching mechanism proceeds as follows.

Step 1 Every proposer p applies to his most-preferred receiver r.

Each receiver r tentatively accepts those proposers who have the highest priority
for him up to his capacity qr. He rejects all remaining proposers.

Step n
(n ≥ 2)

Each proposer p who is not tentatively matched and has not yet exhausted his
preference list applies to his most-preferred receiver r to whom he has not yet
proposed.

Each receiver r considers the set of applicants from this round and the set of his
tentatively accepted proposers from the previous round, and tentatively accepts
his most preferred candidates from these sets up to his capacity qr. He rejects
all remaining proposers.

Stop The mechanism ends when no proposer wants to propose to a receiver, either
because he is tentatively matched or because he has exhausted his preference
list. All tentative matchings become final.

Note that each match is tentative at each step until the end where all tentative matches

become fixed. For convenience, I assume that all players prefer to be matched rather than

remaining unmatched, and that receivers have sufficient capacity so that all proposers can be
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matched to a receiver and each proposer is acceptable to every receiver. Further, I assume

that all players submit complete rankings.

A central property of the DA mechanism is stability. An outcome is stable if there

exists no blocking pair. Formally, a blocking pair is a proposer–receiver pair for which

both players prefer to be matched to each other rather than their assignments under the

mechanism. In unstable matchings, a blocking pair can profitably deviate by matching

outside the mechanism. This weakens the participation incentives for players on both sides

of the mechanism. Hence, stability is an important property in practice.

In addition to stability, the DA mechanism is strategy-proof for the proposing side.

That is, for every proposer p, reporting his preferences truthfully weakly dominates any

alternative strategy s′p ∈ Sp, regardless of the strategies chosen by other players s−p ∈

S−p. A fundamental impossibility result in matching theory shows that no mechanism can

simultaneously be stable and strategy-proof for both sides of the market (Roth, 1982).

Complete dominance check. I apply the deferred acceptance mechanism to a classical

school choice model with students proposing to schools. This choice is motivated by two

considerations. First, the DA mechanism is widely used in practice in school allocation

systems (Abdulkadiroğlu, Pathak, & Roth, 2005; Abdulkadiroğlu, Pathak, Roth, & Sönmez,

2006). Second, there is a broad experimental literature on the behavior of players in this

mechanisms (Y. Chen & Sönmez, 2006; Y. Chen et al., 2016; Pais & Pintér, 2008). These

experiments show consistently that some players do not report their preferences truthfully,

even though the mechanism is strategy-proof.

As a first step, I analyze a setting with a small number of participants, namely three

students applying to three schools. The dimensionality of the strategy space (Si, S−i) is

given by (|R|!)|P | × (|P |!)|R|. Recall that I assume that every player prefers to be matched

rather than stay unmatched, and there is sufficient capacity. Each student, acting as a

proposer p ∈ P , can rank all schools r ∈ R in any order, yielding (|R|!)|P | possible student

preference profiles. Similarly, each school can rank all students in any order, resulting in

(|P |!)|R| possible priority profiles. Consequently, a complete dominance check in a 3 × 3

environment requires evaluating 46,656 strategy profiles.
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The environment is adapted from the example in the seminal paper by Y. Chen and

Sönmez (2006), reduced to a 3 × 3 setting to keep the full strategy space computationally

tractable. There are three schools, Huron, Clair and Erie, and each school has a capacity of

one. A reference implementation of the deferred acceptance algorithm maps reported student

preference rankings and school priority orderings into a final matching. The user supplies

her preferences over schools. In the present example I assume the user has a valuation of 8

for Huron, 5 for Clair, and 2 for Erie. The LLM parses these inputs and constructs the full

state space implied by the mechanism description.

In this environment, a strategy for the user consists of a complete ranking of the three

schools. Accordingly, the LLM enumerates all six possible preference orderings for the user.

For each such ordering, the LLM-generated code is used to evaluate the user’s payoff against

all possible strategies of the other participants and all possible school priority profiles. For

each strategy profile, the deferred acceptance algorithm is executed and the resulting match-

ing is mapped to a numerical payoff for the user according to his reported preferences. The

external program then compares the user’s payoffs across all of her strategies for every fixed

profile of others’ strategies. A strategy is weakly dominant if it yields a payoff at least as high

as any alternative ranking for all combinations of other players’ strategies. The exhaustive

dominance check confirms that truthful preference reporting is a weakly dominant strategy

for the user, as it is the only strategy to achieve a score of 100.

1 User input:
2 "My valuation if I would be assigned to a given school is as follows:
3 Huron 8, Clair 5, Erie 2."
4

5 LLM output:
6 100% | 46656/46656 [00:04<00:00, 11615.09it/s]
7 My Strategy: me:Huron>Clair>Erie | Percentage of cases where it is among the

best: 100.0
8 My Strategy: me:Huron>Erie>Clair | Percentage of cases where it is among the

best: 83.3
9 My Strategy: me:Clair>Huron>Erie | Percentage of cases where it is among the

best: 62.5
10 Based on exhaustive sampling, following strategie(s) are weakly dominant: {’

me:Huron>Clair>Erie’}.

Listing 2.3: DA: Full dominance check in a 3× 3 school choice environment.

Partial simulation. The strategy space grows exponentially, so a full dominance check

is computationally infeasible for large markets. In this case, a simulation of a subset of the
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strategy space can nonetheless support the user in taking an optimal action. I replicate the

school choice experiment by Y. Chen and Sönmez (2006) with 36 students to be allocated to

seven schools. In this canonical example, schools prefer students from their district; that is,

a student is always guaranteed a spot at their district school. Allowing for this added source

of strategic complexity showcases that the LLM can also handle more complex structures

that reflect institutional features in real-life school assignment systems.

I instruct the LLM to conduct a partial simulation that evaluates the user’s strategy

space Si exhaustively while sampling from the strategies of the other participants S ′
−i ⊂ S−i,

that is, the other student preference lists and the schools’ priority lists. In this environment,

each student submits a complete ranking of all seven schools. Hence, the user’s strategy

space has size |Si|! = 5040. Following the sampling instructions, the sample of other-player

strategies is held fixed across all of the user’s actions, ensuring comparability of payoffs. To

run the evaluation in reasonable time, I restrict the LLM to 500,000 comparisons of state

permutations, that is approximately 100 permutations of other players’ strategies.

I supply the LLM with the setup from Y. Chen and Sönmez (2006). There are 36

students divided into seven districts. The seven district schools prefer students from their

own district and have heterogeneous capacity. The user’s preferences are adjusted so that he

ranks his district school as his fifth choice. As the ranking of his two least preferred schools

is therefore outcome-irrelevant, there are two dominant strategies. The LLM generates code

that enumerates the user’s full strategy space Si, and constructs a fixed sample of other

student preferences and school priorities with district prioritization S ′
−i. The code generated

by the LLM executes the DA implementation for every state realization and maps each match

result into a numeric payoff based on the user’s reported valuations. An external program

executes the code and computes a score for every user strategy. A strategy is dominant for

this fixed sample if it attains a score of 100, so it is optimal given the sampled strategic

environment. Note that a score of 100 does not ensure that the strategy is dominant on the

whole strategy space. Conversely, a score below 100 implies that a strategy is dominated in

the full game.

Listing 2.4 reports a subset of the output. As the user lists his district school A as a

fifth preference, and is guaranteed a spot at this school, the ordering of his less-preferred

schools D and E is thus irrelevant to the outcome. Any report that ranks the first five
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schools truthfully is dominant, and therefore the two strategies (B,C, F,G,A,D,E) and

(B,C, F,G,A,E,D) are equally optimal.

1 User input:
2 "My valuation is as follows:
3 - I will be paid $7 if I hold a slot at school A at the end of the experiment

.
4 - I will be paid $16 if I hold a slot at school B at the end of the

experiment.
5 - I will be paid $9 if I hold a slot at school C at the end of the experiment

.
6 - I will be paid $2 if I hold a slot at school D at the end of the experiment

.
7 - I will be paid $5 if I hold a slot at school E at the end of the experiment

.
8 - I will be paid $11 if I hold a slot at school F at the end of the

experiment.
9 - I will be paid $13 if I hold a slot at school G at the end of the

experiment. I am participant 1, i.e. district A."
10

11 LLM output:
12 100% | 504000/504000 [13:57<00:00, 602.09it/s]
13 ...
14 My Strategy: B,G,F,A,E,C,D | Percentage of cases where it is among the best:

92.0
15 My Strategy: B,G,F,A,E,D,C | Percentage of cases where it is among the best:

92.0
16 My Strategy: B,G,F,C,A,D,E | Percentage of cases where it is among the best:

100.0
17 My Strategy: B,G,F,C,A,E,D | Percentage of cases where it is among the best:

100.0
18 My Strategy: B,G,F,C,D,A,E | Percentage of cases where it is among the best:

96.0
19 My Strategy: B,G,F,C,D,E,A | Percentage of cases where it is among the best:

92.0
20 ...
21 Given a sample of others’ actions, following strategie(s) are the best: {’B,G

,F,C,A,D,E’, ’B,G,F,C,A,E,D’}.

Listing 2.4: DA: Partial simulation output.

A partial simulation can provide guidance to the user when an exhaustive dominance check

is computationally infeasible, given the sampled set is not too small. Strategies that achieve

a high score in the partial simulation are likely to perform well in the full game, allowing the

user to restrict attention to a smaller set of strategies. The partial simulation trades formal

guarantees of dominance for computational tractability.
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2.5 Conclusion

This paper is a proof of concept for using large language models to help users play optimally

in strategy-proof mechanisms. The LLM’s role is to parse heterogeneous and unstructured

inputs into executable code, a task that requires contextual understanding. In contrast, the

identification of dominant strategies is a purely computational task and can be outsourced to

an algorithm. This separation also prevents the LLM from trying to reason about optimality,

instead enabling a mechanical check of dominance. The emphasis of this paper is on technical

feasibility rather than offering a direct implementation of a support tool. Future research

should focus on testing the effectiveness of LLM advice tools empirically. Importantly, the

usability of the tool requires careful prompt design and systematic testing, as robustness and

reliability are central for practical applications.

From a practical perspective, the framework offers guidance across a range of environ-

ments. When a complete dominance check is computationally feasible, it provides formal

dominance guarantees. Conversely, if it is not computationally tractable, partial simula-

tions can still narrow the set of strategies a user needs to consider. Moreover, even when a

mechanism designer already provides advice on optimal behavior, an LLM can be used to

independently verify that advice, increasing trust by serving as an independent third party.

In addition to improving individual outcomes LLMs can also benefit mechanism designers.

As player behavior becomes more predictable, a designer can implement more efficient or

targeted mechanisms without relying on additional notions of strategic simplicity. With

the widespread availability of LLMs and a framework to effectively use them for advice on

optimal play, dominant strategies are all we need.
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2.6 Appendix

System prompt

The following Listing 2.5 gives the generic system prompt that instructs the LLM on code

generation requirements for any given mechanism implementation provided by a mechanism

designer.

1 # Role
2

3 You are a mechanism design expert that helps users verify / build trust into
mechanisms / algorithms designed by other experts.

4

5 The user (from now on "I"/"me"/"my") will provide:
6 - A description of his/her current situation/scenario, together with his pay-

offs / preferences.
7

8 These experts provide:
9 - A reference Python implementation/algorithm that runs the mechanism against

defined inputs, returning the result.
10 - An indication for a (weakly) dominant strategy that the user should ideally

follow.
11

12 # Task Breakdown
13

14 You will help the user verify that the expert-provided strategy is indeed
weakly dominant.

15 You do so by building a Python script that returns the so-called state space
of all (optionally sampled as per instructions provided) possible inputs
as well as a function that maps the outcome of the algorithm to a payoff
from the users view. This will then later be used to validate the strategy

16

17 This requires the following approach:
18

19 1. Understand the provided reference implementation interface
20 2. Understand the state space that we need to traverse:
21 1. What are all strategies that I can choose to play? Important: Do not

limit this to the indicated dominant strateg(ies)!
22 2. What are strategies that the other participants could play?
23 3. What are other factors beyond the actions of me or other participants

that can determine the outcome?
24 3. Write a python code snippet for a function ‘create_state_space‘ following

these guidelines:
25 1. It must return a generator over this state space (e.g. using itertools

product/permutations/combinations etc). This generator should yield one
by one a three-tuple containing:

26 1. My strategy played in this space entry as a unique string
identification. This should ONLY include my actions, not the others,
as it is used to identify my dominant strategies later.

27 2. All other states condensed into a unique string identification,
excluding my actions, but including all others.

28 3. A dictionary of keyword arguments that can be passed to run one
invocation of the provided algorithm. Important: Ensure you are
always using pydantic types for objects, even within nested inputs.

49



CHAPTER 2. DOMINANT STRATEGIES ARE ALL WE NEED

The algorithm will directly be called with whatever ‘
create_state_space‘ returns.

29 2. The Python code will have access to the reference implementation (
pydantic) classes and itertools already, do NOT add imports/class
definitions for these. You can directly use product() etc. in your code
. Assume Pydantic classes ARE already imported.

30 4. Write a python code snippet for a function ‘calculate_payoff_for_result‘
following these guidelines:

31 1. It should accept as an input the exact output (again, will contain
pydantic objects, not dicts) produced by one run of the reference
implementation

32 2. It should output a float indicating my payoff given this output
33 5. Write a python code snippet for a function ‘state_space_size‘ that should

calculate the size N as int that the ‘create_state_space‘ method above
will return

34

35 # Guidelines
36 - Output the python code, use (short!) code comments to give a brief rundown

of your thoughts first. Your output should only contain (runnable) code,
no additional text and no docstrings.

37

38 # Sampling
39 <sampling_instructions>
40 {sampling_instructions}
41 </sampling_instructions>
42

43 # Concrete Algorithm
44 This is the interface of the provided matching algorithm:
45

46 <matching_description>
47 {description}
48 </matching_description>
49

50 When run, it will return its output as:
51 <matching_output_description>
52 {return_description}
53 </matching_output_description>
54

55 Based on this, please work on the following user description/situation.

Listing 2.5: System prompt used for the LLM.

Second price auction

The following Listing 2.6 gives the implementation code for a second price auction.

1 import random
2 from pydantic import BaseModel, Field
3

4 class Bidder(BaseModel):
5 participant_id: int = Field(description="The participant ID.")
6 bid: int = Field(description="The participants bid.")
7

8 class BiddingOutcome(BaseModel):
9 winning_participant_id: int = Field(description="The winning participant

ID.")
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10 price: int = Field(description="The second highest bid, to be paid by the
winner.")

11

12 def second_price_auction(bids: list[Bidder]) -> BiddingOutcome:
13 """
14 Runs a second price auction where the winner pays the second highest bid.
15 Ties are broken by random chance.
16

17 Assume bidders can bid in full euro equivalents only (from 0 to 50).
Assume in total three bidders.

18

19 :param bids:
20 :return:
21 """
22 assert len(bids) >= 2, "Need at least two participants"
23 participants = sorted(bids, key=lambda p: p.bid, reverse=True)
24 highest_bid = participants[0]
25

26 highest_bidders = []
27

28 for p in participants:
29 if p.bid >= highest_bid.bid:
30 highest_bidders.append(p)
31

32 winner = random.choice(highest_bidders)
33 return BiddingOutcome(
34 winning_participant_id=winner.participant_id, price=participants[1].

bid
35 )
36 # Example execution
37 if __name__ == "__main__":
38 print(
39 second_price_auction(
40 [Bidder(participant_id=1, bid=2), Bidder(participant_id=2, bid=3)]
41 )
42 )

Listing 2.6: Mechanism Implementation for the SPA.

The following Listing 2.7 gives an example thought process of an LLM for the SPA.

1 # I’m designing the requested three functions.
2 # Thoughts:
3 # - Interface expects a list of 3 ‘Bidder‘ pydantic objects with integer bids

0..50.
4 # - My participant_id is not specified, but I can pick (say) 1, with the

other 2 as 2 and 3.
5 # - My actions: I can choose my bid (in this question just 31, 32, 33).
6 # - Other actions: Both other participants can independently bid 0..50 each.
7 # - Other randomness: None, except if there is a tie for highest bid, winner

is random. But for dominance reasoning, we enumerate all deterministic
settings.

8 # - For each state, must identify: my_action, other_state, kwargs.
9 # - The state space is all (my_bid in {31,32,33}, other_bid1 in 0..50,

other_bid2 in 0..50): so 3 * 51 * 51 = 7803.
10 # - Payoff: If I win, my payoff is (my value 32 - price); else 0.
11

12 # 1. create_state_space
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13 def create_state_space():
14 # participant_id for "me" is 1, others are 2 and 3
15 my_id = 1
16 other_ids = [2, 3]
17 my_bids = [31, 32, 33]
18 other_bid_values = list(range(0, 51))
19 # Iterate over all combinations
20 for my_bid in my_bids:
21 for other1_bid in other_bid_values:
22 for other2_bid in other_bid_values:
23 # My action id (string)
24 my_action = f"bid_{my_bid}"
25 # Other state id (string)
26 others_action = f"2_{other1_bid}_3_{other2_bid}"
27 # Build kwargs for reference implementation
28 # order is (me, other1, other2)
29 bids = [
30 Bidder(participant_id=my_id, bid=my_bid),
31 Bidder(participant_id=other_ids[0], bid=other1_bid),
32 Bidder(participant_id=other_ids[1], bid=other2_bid)
33 ]
34 yield (my_action, others_action, {"bids": bids})
35

36 # 2. calculate_payoff_for_result
37 def calculate_payoff_for_result(result):
38 # My participant_id is 1, my value is 32
39 my_id = 1
40 my_value = 32
41 if result.winning_participant_id == my_id:
42 # Payoff: my value - price paid
43 return float(my_value - result.price)
44 else:
45 return 0.0
46

47 # 3. state_space_size
48 def state_space_size():
49 # 3 possible my actions, 51^2 other combinations
50 return 3 * 51 * 51

Listing 2.7: Example SPA: Thought process of the LLM.

Deferred Acceptance

The following Listing 2.8 gives the mechanism implementation and documentation for the

DA mechanism with 3 students and 3 schools.

1 from pydantic import BaseModel, Field, PrivateAttr
2

3 class Participant(BaseModel):
4 participant_id: int = Field(description="The participant ID")
5 ranked_preferences_for_schools: list[str] = Field(
6 description="This participants given ranked selection for schools (

high to low), where the entries represent school names. Must be
exhaustive."
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7 )
8

9 class School(BaseModel):
10 school_name: str = Field(description="The school name")
11 slots: int = Field(description="The number of slots available")
12

13 ranked_preferences_for_participants: list[int] = Field(
14 description="This school’s preferences for participants, high to low.

Must be exhaustive."
15 )
16

17 _current_assigned_participants: list[Participant] | None = PrivateAttr(
18 default_factory=list
19 )
20

21 @property
22 def assigned_participants(self) -> list[Participant]:
23 return self._current_assigned_participants
24

25 def has_free_slot(self):
26 return self.slots > len(self._current_assigned_participants)
27

28 def reset(self):
29 self._current_assigned_participants = []
30

31 def accept(self, participant: Participant):
32 self._current_assigned_participants.append(participant)
33

34 def unmatch(self, participant: Participant):
35 self._current_assigned_participants.remove(participant)
36

37 def would_accept_over_other(self, participant: Participant) -> Participant
| None:

38 newcomer_rank = self.ranked_preferences_for_participants.index(
39 participant.participant_id
40 )
41

42 lowest_ranked = sorted(self._current_assigned_participants, key=lambda
p: self.ranked_preferences_for_participants.index(p.
participant_id))[-1]

43 if self.ranked_preferences_for_participants.index(lowest_ranked.
participant_id) > newcomer_rank:

44 return lowest_ranked
45

46 return None
47

48 class Matching(BaseModel):
49 participant_id: int = Field(description="The participant ID")
50 school_name: str = Field(description="The school name")
51

52 def solve_matching(
53 participants: list[Participant], schools: list[School]
54 ) -> list[Matching]:
55 """
56 Allocates participants to schools based on the specified rank preferences

and school districts.
57 Everyone is guaranteed a space somewhere.
58
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59 There are three schools (Huron with 1 slot, Clair with 1 slot, Erie with 1
slot).

60

61 :param participants: List of participants/applicants.
62 :param schools: List of schools that accept applicants.
63

64 :return: The final matching results.
65 """
66 assert sum(s.slots for s in schools) >= len(
67 participants
68 ), "Sum of slots smaller than applicants"
69

70 s_map = {s.school_name: s for s in schools}
71

72 for school in schools:
73 school.reset()
74

75 all_schools = set([s.school_name for s in schools])
76 all_participants = set([p.participant_id for p in participants])
77

78 for p in participants:
79 assert all_schools == set(
80 p.ranked_preferences_for_schools
81 ), f"Participant {p.participant_id} has not handed in a full ranking

of all schools"
82

83 for s in schools:
84 assert all_participants == set(
85 s.ranked_preferences_for_participants
86 ), f"School {s.school_name} has not handed in a full ranking of all

participants"
87

88 applicants = [p.model_copy(deep=True) for p in participants]
89

90 while applicants:
91 # print("Remaining applicants", [p.participant_id for p in applicants

])
92 cur_applicant = applicants.pop(0)
93

94 if not cur_applicant.ranked_preferences_for_schools:
95 # no more preferences available
96 raise ValueError(
97 f"Unmatched applicant: {cur_applicant.participant_id} has no

more preferences"
98 )
99

100 next_prio = s_map[cur_applicant.ranked_preferences_for_schools.pop(0)]
101 if next_prio.has_free_slot():
102 # print(next_prio.school_name, "accepts due to free slots",

cur_applicant.participant_id)
103 next_prio.accept(cur_applicant)
104 elif (rejected := next_prio.would_accept_over_other(cur_applicant)) is

not None:
105 # print(next_prio.school_name, "accepts, as", cur_applicant.

participant_id, "is prefered over current slot holder",
rejected.participant_id)

106 applicants.append(rejected)
107 next_prio.unmatch(rejected)
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108 next_prio.accept(cur_applicant)
109 else:
110 applicants.append(cur_applicant)
111

112 matches = []
113

114 for s in schools:
115 for p in s.assigned_participants:
116 matches.append(
117 Matching(participant_id=p.participant_id, school_name=s.

school_name)
118 )
119

120 return matches

Listing 2.8: Mechanism implementation for the DA mechanism, 3x3.

The following Listing 2.9 gives the mechanism implementation and documentation for the

DA mechanism with 26 students and seven school with district priorities.

1 import random
2 from pydantic import BaseModel, Field, PrivateAttr
3

4 class Participant(BaseModel):
5 participant_id: int = Field(description="The participant ID")
6 school_district: str = Field(description="The school district")
7 ranked_preferences_for_schools: list[str] = Field(
8 description="This participants given ranked selection for schools (

high to low), where the entries represent school names. Must be
exhaustive."

9 )
10

11 class School(BaseModel):
12 school_name: str = Field(description="The school name")
13 school_district: str = Field(description="The school district")
14 slots: int = Field(description="The number of slots available")
15

16 _current_assigned_participants: list[Participant] | None = PrivateAttr(
17 default_factory=list
18 )
19 _ranked_preferences_for_participants: list[int] | None = PrivateAttr(
20 default_factory=list
21 )
22

23 @property
24 def assigned_participants(self) -> list[Participant]:
25 return self._current_assigned_participants
26

27 def has_free_slot(self):
28 return self.slots > len(self._current_assigned_participants)
29

30 def reset(self):
31 self._current_assigned_participants = []
32

33 def accept(self, participant: Participant):
34 self._current_assigned_participants.append(participant)
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35

36 def unmatch(self, participant: Participant):
37 self._current_assigned_participants.remove(participant)
38

39 def would_accept_over_other(self, participant: Participant) -> Participant
| None:

40 newcomer_rank = self._ranked_preferences_for_participants.index(
41 participant.participant_id
42 )
43

44 lowest_ranked = sorted(self._current_assigned_participants, key=lambda
p: self._ranked_preferences_for_participants.index(p.
participant_id))[-1]

45 if self._ranked_preferences_for_participants.index(lowest_ranked.
participant_id) > newcomer_rank:

46 return lowest_ranked
47

48 return None
49

50 class Matching(BaseModel):
51 participant_id: int = Field(description="The participant ID")
52 school_name: str = Field(description="The school name")
53

54 def solve_matching_districts(
55 participants: list[Participant], schools: list[School],

tiebreak_participant_order: list[int]
56 ) -> list[Matching]:
57 """
58 Allocates participants to schools based on the specified rank preferences

and school districts.
59 Everyone is guaranteed a space somewhere.
60

61 In this simulation, 36 school slots are available across seven schools.
These schools differ in

62 size, geographic location, specialty, and quality of instruction in each
specialty. Each school

63 slot is allocated to one participant. There are three slots each at
schools A and B, and six

64 slots each at schools C, D, E, F and G.
65

66 In this experiment, participants are defined as belonging to the following
school districts.

67 - Participants #1 - #3 live within the school district of school A,
68 - Participants #4 - #6 live within the school district of school B,
69 - Participants #7 - #12 live within the school district of school C,
70 - Participants #13 - #18 live within the school district of school D,
71 - Participants #19 - #24 live within the school district of school E,
72 - Participants #25 - #30 live within the school district of school F,
73 - Participants #31 - #36 live within the school district of school G.
74

75 :param participants: List of participants/applicants.
76 :param schools: List of schools that accept applicants.
77 :param tiebreak_participant_order: Ranked order indicating participant IDs

from high to low rank, handling tie-breaks between participants of
the same districts.

78

79 :return: The final matching results.
80 """
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81 assert sum(s.slots for s in schools) >= len(
82 participants
83 ), "Sum of slots smaller than applicants"
84

85 s_map = {s.school_name: s for s in schools}
86

87 for school in schools:
88 # First sort by residency, then by lottery
89 school._ranked_preferences_for_participants = [
90 p.participant_id
91 for p in sorted(
92 participants,
93 key=lambda p: (
94 p.school_district != school.school_district,
95 tiebreak_participant_order.index(p.participant_id),
96 ),
97 )
98 ]
99 # print(school, school._ranked_preferences_for_participants)

100 school.reset()
101

102 all_schools = set([s.school_name for s in schools])
103

104 for p in participants:
105 assert all_schools == set(
106 p.ranked_preferences_for_schools
107 ), f"Participant {p.participant_id} has not handed in a full ranking

of all schools"
108

109 applicants = [p.model_copy(deep=True) for p in participants]
110

111 while applicants:
112 # print("Remaining applicants", [p.participant_id for p in applicants

])
113 cur_applicant = applicants.pop(0)
114

115 if not cur_applicant.ranked_preferences_for_schools:
116 # no more preferences available
117 raise ValueError(
118 f"Unmatched applicant: {cur_applicant.participant_id} has no

more preferences"
119 )
120

121 next_prio = s_map[cur_applicant.ranked_preferences_for_schools.pop(0)]
122 if next_prio.has_free_slot():
123 # print(next_prio.school_name, "accepts due to free slots",

cur_applicant.participant_id)
124 next_prio.accept(cur_applicant)
125 elif (rejected := next_prio.would_accept_over_other(cur_applicant)) is

not None:
126 # print(next_prio.school_name, "accepts, as", cur_applicant.

participant_id, "is prefered over current slot holder",
rejected.participant_id)

127 applicants.append(rejected)
128 next_prio.unmatch(rejected)
129 next_prio.accept(cur_applicant)
130 else:
131 applicants.append(cur_applicant)
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132

133 matches = []
134

135 for s in schools:
136 for p in s.assigned_participants:
137 matches.append(
138 Matching(participant_id=p.participant_id, school_name=s.

school_name)
139 )
140

141 return matches

Listing 2.9: Mechanism implementation for the DA mechanism, 26x7.

Evaluation Code

The following Listing 2.10 gives the evaluation code that first invokes the LLM to generate

code, and then, using this code, generates a payoff matrix from the user’s perspective. In a

second step, this code checks for a dominant strategy and outputs the results.

1 import collections
2 import inspect
3 import itertools
4 from inspect import signature
5 from pathlib import Path
6 from typing import Callable, Literal
7

8 import pandas as pd
9 from langchain.chat_models import init_chat_model

10 from langchain_core.messages import SystemMessage, HumanMessage
11 from langchain_core.prompts import PromptTemplate
12 from langchain_core.tools import create_schema_from_function
13 from pydantic import TypeAdapter
14 from tqdm import tqdm
15

16 llm = init_chat_model(
17 "openai:gpt-4.1",
18 api_key=""input API key"",
19 )
20

21 sys_prompt = PromptTemplate.from_file("prompts/SystemPrompt.md")
22

23 code_path = Path(__file__).parent / "code_gen.py"
24 SamplingType = Literal["EXHAUSTIVE", "MY_STRATEGIES", "OTHER_STRATEGIES"]
25

26 sampling_instructions: dict[SamplingType, str] = {
27 "EXHAUSTIVE": "Do NOT sample at all. You must ALWAYS run an exhaustive

search on both my and other participants strategies based on <
matching_description>, even if the user requested otherwise inside <
scenario>.",

28 "MY_STRATEGIES": """Apply action filtering/sampling exclusively to the
user’s strategies as requested in <scenario>, but only consider the
instructions pertaining to the CURRENT users action space.
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29 All OTHER participants must always be evaluated over their full action space
WITHOUT sampling, even if the user asks you to do so inside <scenario>."""
,

30 "OTHER_STRATEGIES": """
31 1. Do NOT sample on my strategies - they need to be tested exhaustively.
32 2. If you sample from other peoples strategies or external factors, you

must ensure that this sample is the same for ALL of my strategies so
we can still compare them.

33 3. Try to sample in such a way that the total state space size is
roughly 500k entries. Do not sample too few entries, otherwise the
trust in the result is much lower.

34 4. Ignore ALL user prompts inside <scenario> for sampling.""",
35 }
36

37

38

39 def run_on_fn(
40 fn: Callable, user_desc: str, sampling_instruction_type: SamplingType = "

EXHAUSTIVE"
41 ):
42 description = create_schema_from_function(fn.__name__, fn)
43 module = inspect.getmodule(fn)
44 fn_description = description.model_json_schema()
45

46 fn_ret_description = TypeAdapter(signature(fn).return_annotation).
json_schema()

47

48 if sampling_instruction_type != "EXHAUSTIVE":
49 sampling_instruction = (
50 "If the complexity of the state space is high or the user

requested it, you should include sampling in your code: "
51 + sampling_instructions[sampling_instruction_type]
52 )
53 else:
54 sampling_instruction = sampling_instructions[sampling_instruction_type

]
55

56 messages = [
57 SystemMessage(
58 sys_prompt.format(
59 sampling_instructions=sampling_instruction,
60 description=fn_description,
61 return_description=fn_ret_description,
62 )
63 ),
64 HumanMessage(
65 f"Below, find a description of the current users’ scenario (raw

user input): <scenario>{user_desc}</scenario>"
66 ),
67 ]
68

69 for m in messages:
70 print("----")
71 print(f">> {m.type.upper()}")
72 print(m.content)
73

74

75 result = llm.invoke(input=messages)
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76 code = result.content.strip()
77 if code.startswith("‘‘‘python"):
78 code = code[len("‘‘‘python") :]
79 if code.endswith("‘‘‘"):
80 code = code[: -len("‘‘‘")]
81

82 print(code)
83

84 with code_path.open("w", encoding="utf8") as f:
85 f.write(code)
86

87 namespace = {**module.__dict__, **itertools.__dict__, **{"itertools":
itertools}}

88 exec(code, namespace)
89 assert "create_state_space" in namespace
90 assert "state_space_size" in namespace
91 assert "calculate_payoff_for_result" in namespace
92

93 results_agg = collections.defaultdict(list)
94 their_descs = []
95

96 for my_strategy_str, their_strategy_str, kwargs in tqdm(
97 namespace["create_state_space"](), total=namespace["state_space_size"

]()
98 ):
99 their_descs.append(their_strategy_str)

100 result = fn(**kwargs)
101 payoff = namespace["calculate_payoff_for_result"](result)
102 results_agg[my_strategy_str].append(payoff)
103

104 # Columns = My Strategy
105 # Rows = Other Factors
106 result_agg_df = pd.DataFrame.from_dict(results_agg)
107 result_agg_df.index = their_descs[: result_agg_df.shape[0]]
108 result_agg_df.to_pickle("results.pkl")
109

110 top_strategies = set()
111

112 for strategy in result_agg_df.columns:
113 other_payoffs = result_agg_df.loc[
114 :, [c for c in result_agg_df.columns if c != strategy]
115 ]
116 this_payoffs = result_agg_df.loc[:, strategy]
117

118 # Other’s Actions = Rows
119 # My Other Strategies = Columns
120 # These give a boolean array that shows if the current strategy was

better/better or equal than my other strategies in each case
121 is_better_or_equal = other_payoffs.le(this_payoffs, axis=0)
122

123 # My strategy must be at least as good as all other strategies, and
better in at least one case than all other strategies

124 score = is_better_or_equal.all(axis=1).mean()
125

126 if score > 0.9:
127 print(
128 f"My Strategy: {strategy} | Percentage of cases where it is

among the best: {score * 100:.1f}"
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129 )
130

131

132 if score >= 1:
133 top_strategies.add(strategy)
134

135 if top_strategies:
136 if sampling_instruction_type == "EXHAUSTIVE":
137 print(f"Based on exhaustive sampling, following strateg(ies) are

weakly dominant: {top_strategies}.")
138 elif sampling_instruction_type == "MY_STRATEGIES":
139 print(f"Among all of your evaluated strategies, following

strategie(s) are the best: {top_strategies}.")
140 elif sampling_instruction_type == "OTHER_STRATEGIES":
141 print(f"Given a sample of others’ actions, following strategie(s)

are the best: {top_strategies}.")
142

143 if __name__ == "__main__":
144 # School choice 36x7 - partial simulation
145 from algorithms.school_matching_districts import solve_matching_districts
146

147 run_on_fn(
148 solve_matching_districts,
149 """My valuation is as follows:
150 - I will be paid $7 if I hold a slot at school A at the end of the

experiment.
151 - I will be paid $16 if I hold a slot at school B at the end of the

experiment.
152 - I will be paid $9 if I hold a slot at school C at the end of the

experiment.
153 - I will be paid $2 if I hold a slot at school D at the end of the

experiment.
154 - I will be paid $5 if I hold a slot at school E at the end of the

experiment.
155 - I will be paid $11 if I hold a slot at school F at the end of the

experiment.
156 - I will be paid $13 if I hold a slot at school G at the end of the

experiment. I am participant 1, i.e. district A.""",
157 sampling_instruction_type="OTHER_STRATEGIES"
158 )

Listing 2.10: Evaluation code.
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Chapter 3

Endogenous Choice of Consideration

Sets and Price Competition

Joint work with Atabek Atayev 1 and Philip Zilke2

Abstract: In many markets, some consumers make a purchase without comparing prices.

Their choice of firm from which to buy plays an important role, as it affects firms’ pricing

decisions. We propose a model of a duopoly market where firms have symmetric or asym-

metric marginal costs and compete in prices, while consumers choose which firms to visit

based on market fundamentals. We show the existence of an equilibrium where the firm

with a lower marginal cost of production chooses a price from a price distribution that is a

mean-preserving spread of that of the rival firm. These results provide an explanation for

asymmetric pricing strategies observed in many retail markets.

JEL Classification: D43, D83, L13

Keywords: Price competition, price dispersion, endogenous consideration sets.

1ZEW - Leibniz Centre for European Economic Research, Mannheim.
2University of Cologne, University of Muenster.
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3.1 Introduction

Before buying a product, some consumers consider only a limited set of available offers

because, for instance, learning offers requires time (e.g., Stigler, 1961) or cognitive effort (e.g.,

Simon, 1955). Given her limited consideration set, a consumer needs to strategically choose

which firms’ offers she will learn based on the common knowledge of market fundamentals.

This choice is important as it affects firms’ pricing decisions. For instance, if all consumers

who consider only one of the firms’ prices choose to learn the same firm’s price, this firm has

an incentive to charge a high price. However, if the consumers expect to observe a high price

at that firm, they have an incentive to consider other firms’ prices instead. In this paper,

we study a market of duopolistic competition where consumers choose which firms’ prices

to learn.

The relation between consumers’ choice of prices to consider and firms’ pricing policies

is especially relevant in markets with homogeneous goods and repeated purchases, such as

retail markets for gasoline, groceries, and standardized non-prescription drugs. As prod-

ucts are almost identical across firms, prices are the most important factor that determines

consumers’ purchase decisions. Repeated purchases allow consumers to learn the frequency

with which each firm offers price discounts and the depth of those discounts (i.e., how large

the discounts are). Therefore, consumers can condition their choice of prices to observe on

previously observed prices, which in turn gives firms an opportunity to attract consumers

through discounts.

In our parsimonious model with duopolistic competition, firms produce homogeneous

goods. Each firm’s marginal cost of production is constant but may differ from that of its

competitor. On the demand side, there are two types of consumers. Price-comparing con-

sumers observe prices of both firms and purchase from the firm with the lowest price. Price-

non-comparing consumers can observe the price of only one firm. We consider a one-shot

simultaneous-move game. To capture the market feature of repeated purchases, we assume

that all market fundamentals including the number of firms, the share of price-comparing and

price-non-comparing consumers as well as marginal costs of production, are common knowl-

edge. This allows consumers to infer the firms’ price distributions and price-non-comparing

consumers thus choose strategically which firm’s price to learn. We investigate how firms’
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prices and consumers’ choice which offers to consider interact for different constellations of

marginal costs of production.

We start our analysis with a knife-edge case in which both firms have the same marginal

cost of production. We show that equilibria exist and are unique in pricing strategies, with

multiplicity arising only from the choice of tie-breaking rule when firms set identical prices.

Specifically, each firm chooses a price that is a random draw from the same non-degenerate

price distribution. As pricing strategies are symmetric, firms charge the same expected

price. Price-non-comparing consumers consider each firm with equal probability, which in

turn rationalizes the symmetric pricing strategy. This finding is consistent with the existing

literature (e.g., Baye, Kovenock, & De Vries, 1992; Johnen & Ronayne, 2021; Varian, 1980).

We next examine a case in which the difference between firms’ marginal costs of produc-

tion is large. We demonstrate that, in equilibrium, the firm with the lower marginal cost,

the cost-efficient firm, charges a price slightly below the marginal cost of its competitor.

Price-non-comparing consumers expect to observe a lower price from the cost-efficient firm

and choose to observe its price. As a result, both types of consumers purchase from the

cost-efficient firm. Effectively, this firm pushes its competitor out of the market.

We finally consider the case in which firms’ marginal costs differ only slightly. We show

the existence of an equilibrium in which the two firms draw prices from different distributions,

generating asymmetric price dispersion. In particular, the price distribution of the cost-

efficient firm constitutes a mean-preserving spread of that of the firm with a higher marginal

cost of production, such that the firms’ expected prices are the same. As the cost-efficient

firm charges the monopoly price with positive probability, it offers discounts less frequently

than its rival overall. However, the cost-efficient firm offers higher discounts (i.e., lower

prices) more often than the competing firm. In equilibrium, price-non-comparing consumers

choose to consider the cost-efficient firm with higher probability. These results demonstrate

that when some consumers don’t observe all prices but their consideration is endogenous,

asymmetric pricing behavior and asymmetric consideration emerge as equilibrium outcomes

only when firms are asymmetric.

The model provides a theoretical explanation for different pricing strategies prevalent in

North American grocery stores. For example, analyzing Canadian stores, Ray, Snir, and Levy

(2023) report that some grocery stores set high regular prices but offer deep discounts—a
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strategy known as Hi-Lo—whereas other stores offer frequent but small discounts—a strategy

known as every-day-low-prices. The authors use different measures to capture the frequency

of changes in posted prices. They find that price changes are more frequent in stores em-

ploying the every-day-low-prices strategy than in those applying the Hi-Lo strategy. This is

consistent with our predictions, where one can interpret the cost-efficient firm as employing

a Hi-Lo strategy and the rival firm as employing an every-day-low-prices strategy.

The remainder of the paper is organized as follows. In the next section, we discuss the

paper’s contribution to the literature. In Section 3.3, we introduce the model and present

the results for the case of identical marginal costs of production. In Section 3.4, we analyze

the model with heterogeneous marginal costs of production. Section 3.5 concludes.

3.2 Related Literature

Our paper contributes to the theoretical literature on observed asymmetric price dispersion.

This literature can be grouped into two strands. One group studies price competition among

firms with identical marginal costs of production, but non-identical and exogenous shares

of price-comparing and price-non-comparing consumers (e.g., Armstrong & Vickers, 2022;

Narasimhan, 1988). A common result is that firms facing a higher ratio of price-comparing

to price-non-comparing consumers offer more competitive prices than those facing a lower

ratio. While such pricing strategies may be observed in the short-run, non-price-comparing

consumers have an incentive to switch and consider firms with more competitive deals in the

medium-run.

The other group consists of studies that consider firms with heterogeneous marginal costs

of production and non-identical ratios of price-comparing to price-non-comparing consumers

(e.g., Golding & Slutsky, 2000; Myatt & Ronayne, 2026). Whereas these studies also demon-

strate the existence of an equilibrium with asymmetric price dispersion, they do not allow

for consumers to choose which firm’s price to learn.

Since consumers can freely choose which firm to visit in our model, our paper is also

closely related to the literature on consumer search. As the shares of price-non-comparing

and price-comparing consumers are fixed in our model, this restriction can be understood as

an equilibrium outcome of simultaneous search models with sufficiently small search costs
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(e.g., Burdett & Judd, 1983; Myatt & Ronayne, 2025). Moreover, one can think of price-

non-comparing consumers’ decision of which firm to visit as a form of directed search (as

in, e.g., Armstrong, 2017; Choi, Dai, & Kim, 2018; Haan, Moraga-González, & Petrikaitė,

2018).

Our work further relates to models of heterogeneous search costs, asymmetric whole-

sale prices, and asymmetric advertising. Janssen and Reshidi (2023) show that differences

in wholesale trade promotions—interpretable as variations in production costs— or search

costs can generate asymmetric pricing behavior and heterogeneous consumer search patterns,

consistent with our results. Our framework can be viewed as a reduced-form representation

of such mechanisms, emphasizing how consumers direct their search based on observable

cost differences. Myatt and Ronayne (2026) argue that different wholesale prices may arise

from technological differences. Moreover, studies on asymmetric advertising strategies (e.g.,

Bagwell & Lee, 2010; Shelegia & Wilson, 2021) similarly demonstrate how firms with cost ad-

vantages attract more consumer attention through price or advertising choices. We abstract

from explicit advertising or search cost decisions but capture the same underlying intuition:

firms’ marginal cost asymmetries shape consumers’ consideration choices and firms’ pricing

incentives.

3.3 Model and Preliminary Results

Duopoly firms supply a homogeneous good to a unit mass of consumers. The production

marginal cost of any firm j is constant and given by cj ≥ 0. Without loss of generality, let

0 ≤ c1 ≤ c2, meaning that firm 1 is more cost-efficient than firm 2. Firms compete in prices.

As we allow for mixed strategies, let xj(p) denote the probability that firm j sets a price

above p and Sj the support of xj. Also let Πj(p, xi(p)) be the profit of firm j when this firm

chooses price p while the rival firm i prices according to xi.

Each consumer has unit demand and values the product at v > c2. If she buys the product

at some price p, her utility is v−p. Thus, v also represents the monopoly price. A consumer

can buy the product only from a seller who is in her consideration set. We assume that a share

µ ∈ (0, 1) of consumers observe both prices and the remaining share of consumers observe

the price of only one firm. We refer to the former type as price-comparing and the latter
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type as price-non-comparing consumers. Price-comparing consumers purchase from a firm

with the lowest price. If both firms charge the same price p, let α(p) denote the probability

that a price-comparing consumer purchases from firm 1. Price-non-comparing consumers

strategically choose which firm’s price to observe and buy from that firm whenever the price

is below their valuation. We let q represent the share of price-non-comparing consumers that

choose to observe, or search for, the price of firm 1.

In markets such as retail markets for gasoline, groceries and fairly homogeneous non-

prescription drugs, consumers have expectations about prevailing prices, formed through

past shopping experiences, word-of-mouth communication, or other sources of informal mar-

ket information. To reflect this form of information in our setting, we assume all market

fundamentals are common knowledge to all players. The assumption captures the idea that

consumers possess some prior knowledge of price levels even before engaging in search.

The timing of the game is as follows. First, firms simultaneously set their prices. Second,

consumers decide which firms’ offers to consider. The solution concept is Nash equilibrium.

Let Πj denote some constant profit for any j ∈ {1, 2}. A Nash equilibrium consists of

(x1, x2, q, α) such that

(i) for all j ∈ {1, 2}, Πj(p, xi(p)) = Πj for all p ∈ Sj, and Πj(p, xi(p)) < Πj for all p /∈ Sj,

(ii) the search strategy q maximizes the expected utility of each price-non-comparing con-

sumer, and

(iii) the tie-breaking rule α maximizes the expected utility of each price-comparing con-

sumer.

Symmetric firms Suppose firms have the same production marginal cost: c1 = c2. With-

out loss of generality we normalize this cost to zero. Then, the equilibria are symmetric as

the following proposition shows.

Proposition 3.1. For c1 = c2 = 0, there exist symmetric Nash equilibria given by

(x1, x2, q, α) where x1 = x2 = x with

x(p) =
1− µ

2µ

(
v

p
− 1

)
, with S =

[
1− µ

1 + µ
v, v

]
,
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q = 1/2 and α(p) ∈ [0, 1] for all p ∈ S. Any of these equilibria have the same x and q.

Proof. We first prove existence and later show uniqueness of the price distributions x and

the search rule q.

Suppose that q = 1/2. Then, a firm that chooses price p in the support of x expects to

earn a profit equal to

Πj(p, x(p)) =

(
1− µ

2
+ µx(p)

)
p.

The existing literature (e.g., Baye et al., 1992; Johnen & Ronayne, 2021; Varian, 1980) shows

that the unique equilibrium price distribution solves

Πj(p, x(p)) =

(
1− µ

2
+ µx(p)

)
p =

1− µ

2
v = Πj(v, x(p)),

which yields x. However, given this price distribution, there is a zero probability of a

tie at any price in the support. Therefore, any tie breaking rule for the price-comparing

consumers is part of an equilibrium. Moreover, each of the price-non-comparing consumers

is indifferent between considering either firm’s offer, implying that q = 1/2 is weakly optimal.

This completes the proof of existence.

We now prove by contradiction that there cannot exist asymmetric equilibria. Suppose

an asymmetric Nash equilibrium exists. Without loss of generality assume that firm 1 offers

a more competitive price in expectation; firm 2 offers a less competitive price in expectation.

It is then optimal for price-non-comparing consumers to observe firm 1’s price. However,

a firm that is considered by more price-non-comparing consumers charges higher prices in

expectation (e.g., Armstrong & Vickers, 2022; Narasimhan, 1988), a contradiction.

Next suppose that there exists an asymmetric Nash equilibrium where the expected prices

are the same but the price distributions are not. Then, an individual price-non-comparing

consumer is indifferent between considering either firm’s offers with either q∗ = 1/2 or

q∗ ∈ [0, 1/2) ∪ (1/2, 1]. If q∗ = 1/2, we know that the unique equilibrium price distribution

is the one given in the proposition, a contradiction. If q∗ ∈ [0, 1/2), meaning that firm 2

attracts a higher share of price-non-comparing consumers, it is easily verified that firm 1

must offer a lower expected price than the rival firm in equilibrium. Then, however, it must

be that q∗ = 1, a contradiction. A similar logic can be applied to show that q∗ ∈ (1/2, 1]

cannot be part of an equilibrium.
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3.4 Asymmetric Firms

We now turn our attention to more general cases where firms’ marginal costs of production

differ. Without loss of generality, suppose that c1 = 0 and c2 = c > 0. We first note that

when the cost difference is large relative to the monopoly value, and the share of price-

comparing consumers µ is large, firm 1 sets a price slightly below the marginal production

cost of firm 2 and pushes firm 2 out of the market. This observation is formulated in the

following proposition.

Proposition 3.2. For c/v ≥ 1 − µ there exists an equilibrium given by (x1, x2, q, α) such

that x1 = x2 = x where

x(p) =

0 for p ≥ c,

1 for p < c
(3.1)

and q = 1 and α(c) = 1.

Proof. If firm 1 charges a price equal to the rival’s production marginal cost, it earns an

expected profit equal to c. It is straightforward to see that the firm has no incentive to lower

its price. If it increases its price, the most profitable deviation is the monopoly price, which

yields a profit equal to (1− µ)v. This deviation is not profitable if c/v ≥ 1− µ. Firm 2 and

all consumers have no incentive to deviate.

When the share of price-comparing consumers who always purchase from the lowest-

priced firm is sufficiently large, competitive pressure intensifies. If, in addition, the difference

in marginal production costs is sufficiently large relative to the monopoly value, firms face

strong incentives for Bertrand-style price undercutting. In this case, firm 1 optimally sets a

price marginally below firm 2’s marginal production cost. As a result, all consumers purchase

from firm 1, and firm 2 is pushed out of the market. Firm 1 earns positive profits equal to

firm 2’s marginal cost, while firm 2 earns zero profit.

Equilibrium conditions. We now turn our attention to a case where firms’ marginal

costs of production do not differ from each other by much. To determine an equilibrium in

this setting, we will first assume that such an equilibrium exists and derive its properties,

and then prove its existence.
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Assume that 0 < q < 1, that is, each firm serves a strictly positive share of consumers

who observe only its price. Also suppose that if both firms happen to charge the same price

p, consumers who observe both prices purchase from firm 1 with probability α(p) ∈ (0, 1).

As xi(p) = 1 − Fi(p) denotes firm i’s equilibrium survival function, let p
i
and pi be the

lowest and highest prices in the support of the induced equilibrium price distributions, where

p
i
< pi ≤ v. The following lemma characterizes the equilibrium price distributions for any

0 < q < 1.

Lemma 3.1. If 0 < q < 1 in equilibrium, it must be that x1 and x2 are non-degenerate and

have the same support [p, v]. Furthermore, the price distributions have no gaps in [p, v] and

no mass points in [p, v). Only one of the firms may have a mass point at price v, and if this

firm is firm i, then α(v) = 1− 1i=1.

The proof is in the appendix, and the intuition is as follows. For 0 < q < 1, each firm

faces two countervailing incentives when choosing its price. On the one hand, a firm wishes

to exploit its share of consumers who observe only its price. On the other hand, the firm has

an incentive to compete for price-comparing consumers. These two counteracting incentives

give rise to the equilibrium mixed-strategy pricing.

Moreover, the highest price in the equilibrium support must be below the monopoly price

v. A firm charging a price higher than v does not make any sales, whereas charging exactly

the monopoly price yields a strictly positive profit for any 0 < q < 1. Next, the lowest prices

in the supports must be the same for both firms. If they were not the same, i.e., p
i
< p

j
,

firm i would strictly prefer any price in (p
i
, p

j
) to p

i
.

Also, we prove that the equilibrium price distributions cannot be flat in their support

for any 0 < q < 1. The intuition is that if xi had a flat region in its support, firm j would

strictly prefer charging the highest price to any price in that region, which in turn would

violate the notion of mixed-strategy equilibrium in which an individual firm is indifferent to

charging any price in its support.

We then go on to rule out existence of mass points in the support, except for at the

monopoly price. The intuition as to why in equilibrium a firm does not charge any price

in the support which is lower than the monopoly price with strictly positive probability is

similar to that in the traditional literature (e.g., Rosenthal, 1980; Varian, 1980). If one of

the firms charged some price that is lower than the monopoly price with a strictly positive
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probability, the rival firm would have an incentive to undercut that price slightly. Before

characterizing an equilibrium in which the cost-efficient firm sets an atom at the monopoly

price, note that no equilibrium exists in which neither firm charges the monopoly price with

positive probability (see Proposition 3.5 in the appendix).

Equilibrium characterization. Having established the properties of an equilibrium price

distribution for any 0 < q < 1, we are now ready to derive it. Specifically, we focus on an

equilibrium where firm 1 charges the monopoly price with a strictly positive probability.

Consider firm 1. If this firm sets a price equal to p, its expected profit equals

Π1(p, x2(p)) =
(
q(1− µ) + µx2(p)

)
p.

Note that the firm certainly sells to its share of consumers who observe only its price, which

is given by q(1−µ). The firm also sells its product to the share of price-comparing consumers

µ if the rival firm’s price is higher than p, which happens with probability x2(p).

In equilibrium, an individual firm must be indifferent between choosing any price in the

support of its price distribution, including the monopoly price. Then, we equalize the above

profit to the expected profit when the firm charges a price equal to v, which equals q(1−µ)v.

Note that this is the profit firm 1 can always guarantee itself, namely Π1 = Π1(v, x2(v)).

This yields

x2(p) = qλ

(
v

p
− 1

)
, with S =

[
p, v
]
, (3.2)

where λ ≡ (1− µ)/µ and p solves x2(p) = 1.

Applying a similar line of argument, we establish that

x1(p) = ((1− q)λ+ 1)
p− c

p− c
− (1− q)λ, with S =

[
p, v
]
. (3.3)

Notice that firm 1 prices its product at the monopoly price with a probability equal to x1(v),

which is strictly positive if

(2q − 1)
1− µ

µ
v >

(
1 + q

1− µ

µ

)
c.
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It follows that an equilibrium with an atom at v in x1 may exist only if q > 1/2. That is,

firm 1 charges the monopoly price with positive probability only if a sufficiently large share

of price-non-comparing consumers considers only the price of firm 1.

Note that if firm 1 charge the monopoly price with a strictly positive probability accord-

ing to x1 whereas firm 2 prices according to x2, these price distribution can be a part of

equilibrium only if α(v) = 0. This tie-breaking rule is a different way of stating that firm 2

always chooses a price less than the monopoly price v. Indeed, if it were that α(v) > 0 for

any 1/2 < q < 1, firm 2 would have an incentive to set a price slightly below v instead of v,

as undercutting v would lead to a discontinuous increase in its profit. The probability that

a tie occurs at any other price is zero. Therefore, any tie-breaking rule for prices less than

v can support the above price distributions as a part of equilibrium.

It is now left to determine price-non-comparing consumers’ optimal search behavior, given

the above price distributions. An individual price-non-comparing consumer is indifferent

between searching any firm if she pays the same expected price. This translates into E[p1] =

E[p2]. We know that

E[p1] =

∫ v

p

pd(1− x1(p)) + x1(v)v = p+

∫ v

p

x1(p)dp.

Similarly, it is easily verified that E[p2] = p+
∫ v

p
x2(p)dp. We can thus rewrite E[p1]−E[p2] =

0 as ∫ v

p

(x1(p)− x2(p))dp = 0. (3.4)

If the share of price-non-comparing consumers is not too small, there exists q ∈ (1/2, 1) such

that an individual price-non-comparing consumer is indifferent between buying from firm 1

and buying from firm 2.

Proposition 3.3. For c/v < (1−µ)/(1+µ) there exists at least one stable equilibrium given

by (x1, x2, q, α) which are determined by (3.2), (3.3) and (3.4) and α(v) = 0.

The proof is in the appendix and the intuition is as follows. For any 1/2 < q < 1, we

have that λq and λ(1− q) are positive and finite. Therefore, the price distributions are well-

defined and non-degenerate. As q approaches 1/2, which is associated with an equal share

of price-non-comparing consumers being served by each firm, firm 1 starts offering a more
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competitive deal. This is not surprising because its lower production cost allows it to offer

low prices. Contrarily, as q approaches 1, meaning that all price-non-comparing consumers

purchase from firm 1, firm 2’s offers become more competitive than firm 1’s. As firm 2’s

demand then consists only of price-comparing consumers, the firm competes fiercely for these

consumers. Meanwhile, firm 1 has an incentive to exploit its price-non-comparing consumers

through high prices. This implies that there must be some value of q ∈ (1/2, 1) such that

the expected prices of both firms are equal. However, it is important to note that for this

solution to exist, firm 2’s marginal cost cannot be very high, as otherwise firm 1 will find

it optimal to set a price slightly below firm 2’s marginal cost as shown in Proposition 3.2.

Specifically, the sufficient condition for the asymmetric mixed-strategy pricing equilibrium

to exist is given by Proposition 3.3. Figure 3.1 illustrates the existence of such q.

0.50 0.73 1.00
q

0.2

0.0

0.1

E
[p

1]
E

[p
2]

Figure 3.1: Indifference condition for price-non-comparing consumers.
Parameters: v = 1, µ = 0.5, and c = 0.2.

It is in order to have a closer look at the equilibrium prices in Proposition 3.3. First,

note that in equilibrium, firms set prices on the same interval [p, v] and charge the same

price in expectation. Firm 1’s price distribution is a mean preserving spread of firm 2’s

price distribution. In particular, firm 1 places relatively more mass on both low and high

prices, including an atom at the monopoly price, while the rival firm’s distribution is more

concentrated on intermediate prices. Figure 3.2 illustrates the firms’ price distributions for

certain parameter values. Recall that the survival functions imply the price distributions as

xj(p) = 1− Fj(p).
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Figure 3.2: Equilibrium price distributions.
Parameters: v = 1, µ = 0.5, and c = 0.2.

Comparative Statics. We now consider a change in the marginal cost of production of

firm 2. Note that an increase in firm 2’s marginal cost of production raises the difference in

firms’ marginal costs.

Proposition 3.4. In any stable equilibrium, an increase in c raises q, the expected price,

and the equilibrium profit of firm 1 and reduces the equilibrium profit of firm 2.

The proof is in the appendix, and the intuition is as follows. As firm 2’s marginal cost of

production rises, the firm becomes restricted to offering higher prices. This prompts price-

non-comparing consumers to visit firm 1 more often, meaning that q increases. A higher

share of price-non-comparing consumers causes firm 1 to also raise its prices. As a result,

the overall expected price increases. As firm 1’s equilibrium profit, given by q(1 − µ)v, is

increasing in q, a rise in firm 2’s marginal cost of production benefits firm 1. In contrast,

firm 2’s profit, given by (1 − q)(1 − µ)(v − c), is decreasing in both q and c, which is why

firm 2 is worse off owing to an increase in its marginal cost of production.
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3.5 Conclusion

In this paper, we investigate how firms’ pricing policies and consumers’ consideration strate-

gies interact under different constellations of firms’ marginal costs of production. When

the cost difference is large relative to the monopoly price, the cost-efficient firm can push

the rival firm out of the market by undercutting its production cost. However, when firms’

marginal production costs differ only slightly, they draw prices from different distributions

but charge the same expected price. This equilibrium structure generates asymmetric price

dispersion, which provides an explanation for the heterogeneous pricing patterns observed

in many retail markets.
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3.6 Appendix

Proof of Lemma 3.1

We prove the lemma with a series of facts.

Fact 3.1. If 0 < q < 1 in equilibrium, pi, pj ≤ v.

Proof. For a contradiction, suppose that one of the firms charges a price higher than v.

This firm does not make any sales at any price higher than v, as consumers never make a

purchase at those prices. However, the firm could set a price equal to v and earn a strictly

positive profit, as this firm would sell its product to at least the share of consumers who only

considers this firm’s price, where this share is strictly positive for any 0 < q < 1. Therefore,

any price greater than v is dominated by a price equal to v, a contradiction.

Fact 3.2. If 0 < q < 1 in equilibrium, there does not exist any pure strategy equilibrium.

Proof. The proof is by contradiction, so suppose that an equilibrium in pure strategies

exists. From Fact 3.1, we know that that the equilibrium pure strategy prices must be below

v. Also notice that the condition that 0 < q < 1 can be satisfied in equilibrium only if

both firms charge the same price, as otherwise consumers who can observe only one firm’s

price will choose to observe the lowest equilibrium price. This implies that the equilibrium

prices cannot be below c. If they were, Firm 2 will make at most zero profit. However,

a deviation to price v would yield a strictly positive profit to Firm 2, as at that price the

firm will definitely sell its product to consumers who observe only its price. Therefore, if

an equilibrium in pure strategy pricing exists, the equilibrium prices must be in (c, v] and

firm 1 serves α(p∗) ∈ (0, 1) share of price-comparing consumers, where p∗ is the equilibrium

price.

However, if there exists an equilibrium in pure strategies in which both firms charge the

same price in (c, v], an individual firm has an incentive to deviate to charging a price slightly

below the equilibrium price, as it would lead to a discontinuous jump in its demand. Note

hat for any p∗ ∈ (c, v], the equilibrium profit of Firm 1 equals (q(1−µ)+α(p∗)µ)p∗. However,

a deviation to p∗− ϵ where ϵ > 0 yields a profit converging to (q(1−µ)+µ)p∗ as ϵ ↓ 0, where

this deviation profit is greater than the equilibrium profit for any α(p∗) ∈ (0, 1). This leads

to a contradiction that p∗ is an equilibrium price in pure strategies.
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Fact 3.3. If 0 < q < 1 in equilibrium, it must be that p
1
= p

2
=: p.

Proof. The proof is by contradiction. Assume that p
i
< p

j
, i ̸= j. Then, p

i
yields firm i a

profit equal to [
(1− µ)

(
q1i=1 + (1− q)(1− 1i=1)

)
+ µ
]
(p

i
− ci),

where 1i=1 equal 1 if firm i is firm 1 and 0 if firm i is firm 2. Notice that the firm in

question serves not only its share of consumers who observe only that firm’s price, but also

all consumers who observe both prices. However, firm i can increase its profit by charging a

price equal to p
j
− ϵ, where ϵ > 0, as for ϵ ↓ 0, this deviation profit converges to

[
(1− µ)

(
q1i=1 + (1− q)(1− 1i=1)

)
+ µ
]
(p

j
− ci)

which is definitely higher than the profit that price p
i
yields, a contradiction.

Fact 3.4. If 0 < q < 1 in equilibrium, x1 and x2 cannot have gaps in [p,min{p1, p2}].

Proof. For contradiction, suppose that the equilibrium xj (for any j ∈ {1, 2}) has at least one

gap in the support and consider a gap bounded by pL and pH , where p < pL < pH ≤ v. We

will first consider the case of an open interval (pL, pH), and then provide similar arguments

for the (half-)closed cases.

Two conditions must be true in equilibrium. One is that in equilibrium, firm i (where

i ∈ {1, 2} and i ̸= j) does not charge any price in (pL, pH), namely the equilibrium xi must

also have a gap in that interval. The reason is that for any p ∈ (pL, pH), firm i profit equals

[
(1− µ)

(
q1i=1 + (1− q)(1− 1i=1)

)
+ µxj(pH)

]
(p− ci),

where its expected demand, given by the terms in the square brackets, remains unchanged

for any p ∈ (pL, pH) and, thus, price equal to pH is more profitable than any price in the

gap.

The other condition is that in equilibrium, firms can be indifferent between charging

prices pL and pH only if both x1 and x2 have atoms at pH . If neither firm charges pH with

a strictly positive probability, then pL cannot be a part of equilibrium strategies as price pH

would yield a higher profit than price pL for either firm, as an individual firm’s expected
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demand at pL and pH is the same. If only one of the firms (say firm j) charges pH with a

strictly positive probability, the rival firm i has an incentive to deviate to price pH − ϵ where

ϵ > 0 is arbitrarily small. Formally, if Mj > 0 is the probability with which firm j charges a

price equal to pH , firm i’s profit at price pH equals

[
(1− µ) (q1i=1 + (1− q)(1− 1i=1))

+Mj (α(pH)1i=1 + (1− α(pH))(1− 1i=1))µxj(pH)
]
(pH − ci)

(3.5)

and its profit for pH − ϵ converges to

[
(1− µ)

(
q1i=1 + (1− q)(1− 1i=1)

)
+ µxj(pH)

]
(pH − ci) (3.6)

as ϵ ↓ 0. However, the deviation profit in (3.6) is greater than the equilibrium profit (3.5),

a contradiction. Then, indeed if there is a gap in (pL, pH), firms are indifferent between

charging pL and pH in equilibrium only if both firms charge pH with a strictly positive

probability.

Now, it is left to show that there is a contradiction if there is a gap in (pL, pH) and

pH is charged by both firms with strictly positive probabilities in equilibrium with mixed

strategies. For any j ∈ {1, 2}, let Mj > 0 be the probability with which firm j charges a

price equal to pH . Consider firm i where i ̸= j. Its expected profit at price equal to pH

is given by (3.5). A deviation to pH − ϵ for small ϵ > 0 yields a profit converging to (3.6)

as ϵ ↓ 0. However, we know that the deviation profit in (3.6) greater than the equilibrium

profit in (3.5), leading to a contradiction. This completes the proof that the equilibrium

price distribution cannot have a gap in the form of an open interval (pL, pH).

We will conclude by using similar arguments to observe similar contradictions for the

(half-)closed cases.

Firstly, consider the interval [pL, pH). Since a price equal to pH is more profitable than

pL (and any other price in the gap), it follows that firm i (where i ̸= j) does not charge any

price in [pL, pH) either. Moreover, firms being indifferent between charging prices pH and

pL−ϵ with ϵ > 0 arbitrarily small could only be achieved if both firms charge pH with strictly

positive probability (since the same arguments and comparison of deviation and equilibrium
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profits from (3.6) and (3.5) apply). However, this leads to the same contradiction which we

observed above for the open interval.

Secondly, consider the interval (pL, pH ]. Since a price equal to pH+ϵ with ϵ > 0 arbitrarily

small is more profitable than any price in (pL, pH), and as profitable as pH , it follows that

firm i (where i ̸= j) does not charge any price in (pL, pH). If firm i does not charge pH

with a strictly positive probability, then pL cannot be part of an equilibrium strategy for

firm j, as price pH + ϵ with ϵ > 0 arbitrarily small would yield a higher profit than pL, since

the firm’s expected demand at those prices is the same. However, if firm i does charge pH

with a strictly positive probability, firm j has an incentive to deviate to price pH − δ with

δ > 0 arbitrarily small. The reason is that its expected profit at price pH + ϵ converges to an

even smaller value than firm j’s counterpart of (3.5) as ϵ ↓ 0, whereas a deviation to pH − δ

converges to firm j’s counterpart of (3.6) as δ ↓ 0. Hence, this leads to a contradiction either

way.

Lastly, consider the interval [pL, pH ]. Since a price equal to pH + ϵ with ϵ > 0 arbitrarily

small is more profitable than any price in [pL, pH), and as profitable as pH , it follows that

firm i (where i ̸= j) does not charge any price in [pL, pH). If firm i does not charge pH with

a strictly positive probability, then pL − δ with δ > 0 arbitrarily small cannot be part of

an equilibrium strategy for firm j, as price pH + ϵ with ϵ > 0 would yield a higher profit

than pL − δ, as the firm’s expected demand at those prices is the same. However, if firm

i does charge pH with a strictly positive probability, firm j has an incentive to deviate to

price pH − δ with δ > 0 arbitrarily small (since again its expected profit at price pH + ϵ

converges to an even smaller value than firm j’s counterpart of (3.5) as ϵ ↓ 0, whereas a

deviation to pH − δ converges to firm j’s counterpart of (3.6) as δ ↓ 0). Hence, this leads to

a contradiction either way.

This completes the proof that there cannot be a gap in the support of equilibrium price

distributions.

Fact 3.5. If 0 < q < 1 in equilibrium, x1 and x2 cannot have mass points at any p ∈

[p,min{p1, p2}], respectively.
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Proof. The proof is by contradiction, and therefore assume that for any j ∈ {1, 2}, xj has

a mass point at price p̃ ∈ [p,min{p1, p2} and let this probability mass be equal to Mj > 0.

Consider the rival firm’s (namely firm i’s where i ∈ {1, 2} and i ̸= j) profit at price p̃:

[
(1− µ) (q1i=1 + (1− q)(1− 1i=1)) +Mj (α(p̃)1i=1 + (1− α(p̃))(1− 1i=1))µxj(p̃)

]
(p̃− ci).

Next, consider this firm’s profit at price p̃− ϵ for small ϵ > 0. As ϵ ↓ 0, this profit converges

to [
(1− µ) (q1i=1 + (1− q)(1− 1i=1)) +Mjµxj(p̃)

]
(p̃− ci),

which is higher than the firm’s profit at price p̃ for any α(p̃) ∈ (0, 1). However, given that

the equilibrium x1 and x2 have no gaps in [p,min{p1, p2}], we arrive at a contradiction that

firm i is indifferent of charging any price price in its support, including p̃ ∈ [p,min{p1, p2}].

Our final observation is related to the upper bounds of the equilibrium supports. Before

we formally state the result, it is important to construct a tie breaking rule at the highest

price that is a part of equilibrium. Specifically, if pi > pj with pj = lim
ϵ↓0

(pi− ϵ), we let pi = pj

and α(pi) = 1− 1i=1. This means that if the highest price in support of xj is slightly below

that that in the support of xi, all shoppers buy the product from firm j when both firms

happen to charge the same price equal to pi. We use this specification to avoid supports in

a half-open interval. We are now ready to state the final intermediate result.

Fact 3.6. If 0 < q < 1 in equilibrium, it must be that p1 = p2 = v with a possibility of only

xi having a mass point at pi, in which case α(pi) = 1− 1i=1.

Proof. For the proof, let pi > pj. We start the proof by showing that pi = v. For contradic-

tion, suppose that pi < v. Absence of mass points at prices [p, pj] implies that firm i’s profit

at price pi equals

(1− µ) (q1i=1 + (1− q)(1− 1i=1)) (pi − ci).

However, the firm can increase its profit by setting a price equal to v, as doing so would

yield

(1− µ) (q1i=1 + (1− q)(1− 1i=1)) (v − ci).
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This means that in equilibrium, it cannot be that pi < v, a contradiction. Then, recalling

Fact 3.1, it must be that pi = v.

Next, for contradiction assume that pj < pi. We need to consider two cases: one where

xi has a mass point equal to xi(v) > 0 at price v and the other where xi has no such mass

point, namely xi(v) = 0. Start with the case where xi(v) > 0. Note that as there cannot

be mass points and gaps in [p, pj], in equilibrium there must be a gap in (pj, v) in xi. The

reason is that firm i strictly prefers setting a price equal to v to any price in that interval

as its expected demand at those price remains unchanged. Now, consider the rival firm, i.e.,

firm j. Its expected profit at price equal to pj is

[
(1− µ) ((1− q)1i=1 + q(1− 1i=1)) + µxi(v)

]
(pj − cj),

where we recall that xi(pi) = xi(v). If firm j increases its price to v − ϵ for small ϵ > 0, its

expected profit converges to

[
(1− µ) ((1− q)1i=1 + q(1− 1i=1)) + µxi(v)

]
(v − cj)

as ϵ ↓ 0. Note that this latter deviation profit is greater than the former equilibrium profit

that price pj(< v) yields. This means that in equilibrium with 0 < q < 1, firm j chooses

price in the half open interval [p, v) if xi(v) > 0.

In the other case where xi(v) = 0, we employ a line of reasoning similar to the case where

xi(v) > 0. To avoid repetition, we note that in that case it must be that p1 = p2 = v.

Finally, it cannot be the case that both firms charge price v with a strictly positive

probability. Avoiding repetition, we simply state that if it were the case that both firms

charge the monopoly price with strictly positive probability, an individual firm would have

an incentive to slightly undercut the monopoly price for any α(v) ∈ (0, 1), as doing so would

discontinuously raise the deviating firm’s expected demand.

To summarize the results in Facts 3.1–3.6, we establish that, if an equilibrium with 0 <

q < 1 in mixed-strategy pricing exists, the supports of the firms’ price distributions must

coincide. Moreover, the equilibrium price distributions cannot have flat regions in their

support. Finally, there are no mass points at any price other than the monopoly price.
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Proof of Proposition 3.3

Noting that p = λqv/(1 + λq) is increasing and that the integrand of (3.4) is continuous in

q ∈ (1/2, 1), we will show that

∫ v

p

(x1(p)− x2(p))dp =

∫ v

p

[
((1− q)λ+ 1)

p− c

p− c
− (1− q)λ− qλ

(
v

p
− 1

)]
dp (3.7)

converges (i) to a negative number as q ↓ 1/2 and (ii) a positive number as q ↑ 1. Since we

can rewrite (3.7) as

(2q − 1)λv − qλv ln(1 + 1
λ
)

1 + qλ
+

1 + (1− q)λ

1 + qλ
(qλv − (1 + qλ)c) ln

(
1 +

v

qλv − (1 + qλ)c

)
,

we have that

lim
q↓1/2

∫ v

p

(x1(p)− x2(p))dp = v

[
−λ

2
ln

(
1 +

2

λ

)
+

λv − (2 + λ)c

2v
ln

(
1 +

2v

λv − (2 + λ)c

)]
,

which is negative since z ln(1 + 1/z) is an increasing function for any z > 0 and it is easy

to check that λ > (λv − (2 + λ)c)/v, whereas λv − (2 + λ)c > 0 for c/v < (1 − µ)/(1 + µ).

Next, as q ↑ 1, (3.7) approaches

v

[
λ

1 + λ
− λ ln

(
1 +

1

λ

)
+

λv − (1 + λ)c

(1 + λ)v
ln

(
1 +

v

λv − (1 + λ)c

)]
,

where λv − (1 + λ)c > 0 for c/v < 1− µ. This limiting value is definitely positive if

λ

1 + λ
− λ ln

(
1 +

1

λ

)
+

λv − (1 + λ)c

(1 + λ)v
ln

(
1 +

1

λ

)
≥ 0,

or
λ

1 + λ
+

(
λ

1 + λ
− λ− c

v

)
ln

(
1 +

1

λ

)
≥ 0,

λ

1 + λ
−
(

λ2

1 + λ
+

c

v

)
ln

(
1 +

1

λ

)
≥ 0,

c

v
≤

1− λ ln(1 + 1
λ
)(

1 + 1
λ

)
ln(1 + 1

λ
)
,

83



CHAPTER 3. ENDOGENOUS CHOICE OF CONSIDERATION SETS AND PRICE COMPETITION

and replacing λ

c

v
≤ (1− µ)

µ− (1− µ) ln( 1
1−µ

)

µ ln( 1
1−µ

)
.

This inequality is implied by c/v ≤ 1− µ because

1− µ < (1− µ)
µ− (1− µ) ln( 1

1−µ
)

µ ln( 1
1−µ

)
,

µ ln

(
1

1− µ

)
< µ− (1− µ) ln

(
1

1− µ

)
,

ln

(
1

1− µ

)
< µ,

which is certainly true for any µ > 0 as both sides of the inequality converge to zero as µ ↓ 0,

whereas the LHS increases with a rate equal to 1/(1 − µ) and the RHS with a rate of one.

This means that (3.7) indeed converges to a positive value as q ↑ 1 for c/v < 1− µ.

Summing up, (3.7) is continuous in q ∈ (1/2, 1), converges to a negative value as q ↓ 1/2

if c/v < (1 − µ)/(1 + µ) and converges to a positive value as q ↑ 1 for c/v < 1 − µ. As

(1−µ)/(1+µ) < 1−µ, these facts imply that there must be at least one value of q ∈ (1/2, 1)

which solves (3.7) for c/v < (1 − µ)/(1 + µ). Furthermore, in the neighborhood of at least

one of such qs, the LHS of (3.4) is increasing, which means that an equilibrium given by

that q is locally stable.

Proof of Proposition 3.4

To prove the first part of the proposition, we first note that in equilibrium, it must be that

0 =
d

dc

∫ v

p

(x1(p)− x2(p)) =

∫ v

p

(
∂(x1(p)− x2(p))

∂c
+

∂(x1(p)− x2(p))

∂q

dq

dc

)
dp,

where we employed the facts that ∂v/∂c = 0, ∂v/∂q = 0 and x1(p) = x2(p) to obtain the

last equality. Next, observe that ∂x2(p)/∂c = 0, whereas

∂x1(p)

∂c
= −

(p− p)(1 + λ− qλ)

(p− c)2
< 0.

Then, as in a stable equilibrium ∂
∫ v

p
(x1(p)− x2(p))dp/∂q > 0, it must be that dq/dc > 0.
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As the expected price equals

p+

∫ v

p

x2(p)dp = vqλ ln

(
1 +

1

qλ

)
,

notice that it is increasing in q. However, as q increases with c, the expected price is also

increasing in c.

The equilibrium profits of firm 1 and firm 2 are respectively q(1 − µ)v and (1 − q)(1 −

µ)(v − c). As q is increasing in c, the former profit also increases with c, whereas the latter

profit falls with c.

Proof of Proposition 3.5

Proposition 3.5. The case where both firms price on the interval [p, v], and neither firm

has an atom at v, does not constitute an equilibrium.

Proof. We know that both firms price continuously and gaplessly on [p, v) and at most one

firm can have an atom at v. We assume neither firm has at atom, so both firms price

continuously on [p, v]. Assume for a contradiction that an equilibrium exists. We proceed

to derive the optimal price distribution of each firm.

For any 0 < q < 1 firm 1 charging a price p earns a profit equal to

(q(1− µ) + µx2(p))p.

In equilibrium this firm must be indifferent between choosing any price in the support of its

price distribution, including the monopoly price. This fact yields

x2(p) = qλ
(v)

p
− qλ, with support [p, v], (3.8)

where λ ≡ (1− µ)/µ and p solves x2(p) = 1. Applying a similar line of argument, it is easy

to establish that

x1(p) = λ(1− q)
(v − p)

(p− c)
, with support [p, v], (3.9)

where p solves x1(p) = 1.
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We highlight that expression (3.8) for x2(p) coincides with expression (3.2). We use

equations (3.8) and (3.9) to find two expressions of p.

p1 =
λqv

λq + 1
by x2(p) = 1,

p2 =
λ(1− q)v + c

λ(1− q) + 1
by x1(p) = 1.

We know that both firms price on the same interval [p, v]. By equating the two expressions,

we can solve for q, the share of buyers that search firm 1.

q =
λv + c

(2v − c)λ
. (3.10)

This equation gives us the share of buyers that search firm 1 in equilibrium.

We turn our attention to the captives’ optimal search behavior. An individual captive is

indifferent between searching any firm if she pays the same expected price. This translates

into

E[p1] = E[p2].

As before, we can use integration by parts to get

∫ v

p

(x1(p)− x2(p)) dp = 0.

We rewrite this in terms of prices

∫ 1

0

(p1(x)− p2(x)) dx, (3.11)

where

p1(x) =
λ(1− q)v + xc

λ(1− q) + x
, and p2(x) =

λqv

x+ λq
.

Using integration by parts, equation (3.11) becomes

(1− q)(v − c) ln
( 1

λ(1− q)
+ 1
)
= qv ln

( 1

λq
+ 1
)
. (3.12)
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Solving for q, this equation needs to coincide with equation (3.10) in order for this to con-

stitute an equilibrium. To simplify notation, assume without loss of generality that v = 1.

To show that the price distributions (3.9) and (3.8) do not constitute an equilibrium, we

need to show that the expressions (3.10) and (3.12) do not yield the same q. We plug (3.10)

into (3.12) and show this equation does not hold for any c and λ combination.

(
1− λ+ c

(2− c)λ

)
(1− c) ln

(
1 +

2− c

(2− c)λ− (λ+ c)

)
=

λ+ c

(2− c)λ
ln

(
1 +

2− c

λ+ c

)
. (3.13)

We rewrite equation (3.13) such that

(1− c) ((2− c)λ− (λ+ c)) ln

(
1 +

2− c

(2− c)λ− (λ+ c)

)
= (λ+ c) ln

(
1 +

2− c

λ+ c

)
.

We conjecture that for any fixed c the left hand side of this equation is smaller than the

right hand side for all λ, that is

(1− c) ((2− c)λ− (λ+ c)) ln

(
1 +

2− c

(2− c)λ− (λ+ c)

)
< (λ+ c) ln

(
1 +

2− c

λ+ c

)
. (3.14)

Because we normalized the monopoly price v to one, the production cost c needs to be

between zero and one, c ∈ (0, 1). We rewrite equation (3.14) as

((2− c)λ− (λ+ c)) ln

(
1 +

2− c

(2− c)λ− (λ+ c)

)
< (λ+ c) ln

(
1 +

2− c

λ+ c

)
.

Holding c fixed, we can rewrite this as

t1 ln

(
1 +

2− c

t1

)
< t2 ln

(
1 +

2− c

t2

)

where t1 = (2− c)λ− (λ+ c) and t2 = λ+ c. For any fixed c and for any λ, note that t1 < t2

as 2λ−cλ < 2λ+2c. Furthermore, for c < 1−µ, t1 and t2 are positive. We limit to this case

as for c ≥ 1− µ a symmetric equilibrium exists. What is left to show is that t ln(1 + 2−c
t
) is

everywhere increasing in t for t > 0.

∂

∂t
t ln

(
1 +

2− c

t

)
= ln

(
1 +

2− c

t

)
− 2− c

2− c+ t
> 0. (3.15)
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To show that ln
(
1 + 2−c

t

)
> 2−c

2−c+t
, we write z for t

2−c
and check the limits and show that

the difference is monotonic in t by showing it is monotonically decreasing in z.

lim
z→0+

ln

(
1 +

1

z

)
→ ∞

lim
z→0+

1

1 + z
→ 1

lim
z→∞

ln

(
1 +

1

z

)
→ 0

lim
z→∞

1

1 + z
→ 0

and

∂

∂z
ln

(
1 +

1

z

)
− 1

1 + z
=

1

1 + 1
z

(−1

z
)2 +

1

(1 + z)2
= − 1

z(1 + z)2
< 0.

Because the limit of ln
(
1 + 1

z

)
− 1

1+z
goes to zero, and the derivative is strictly decreasing,

it follows that (3.15) holds and therefore the original equality (3.13) cannot hold. Hence,

there is no equilibrium where both firms price atomless on the intervall [p, v].
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Hakimov, R., & Kübler, D. (2021). Experiments on centralized school choice and college

admissions: a survey. Experimental Economics , 24 (2), 434–488.

Hassidim, A., Marciano, D., Romm, A., & Shorrer, R. I. (2017, May). The mechanism is

truthful, why aren’t you? American Economic Review: Papers and Proceedings , 107 (5),

220–24.

Hassidim, A., Romm, A., & Shorrer, R. I. (2016). ”Strategic” behavior in a strategy-proof

environment. In Proceedings of the 2016 ACM conference on economics and computation

(pp. 763–764).

Hassidim, A., Romm, A., & Shorrer, R. I. (2017). Redesigning the Israeli psychology

master’s match. American Economic Review: Papers and Proceedings , 107 (5), 205–209.

Hassidim, A., Romm, A., & Shorrer, R. I. (2021). The limits of incentives in economic

matching procedures. Management Science, 67 (2), 951–963.

Hausch, D. B., & Li, L. (1993). A common value auction model with endogenous entry

and information acquisition. Economic Theory , 3 , 315–334.

International Renewable Energy Agency. (2019). Renewable energy auctions: Status

and trends beyond price (preliminary findings). Retrieved from www.irena.org/-/

media/Files/IRENA/Agency/Publication/2019/Jun/IRENA Auctions beyond price

2019 findings.pdf

92

www.irena.org/-/media/Files/IRENA/Agency/Publication/2019/Jun/IRENA_Auctions_beyond_price_2019_findings.pdf
www.irena.org/-/media/Files/IRENA/Agency/Publication/2019/Jun/IRENA_Auctions_beyond_price_2019_findings.pdf
www.irena.org/-/media/Files/IRENA/Agency/Publication/2019/Jun/IRENA_Auctions_beyond_price_2019_findings.pdf


BIBLIOGRAPHY

Janssen, M., & Reshidi, E. (2023). Discriminatory trade promotions in consumer search

markets. Marketing Science, 42 (2), 401–422.

Johnen, J., & Ronayne, D. (2021). The only dance in town: Unique equilibrium in a

generalized model of price competition. The Journal of Industrial Economics , 69 (3), 595–

614.

Kagel, J. H., Harstad, R. M., & Levin, D. (1987). Information impact and allocation

rules in auctions with affiliated private values: A laboratory study. Econometrica, 55 (6),

1275–1304.

Kim, K., & Koh, Y. (2022). Auctions with flexible information acquisition. Games and

Economic Behavior , 133 , 256–281.

Kleinberg, R., Waggoner, B., & Weyl, E. G. (2018). Descending price optimally coordinates

search. Available at SSRN: https://ssrn.com/abstract=2753858 .

Klemperer, P. (2002). What really matters in auction design. Journal of Economic Per-

spectives , 16 (1), 169–189.

Lee, J. Y., Nayga Jr, R. M., Deck, C., & Drichoutis, A. C. (2020). Cognitive ability and

bidding behavior in second price auctions: An experimental study. American Journal of

Agricultural Economics , 102 (5), 1494–1510.

Levin, D., & Smith, J. L. (1994). Equilibrium in auctions with entry. American Economic

Review , 84 (3), 585–599.

Li, C., Yang, R., Li, T., Bafarassat, M., Sharifi, K., Bergemann, D., & Yang, Z. (2024).

Stride: A tool-assisted LLM agent framework for strategic and interactive decision-making.

arXiv preprint arXiv:2405.16376 .

Li, S. (2017). Obviously strategy-proof mechanisms. American Economic Review , 107 (11),

3257–3287.

Lu, J., Ye, L., & Feng, X. (2021). Orchestrating information acquisition. American

Economic Journal: Microeconomics , 13 (4), 420–465.

93



BIBLIOGRAPHY

McAfee, R. P., & McMillan, J. (1987). Auctions with entry. Economics Letters , 23 (4),

343–347.

Miettinen, P. (2013). Information acquisition during a Dutch auction. Journal of Economic

Theory , 148 (3), 1213–1225.

Myatt, D. P., & Ronayne, D. (2025). Finding a good deal: Stable prices, costly search, and

the effect of entry. CRC TRR 190 Rationality and Competition.

Myatt, D. P., & Ronayne, D. (2026). Asymmetric models of sales. American Economic

Journal: Microeconomics , 18 (1), 281–311.

Narasimhan, C. (1988). Competitive promotional strategies. The Journal of Business ,

61 (4), 427-449.

Niederle, M., & Vespa, E. (2023). Cognitive limitations: Failures of contingent thinking.

Annual Review of Economics , 15 (1), 307–328.

Pais, J., & Pintér, Á. (2008). School choice and information: An experimental study on

matching mechanisms. Games and Economic Behavior , 64 (1), 303–328.

Pavan, A., Segal, I., & Toikka, J. (2014). Dynamic mechanism design: A Myersonian

approach. Econometrica, 82 (2), 601–653.

Persico, N. (2000). Information acquisition in auctions. Econometrica, 68 (1), 135–148.

Quint, D., & Hendricks, K. (2018). A theory of indicative bidding. American Economic

Journal: Microeconomics , 10 (2), 118–51.

Ray, S., Snir, A., & Levy, D. (2023). Retail pricing format and rigidity of regular prices.

Economica, 90 (360), 1173–1203.

Rees-Jones, A. (2018). Suboptimal behavior in strategy-proof mechanisms: Evidence from

the residency match. Games and Economic Behavior , 108 , 317–330.

Rezende, L. (2018). Mid-auction information acquisition. Economic Theory , 65 (3), 751–

780.

94



BIBLIOGRAPHY

Roberts, J. W., & Sweeting, A. (2013). When should sellers use auctions? American

Economic Review , 103 (5), 1830–1861.

Rosenthal, R. W. (1980). A model in which an increase in the number of sellers leads to a

higher price. Econometrica: Journal of the Econometric Society , 1575–1579.

Roth, A. E. (1982). The economics of matching: Stability and incentives. Mathematics of

operations research, 7 (4), 617–628.

Roth, A. E., & Peranson, E. (1999). The redesign of the matching market for american

physicians: Some engineering aspects of economic design. American Economic Review ,

89 (4), 748–780.

Shelegia, S., & Wilson, C. M. (2021). A generalized model of advertised sales. American

Economic Journal: Microeconomics , 13 (1), 195–223.

Shi, X. (2012). Optimal auctions with information acquisition. Games and Economic

Behavior , 74 (2), 666–686.
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