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This paper introduces Conformal Multiverse Analysis (CMA), an auditing framework which integrates Conformal Prediction
with Multiverse Analysis. CMA enables a comprehensive assessment of how uncertainty of prediction models propagates
across different modeling choices and affects group-conditional coverage of different groups and minorities. Pairing Multiverse
Analysis with Conformal Prediction provides a novel procedure for identifying disparities and critical design decisions,
particularly in contexts where uncertainty-aware decision policies are aimed to be deployed. We present a comprehensive
empirical illustration which utilizes large-scale administrative records to build and compare algorithmic profiling models
predicting long-term unemployment in two settings. We quantify uncertainty through the Average Prediction Set Size (APSS)
and miscoverage via the Group-Conditional Coverage (GCC) and analyze the resulting outcome distributions using functional
ANOVA. Our results show that (1) design decisions can affect uncertainty outcomes for subgroups and (2) uncertainty
reduction and group-specific coverage can be misaligned. Our work reinforces the need and value of integrating uncertainty
quantification into fairness-aware model design and evaluation.
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1 Introduction

Fairness in machine learning (fairML) has emerged as a pressing societal issue, driven by the widespread adoption
of algorithmic decision-making (ADM) systems in high-stakes domains to inform or automate critical decisions.
A substantial body of research has introduced formal fairness definitions, metrics, and bias mitigation techniques
[29, 48, 49]. Despite this progress, fairness evaluations typically remain limited to a single-model perspective
using point predictions. Such one-off assessments overlook two critical factors: (1) the multiplicity of plausible
models that could be trained for the same task, and (2) the uncertainty inherent in each model’s predictions.
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Neglecting these factors can give a false sense of security. Prediction uncertainty, arising from noisy data, limited
training examples, or model imperfections, can cause fairness metrics to fluctuate considerably [55]. If fairness
audits ignore this variability, they risk overestimating the consistency of those metrics and drawing misleading
conclusions about a system’s equity, ultimately undermining trust in the audit findings. Furthermore, recent
literature highlights that minor differences in modeling choices, such as data preprocessing, algorithm selection,
and threshold settings, can significantly alter fairness outcomes even when predictive accuracy remains high
[61]. Thus, conclusions drawn from a single modeling pipeline may not generalize: one can often "cherry-pick" a
model or evaluation policy to obtain more favorable fairness metrics.

Researchers have begun calling out these vulnerabilities. In particular, deliberately tweaking models or metrics
to obscure biased outcomes has been termed "fairness hacking" [47]. Relatedly, post-hoc explanation tools can be
misused to rationalize unfair models, a phenomenon known as "fairwashing" [3]. Aivodji et al. [2] demonstrate
that an unfair black-box classifier could be paired with misleading but convincing explanations to hide its
bias. These examples highlight the urgent need for robust and transparent evaluation methods that withstand
manipulation. In other words, we require audit frameworks that consider the whole space of modeling decisions
and explicitly account for uncertainty so that reported fairness results cannot be easily skewed or "hacked."

These methodological gaps have practical implications. In high-stakes settings, decision-makers face a fun-
damental question of human-AlI decision-making: when should an automated model’s prediction be accepted,
and when should it be overridden or deferred to a human? One intuitive strategy is to automate only when
the model is confident and to hold back or defer decisions that the model is uncertain about. Indeed, selective
decision policies based on uncertainty (sometimes called selective abstention or triage) have been proposed to
improve outcomes [31, 37, 41, 56]. Such approaches aim to prevent high-cost mistakes by ensuring that dubious
predictions receive human scrutiny. However, if model uncertainty is higher for specific subgroups (e.g., minority
groups with less training data), a naive use of this strategy could disproportionately defer members of those
groups for manual review, subjecting them to different treatment and potentially injecting human biases back
into the process [56]. This tension highlights why understanding the distribution of uncertainty is crucial: it
informs when and why to automate vs. defer decisions, and it alerts developers and auditors to any unequal
uncertainty burden faced by subpopulations. Ensuring compliance with upcoming laws [18] and, more broadly,
ensuring public trust in ADM similarly demands techniques that can address statistical uncertainty and design
arbitrariness in model outcomes.

Proposed auditing approach: We propose and apply a novel evaluation framework called Conformal Mul-
tiverse Analysis (CMA) to address these challenges. CMA integrates conformal prediction (CP) for rigorous
uncertainty quantification (UQ) with multiverse analysis (MA) to explore multiple modeling pipelines (see Figure
1). In brief, CP is a distribution-free method that produces calibrated prediction intervals or sets for ML models,
offering guaranteed error bounds on predictions [5]. This allows us to quantify prediction uncertainty in a
principled way for each individual prediction. MA has been initially introduced in psychology as a systematic
approach to describe and investigate the implications of analytical variability in response to the reproducibility
crisis [63], and has recently been extended to the algorithmic fairness domain by Simson et al. [61]. Rather
than analyzing one model, MA generates a multiverse of models, turning implicit design decisions into explicit
variations, enabling researchers to examine the distribution of fairness outcomes across the resulting "universes"
of models.

By unifying these approaches, the CMA framework provides a comprehensive lens to empirically evaluate
algorithmic fairness under uncertainty across different modeling scenarios for specific use cases. It allows
examining how prediction uncertainty propagates through different model versions and how this affects different
subgroups. In this work, we exemplify our approach with a comprehensive empirical illustration building on
a real-world use case situated in the labor market domain: algorithmic profiling of job seekers. While public
employment offices around the globe experiment with algorithmic profiling [21, 45], profiling tasks are rarely fully
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Fig. 1. Steps of a Conformal Multiverse Analysis (CMA) in Practice. We illustrate our approach with algorithmic
profiling models that aim to classify the risk of long-term (>12 months) and medium and long-term (6-12, >12 months)
unemployment (step 1). Based on a range of design choices common in this domain (steps 2, 3), we extend the multiverse
analysis for algorithmic fairness of Simson et al. [61] by applying conformal calibration to each model in the multiverse
(steps 4, 5). We then assess model fairness and measures of uncertainty (step 6) and how they link back to data processing
and design decisions (step 7).

automated and thus present a high-stakes example where careful uncertainty quantification is critical for reliable
decision-support [37, 39]. We demonstrate how a CMA can uncover new insights and risks of uncertainty-aware
prediction pipelines in this domain.

This paper makes the following contributions:

(1) CMA as a novel auditing framework. With a CMA, developers can investigate the uncertainty distribu-
tion (e.g., average prediction set size) across many plausible model versions and quantify the contribution
of each design choice to uncertainty outcomes. A CMA allows one to understand whether prediction
uncertainty is concentrated in certain (protected) subgroups, whether some groups consistently experience
lower coverage (i.e., the true outcome falls outside the predicted set more often than the nominal error
rate) and how design decisions affect disparate uncertainty and miscoverage.

(2) Empirical illustration. Using large-scale administrative data of (un)employment histories in Germany,
we compare uncertainty outcomes across 900 modeling universes (i.e., distinct pipelines) for two pre-
diction tasks (binary and multi-class unemployment prediction) and four subgroups (based on gender
and nationality). Our CMA results show how minority groups can experience systematic miscoverage in
uncertainty-aware profiling pipelines and surface critical design decisions affecting group disparities in
uncertainty outcomes.

(3) Guidelines and codebase for practice. We provide practical recommendations on how a CMA can be
used to inform the development and principled selection of uncertainty-aware modeling pipelines.

2 Related Work
2.1 Uncertainty and Algorithmic Fairness

Prediction uncertainty is studied extensively in machine learning, where a key preliminary distinction is between
aleatoric uncertainty (statistical or irreducible uncertainty) and epistemic uncertainty (systematic or reducible
uncertainty) [30, 33, 35]. Recent work has highlighted that prediction uncertainty is often unevenly distributed
across groups in practice [40, 56]. Disadvantaged or minority groups can face higher epistemic uncertainty when
they are underrepresented in the training data or have more heterogeneous outcomes. Conversely, if a particular
group exhibits inherently more variable outcomes, then predictions for that group may carry higher aleatoric
uncertainty. A fairness-aware model should recognize and account for these differences in uncertainty; otherwise,
it might systematically overestimate its confidence for some subpopulations and underestimate it for others.
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Jones et al. [36] show that decision policies that do not adequately account for group differences in uncertainty
can magnify disparities in error rates.

Various methods have been proposed to quantify prediction uncertainty [16, 65, 70]. A particularly prominent
example is Conformal Prediction (CP), which produces prediction sets or intervals with a formal coverage guarantee.
Conformal prediction was pioneered by Vovk et al. [69] with early developments by Papadopoulos et al. [51]
and later theoretical advances [5, 8, 9, 43]. CP is attractive because it is distribution-free, i.e., agnostic to the
model and data distribution, and valid in finite samples. In essence, given a desired confidence level (say 90%),
standard CP uses a held-out calibration set to determine a threshold for prediction errors, and then outputs for
each new instance a set of possible labels such that the true label is guaranteed to be in the set about 90% of
the time. This yields a calibrated prediction set for each example, where the size of the set reflects the model’s
uncertainty for that instance. An easy case might yield a single-label set (high confidence), whereas an ambiguous
one yields multiple plausible labels (low confidence). CP and its instance-level uncertainty measures are beneficial
for fairness analysis, as they allow us to directly compare how confident or uncertain a model is for individuals
of different groups.

While CP offers marginal coverage guarantees, it does not automatically guarantee equal coverage for every
subgroup. By default, CP treats all data points as exchangeable and is oblivious to sensitive attributes. This means
if the model has higher error rates for a specific group, that group could end up with lower coverage (more
instances where the true label lies outside the prediction set), a phenomenon known as conditional coverage
disparity [14]. Recent research is beginning to address this limitation: Vadlamani et al. [66] propose a framework
for Conformal Fairness, which modifies the conformal prediction procedure to monitor and reduce coverage gaps
between groups. Their method adjusts how prediction sets are constructed for different protected groups to
ensure that each group achieves the intended coverage level. Our work uses split CP as a diagnostic tool to reveal
where coverage disparities may lie. Methods to mitigate conditional miscoverage present complementary tools
that could be incorporated and applied to problematic modeling pipelines identified by our auditing approach.

In addition, it is also crucial to consider how uncertainty-aware predictions affect decision outcomes in practice.
Some scholars have advocated new fairness criteria specifically for uncertainty-aware models [40, 66]. For
example, one might require equalized coverage as a fairness condition when using prediction sets. However,
Cresswell et al. [19] report that enforcing strictly equal coverage can increase disparate impact downstream and
instead suggest equalizing the average prediction set size across groups. The intuition is that equalized coverage
might give one group consistently larger prediction sets to compensate for uncertainty. However, those larger sets
could influence human decision-makers in a way that harms that group’s outcomes (for instance, decision-makers
might become more cautious or skeptical when they see a wide interval, inadvertently denying opportunities
more often to that group). The findings by Cresswell et al. [19] reinforce the importance of understanding which
uncertainty profiles are linked to specific modeling pipelines and design decisions to anticipate their respective
fairness implications in practice.

Recent empirical studies have demonstrated how model uncertainty can uncover or exacerbate hidden biases.
Cooper et al. [17] highlight how prediction variance across equally valid models can lead to effectively arbitrary
outcomes, raising fairness concerns when different groups are disproportionately exposed to unstable classifica-
tions. In addition, the FairlyUncertain benchmark introduced by Rosenblatt and Witter [55] shows that even when
abstaining from uncertain predictions reduces overall error rates, outcome disparities between groups remain.
Complementary work [40] proposes uncertainty-based fairness measures, arguing that models that appear fair
on traditional point-based metrics may still exhibit biased uncertainty distributions across subgroups. These
findings collectively reinforce the need to integrate uncertainty into fairness assessments and audits explicitly.
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2.2 Multiverse Analysis

Multiverse Analysis (MA) is an approach to robustness and variability analysis that involves executing many
plausible analyses to see how results change under different assumptions or modeling choices. Formulated initially
in psychology to address concerns about analytic flexibility [28, 58, 63], MA turns implicit analysis decisions into
explicit variants, creating a "multiverse" of all considered plausible analyses. Rather than committing to a single
modeling pipeline, the researcher computes the metric of interest for every model in the multiverse and examines
the distribution of results across these alternatives. In this way, MA is closely linked to specification curve analysis
[59], perturbation analysis [27], sensitivity analysis [42] and vibration of effects [53], many of which have been
proposed around a similar time. In the context of machine learning, MA can be applied by varying decisions
such as data preprocessing techniques, feature selection, or model classes to generate an extensive collection of
models or pipelines, each representing a different "universe" of choices [60]. Since its proposal in 2016 [63], MA
has established itself in the (social scientific) literature and gathered notable popularity [20, 54]. Its uptake in ML,
however, has been slow, with few works utilizing it explicitly [e.g., 10, 61]. In algorithmic fairness, MA can expose
how fairness conclusions depend on modeling choices. Simson et al. [61] demonstrate how fairness metrics can
vary dramatically across model variants that are build for the same prediction task and achieve similar predictive
performance.

2.3 Design Decisions in ML

The above phenomenon [61] ties into the concepts of model multiplicity [13] and the Rashomon Effect [15]: there
can be many distinct models that are almost equally valid in terms of predictive accuracy, yet they differ in other
important aspects like individual predictions or fairness metrics [12, 44, 57]. Black et al. [11] highlight that the
existence of many comparably accurate models allows for arbitrary choice among models, raising the risk that an
operator could deliberately select the model that best suits their interests. Recent work [26] has started to structure
different sources of multiplicity and put forward a framework to organize decisions along the ML pipeline. In
parallel, Sokol et al. [62] introduced the notion of cross-model fairness, arguing that a person could be unfairly
harmed when a less favorable model is arbitrarily chosen over another that would have treated them better.
These ideas reinforce why simply auditing one model is insufficient; robust fairness demands understanding the
space of all reasonable models.

A key feature of making design decisions explicit is that it can help us identify which decisions are most
responsible for outcome variability. Given a MA implementation, techniques like functional ANOVA allow to
quantify how much variance in the outcome metric is explained by each decision and its interactions [32, 34]. In
the analysis by Simson et al. [61] a few design choices had outsized effects: notably, the strategy for splitting
data into training and testing sets, and the choice of classification threshold, were among the most impactful
factors. Quantifying the impact of different design decisions is critical for model development and stakeholder
deliberations in practice, providing an additional level of information in comparison to enumerate-and-search
strategies in multiplicity research [26].

Beyond fairness metrics, it is reasonable to ask whether modeling choices similarly affect uncertainty character-
istics. Factors like model complexity, regularization strength, and training data size can influence how confident
or calibrated a model is. A more complex model might yield narrower prediction intervals on average than a
simpler model, especially on in-distribution data. Conversely, a model trained on a small dataset will likely exhibit
higher epistemic uncertainty across the board [56]. By analyzing a host of model variants in a CMA, we can
examine which modeling decisions tend to produce systematically higher or lower uncertainty, both overall and
by subgroups. To our knowledge, this is the first work that empirically studies how the distribution of prediction
uncertainty is affected by model design choices.
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3 Conformal Multiverse Analysis

Uncertainty can be "unevenly distributed" across individuals or subgroups, and one model’s uncertainty may
concentrate on different cases than another’s [56]. These observations motivate our inclusion of model uncertainty
into multiverse analyses, as an extension to the focus on point predictions in [61]. We propose Conformal Multiverse
Analysis as a tool to understand how model design decisions affect uncertainty and how different subgroups might
be differently affected by uncertainty across the multiverse, such that model developers and stakeholders can
make informed choices about the modeling pipeline, especially in uncertainty-aware decision-making contexts.

In our proposed adaptation of MA, Conformal Multiverse Analysis (CMA), we follow five steps (see Algorithm
1). (1) We identify relevant design decisions D = {d, . .., dx } for the prediction problem at hand (each d; has a
finite set of options) and construct the decision multiverse U = []x, D;, the Cartesian product of all decision-
option sets. Each u € U is a unique “universe” of choices (e.g., preprocessing, model architecture, thresholds). For
each universe, we (2) train predictive models on training data, (3) apply conformal calibration with calibration
data and (4) compute uncertainty metrics, including Average Prediction Set Size (APSS) and Group-Conditional
Coverage (GCC) (see section 3.2), on test data. Finally, (5) we collect the tuple of metrics (APSS(u), GCC(u),...)
for each u € U, yielding a multivariate distribution of uncertainty and fairness outcomes across the multiverse.

Following [61], we draw on methodology from hyperparameter optimization, specifically functional ANOVA,
to analyze and interpret the multiverse results [32, 34]. The main objective of this analysis is to rank design
decisions and investigate how they impact uncertainty and miscoverage across groups. The FANOVA breaks
down the variability of the outcome metric into parts explained by each decision and its interactions, returning
which choices matter most for the observed data. We demonstrate how the stability of the ranking can be assessed
through replications (see section 4).

3.1 Conformal Prediction

We draw on Conformal Prediction (CP) as a popular, distribution-free, and model-agnostic uncertainty quantifi-
cation framework that wraps any point predictor to produce set-valued predictions with finite-sample marginal
coverage [51, 69]. Specifically, we use split conformal prediction illustrated for a binary classification task with
label space Y = {0, 1}, while the mechanics similarly extend to multi-class prediction problems. CP operates by
(i) choosing a score function s(x, y) that is large when the pair (x, y) disagrees with the model, (ii) estimating a
quantile of scores on a held-out calibration set, and (iii) forming a prediction set by thresholding the test scores.
Let f be a probabilistic classifier with class probabilities fy (x) =P(Y =y | X = x). Define the nonconformity
score

s(ry) =1- fy(x), (1)
which is large when the model "thinks" y is unlikely. Split the data into a training set Sin and a calibration
set Sca1. Fit f on Syain, compute calibration scores s; = s(X;, V;) for (Xj, Y;) € Scal, and let ¢ denote the p-quantile
of {s;}1; with
[(n+1)(1-0a)]
p=—7—"T "

n

()

Here, a € (0, 1) is the user-specified miscoverage rate: the conformal set is guaranteed to contain the true label
with probability at least 1 — a. In other words, a smaller & corresponds to more conservative (larger) prediction
sets, while a larger « permits narrower sets at the cost of lower coverage. In our experiments, we set & = 0.1,
yielding a nominal coverage level of 90%.

For a new observation X;.s;, the split-conformal prediction set is

C(Xtest) = {y € {Oa 1} : S(Xtesta y) < C}} (3)
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Algorithm 1: Conformal Multiverse Analysis (CMA)

Input: Design decisions D = {dj, ..., dx}; target coverage level 1 — «; training data Dy,in; calibration data
Dear; test data Diegt
Output: Multivariate distribution of metrics (APSS(u), GCC(u), ...) over U

// Step 1: Definition of multiverse
1 Construct U = []X, D; where each u € U is a unique universe
2 foreach universeu € U do
// Step 2: Model training
3 Train or configure model f;, on Dyiy according to choices in u;

// Step 3: Conformal calibration
4 Compute nonconformity scores s, (x, y) on Dea;

5 Compute threshold z,, such that Pr(Y € 61, X )) >1-a;
¢ | whereCu(x) = {y:su(x.y) <7 }i
// Step 4: Prediction and evaluation
7 Apply f, on Dyes to form prediction sets 6u (x);
8 Compute (group-specific) uncertainty metrics (e.g., APSS(u), GCC(u));
9 end
// Step 5: Aggregation of results

10 Collect (APSS(u), GCC(u), ...) forall u € U;
11 return multivariate distribution of metrics across U;

Under exchangeability of {(X;, ¥;)} | and (Xess, Yiest), Equation (3) guarantees
P{ Ytest € Ea(Xtest) } z21l-a. (4)

A sequence of random variables X1, X», . . ., X, is exchangeable if for each m and permutation x of {1,. .., m}, the
joint distribution of (X (1), . . ., Xz (m)) is the same as the distribution of (Xj, ..., Xp,) [23]. When data arrives over
time, as in our experiments (see section 4), strict exchangeability may be violated. Nevertheless, split CP retains
(approximate) marginal coverage with a finite-sample penalty that depends on the amount of drift/dependence,
and this penalty shrinks under standard mixing/drift conditions as the calibration window grows. For added
robustness to drift, weighted conformal variants reweight calibration scores to provide guarantees beyond
exchangeability [9, 50].

Because we have ample data, we use split CP: it fits a single model, is computationally light, and the slight
loss in statistical efficiency is negligible in our setting. For comparison, cross-conformal, CV+, and Jackknife+
methods [5] have a medium cost, fitting a small number of models and using all data for calibration (and most for
training) for better efficiency. In contrast, full conformal achieves the highest statistical efficiency by avoiding a
split and using all data for both training and calibration, but at the highest computational cost [5, 8].

With the score s(x,y) =1 - fy(x), predictions naturally adapt to difficulty: confident points typically yield
singleton sets, while ambiguous points may yield both (for binary tasks) or multiple (for multi-class problems)
labels, trading set size for guaranteed coverage.
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3.2 Metrics

Let {(X;, Y;, A;) } " denote the test set, where A; is a protected-group attribute (e.g., sex or nationality). Let C(X;)
be the conformal prediction set at miscoverage level a. For the measure of uncertainty (and efficiency), we define

the Average Prediction Set Size (APSS) as

1 Mtest

D lexi.

Mtest 4=

APSS =

In the binary setting, |C(X;)| € {1, 2}.

We further define the Fraction of Ambiguous Cases as the fraction of cases in the test set for which the
prediction set size C(X;) is larger than 1.

The marginal coverage (validity) is defined as

Ntest
di{viecx},
i=1

which targets 1 — a. However, marginal coverage can mask systematic error patterns: a model may hit the
target on average while consistently under-covering certain regions of X or specific subpopulations. By contrast,
conditional coverage requires that errors be spread evenly across such strata and is therefore a stronger property.
Generally, conformal procedures can not guarantee conditional coverage [68].

Therefore, as a fairness diagnostic, we report group-conditional coverage. If, for example, the majority group
attains near-target coverage while a minority group is substantially under-covered, this disparity would be
invisible to marginal coverage alone. We define Group-Conditional Coverage (GCC), also referred to as
Mondrian coverage, for any subgroup g (e.g., A; = g for female or member of an ethnic minority) as

Cov =
Ntest

- 1 MNtest
Covg)=— ) HYieCX)}, ny=) Hdi=g).
9 i:Ai=g i=1

3.3 Software

Analyses were conducted using Python Version 3.10 [67] and the multiversum package for orchestration of
the multiverse analysis. The exact package set and versions are managed via uv and specified in uv. lock for
reproducibility. Analysis source code is available at https://github.com/reliable-ai/conformal-multiverse.

4 Case Study: Algorithmic Profiling of Job Seekers

We illustrate how CMA can enrich the fairML toolkit with a real-world use case: algorithmic risk profiling in
public employment services. Many public institutions now employ ADM systems to profile individuals and
support decision-making in social services [24, 25]. In employment agencies, for example, statistical profiling
tools predict a job seeker’s risk of long-term unemployment (LTU). Based on the predicted risk score, job seekers
are segmented into groups that determine the level of support or intervention they receive [21, 22, 39].

Profiling systems raise serious concerns about fairness. Allhutter et al. [4] and Achterhold et al. [1] document
that an early Austrian LTU profiling algorithm tended to assign less employability potential to women, reinforcing
gender stereotypes. Similarly, a recent profiling analysis in the German context found that seemingly minor
design decisions can shift fairness metrics and outcomes for protected groups, thereby altering who gets access
to resources [7, 38].

Public institutions, however, rarely employ fully automated systems for high-stakes tasks such as risk profiling
of job seekers [39]. One approach that has garnered attention is a form of human-AI collaboration where the
system abstains from making an automated decision on cases where it is insufficiently confident [56]. In a
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profiling context, this might mean that if the algorithm is unsure about an individual’s risk score, it does not
automatically assign them to a risk group; instead, it flags the case for a human caseworker to review in depth.
However, such triaging mechanisms can inadvertently introduce new biases: if, for example, underrepresented
groups tend to produce more uncertain predictions due to data scarcity or model blind spots, a policy of deferring
uncertain cases to humans will disproportionately single out those groups. Those individuals might then face
additional hurdles, perhaps extra scrutiny, delays, or inconsistent human judgments, compared to others who
sail through automated processing [56]. Thus, human biases and errors can re-enter and even worsen outcomes
if humans handle uncertain predictions without careful guidelines. Simply knowing a prediction is "uncertain” is
not a cure-all; it matters how that knowledge is used.

From an auditing perspective, this setting underscores the value of measuring and reporting uncertainty patterns
across plausible design decisions via a CMA: auditors can check whether a particular group is consistently flagged
as more uncertain, and developers can use uncertainty diagnostics to improve the model and/or adjust the data
processing and modeling pipeline. Ultimately, the goal is to illuminate the joint dynamics of uncertainty and
fairness, to help developers identify design choices that make their model more reliable, and to help auditors and
stakeholders understand where model predictions are most fragile or inequitable.

4.1 Data

We develop our use case with data from the German Sample of Integrated Employment Biographies (SIAB), a
large administrative labor market dataset covering roughly 1.8 million individuals [6].! The data comprises a
2% random sample of social-security records and includes detailed employment and unemployment histories,
allowing us to build highly realistic scenarios of algorithmic profiling in Germany. For our analysis, we retain
data from the years 2010 to 2016 and adopt a temporal split: observations up to 2014 are used for training (up to
25,000 observations, see section 4.2), 2015 for calibration (n = 86, 692), and 2016 for testing (n = 89, 710).
Building upon prior research [38], we transform the SIAB data into a one-observation-per-unemployment-
episode format, allowing us to predict an individual’s labor market re-integration chances at the onset of
unemployment. This approach aligns closely with the operational practices of PES, which typically assess the risk
profile of clients as soon as they become unemployed [22, 39]. Specifically, we define two risk prediction tasks:

Task 1: Binary LTU prediction. Following the official definition used by the German Public Employment Service
(PES), we label an episode as LTU if the individual remains continuously unemployed for more than one year
(allowing up to six-week interruptions for training programs or illness)?. Episodes shorter than one year are
labeled non-LTU. This target definition aligns with prior work on LTU profiling [7, 22, 38].

Task 2: Multi-Class profiling. To represent a more nuanced prediction task, we include a multiclass definition of
LTU differentiating between “low” (< 6 months), “medium” (6 — 12 months) and “high” risk (= 12 months). This
target definition conceptually aligns with risk profiling as implemented by the AMAS in Austria, which allegedly
prioritized “medium risk” job seekers [1, 4].

Features. We aggregate each individual’s labor market history at the start of an unemployment episode into
summary features. This includes, for example, the count of past unemployment episodes, the total duration of
prior employment, and indicators of recent employment status (e.g., whether the person held a job or received
benefits shortly before unemployment). We also include characteristics of the person’s last job, such as industry,
required skill level, and prior wage. Key demographic attributes like age, education, and protected characteristics
(gender, nationality) are extracted from the latest records before unemployment entry. All feature engineering

Data access was provided via a Scientific Use File supplied by the Research Data Centre (FDZ) of the German Federal Employment Agency

(BA) at the Institute for Employment Research (IAB).
2German Social Code Book III, Article 18/1
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steps ensure that only pre-unemployment information is used for prediction. The final feature set comprises
159 variables. All categorical variables (e.g., last job industry) are encoded into binary indicators, and we apply
some standard preprocessing (handling of missing values) uniformly across all modeling pipelines. A list of all
predictors can be found in the appendix (Table 3).

Protected attributes. For fairness auditing, we focus on protected attributes of gender and nationality, as well as
its intersections, following German anti-discrimination law®. When measuring disparate outcomes, we consider
female and non-German job seekers as the unprivileged groups (compared to male and German individuals,
respectively).

4.2 Design Decisions

Our multiverse is organized along three decision dimensions: data selection, preprocessing, and modeling (see
Table 1). We consider the following decision options, adapted from prior work on ML pipelines and design
considerations for algorithmic profiling [38, 52, 61]. For Data Selection, we vary (i) training sample size, (ii)
training window (multi-year horizons such as 2010-2014 or 2012-2014 vs. a single-year horizon using only
2014), (iii) the feature set (including vs. excluding protected attributes), and (iv) targeted exclusions of specific
subgroups. This lets us assess whether using more historical data, miscoverage of minorities, or different feature
policies changes uncertainty and fairness outcomes. For Preprocessing, we treat scaling as a design choice and
compare no scaling to z-score standardization of continuous features. For Modeling, we evaluate commonly
used classifiers for profiling tasks, capturing a range of complexities and regularization regimes. Combining all
decisions and options yields 900 distinct universes (complete pipelines). This enumeration is illustrative rather
than exhaustive because the design space is effectively unbounded.

Table 1. Overview of the design decision categories and their respective options used to construct the multiverse.

Category Decision Options
Data Selection Training Size (1) 1,000; (2) 5,000; (3) 25,000
Training Year (1) 2010-2014; (2) 2012-2014; (3) 2014
Exclude Features (1) none; (2) nationality; (3) sex; (4) nationality-sex;
(5) age
Exclude Subgroups (1) keep-all; (2) drop-non-german
Preprocessing Scale (1) do-not-scale; (2) scale
Modeling Model (1) logistic regression; (2) penalized logistic regression;
(3) elastic net; (4) random forest; (5) gradient boosting
machine
5 Results

5.1 Effects of Design Decisions on (Group-Specific) Uncertainty

The Average Prediction Set Size (APSS) metric quantifies the typical number of labels included in the CP output.
For binary classification tasks, APSS theoretically ranges from 1 (if the conformal method always produces a
singleton prediction set) to 2 (if it always outputs both labels) and from 1 to 3 for our multi-class prediction task.

3German constitution (Grundgesetz), Article 3
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Fig. 2. Distribution of APSS across the multiverse.

In our multiverse of 900 modeling pipelines for the binary LTU prediction task, the observed APSS values
range from 1.11 to 1.33 (see Figure 2a). This rather narrow range indicates that the conformal predictor is
confident across most universes, usually outputting a single label, but the results also extend to cases with higher
ambiguity (higher APPS). For the multi-class outcome, the APSS ranges from 1.90 to 2.27 (Figure 2b), indicating
less confidence for most models when the prediction task includes a more fine-grained objective. In both cases,
the distribution of APPS values highlight that certain modeling or preprocessing decisions lead to more confident

predictions, while others yield more conservative predictions, indicating a sensitivity of APPS to different design
choices in the multiverse.

overall %— overall é%
female % female ¢—>

R
non-German male & non-German male

non-German

\—//N
non-German female = non-German female —%
0.0 0.2 0.4 0.6 0.8 0.2 0.4 0.6 0.8 1.0
Fraction Ambiguous Fraction Ambiguous
(a) Task 1: Binary LTU prediction (b) Task 2: Multi-Class profiling

Fig. 3. Fraction of ambiguous cases across the multiverse.

Figure 3 shows how variation in APSS translates to differences in the fraction of cases that receive more than
one predicted label across modeling pipelines. In line with the low APSS on average, the fraction of ambiguous
cases is generally low for the binary classification task. This is particularly the case for the non-German subgroups,
which, however, also experience a wide range of outcomes across the multiverse. For the multi-class outcome,
the average fraction of ambiguous cases is considerably higher than in the binary case, and its distribution is
bi-modal for the non-German subgroups: for predictions in these groups, the models are either more (lower
ambiguity) or less (higher ambiguity) confident in comparison to the overall predictions.
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Which design decisions affect the variability of model uncertainty in the multiverse? Table 2 ranks the ten
most important factors by their contribution to APSS variability based on a FANOVA. Model choice is the single
most influential factor for the binary task and the second most important factor for the multi-class outcome,
accounting for a considerable amount of the variance in APSS across universes. The next most influential factors
are whether features were scaled and the training sample size. Notably, the interaction between model type
and scaling method is almost as important as these main effects in the binary prediction case. In Figure 5 and
Table 4 in the Appendix we investigate the directionality of these effects using Lasso regression: Tree-based
ensembles, e.g., output more confident predictions (lower APSS), whereas linear models produce higher APSS
on average. In sum, the FANOVA results show that a few design decisions explain the majority of uncertainty
variation across the multiverse, underlining the need to scrutinize these key decisions and their downstream
implications. We assess the robustness of estimated decision importance by replicating the analysis five times
using different random seeds for model initialization as well as data splits. Estimates are robust with Pearson
correlations r > 0.964 and Spearman correlations p > 0.783 (Table 6, Figures 7 and 8).

Table 2. The 10 most important decisions or decision interactions and their relative importance and standard deviation (Std.
Dev.) for the APSS from the FANOVA.

Decision / Interaction Imp. Std. Dev. Decision / Interaction Imp. Std. Dev.
Model 0.308 0.009 TrainingSize 0.357 0.005
Scale 0.192 0.003 Model 0.198 0.005
TrainingSize 0.180 0.006 Scale 0.165 0.004
Model x Scale 0.167 0.004  Model X Scale 0.109 0.004
Model x TrainingSize 0.034 0.003 Scale X TrainingSize 0.053 0.002
Scale X TrainingSize 0.032 0.002 Model X TrainingSize 0.041 0.002
Model x Scale X TrainingSize 0.030 0.002 Model X Scale X TrainingSize 0.038 0.002
ExcludeFeatures 0.007 0.002 TrainingYear 0.008 0.001
ExcludeFeatures X Model 0.005 0.001 TrainingSize X TrainingYear 0.005 0.001
ExcludeFeatures X Model X Scale 0.005 0.001 Model X TrainingSize X TrainingYear 0.002 0.001
(a) Task 1: Binary LTU prediction (b) Task 2: Multi-Class profiling

5.2 Effects of Design Decisions on Group-Conditional Coverage

We now turn to GCC. Figure 4 shows the GCC by subpopulations across the multiverse. The nominal coverage
target is 90%. For the binary task, the overall and female boxplots are tight and slightly conservative, with a
median of 91.17% for overall and 91.00% for females. In contrast, the non-German group (median of 91.14%) shows
much greater variability: non-German males tend to be overcovered (median of 92.7%), whereas non-German
females tend to be undercovered (median of 88.60%). While the gap is not enormous, this pattern aligns with the
concern that a one-size-fits-all uncertainty calibration can inadvertently favor the majority: here, the majority
(i.e., native German job seekers) receive very close to the intended 90% coverage, whereas the minority subgroups
(non-German females and non-German males) fall below or above that level in many cases. This signals that
uncertainty estimates are often systematically miscalibrated, and can be overly optimistic for minority subgroups
(e.g., exhibiting undercoverage for non-German females). Moreover, the non-German subgroups exhibit far wider
spreads, ranging from under- to overcoverage across universes. This pattern is also observed in the multi-class
case, where the variation in GCC implies considerable over- and undercoverage of non-German subgroups for
many models in the multiverse. In Figure 6 and Table 5 in the Appendix, we identify which design decisions
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Fig. 4. Group-Conditional Coverage (GCC) by subpopulation. Boxplots summarize empirical coverage across the CMA
multiverse (points = individual universes); the red dashed line marks the nominal 90% target.

affect miscoverage of non-German females in the binary prediction context: in this case, tree-based ensembles
reduce coverage, compared to the linear baseline models.

In summary, our analysis of GCC reveals a wide range of miscoverage for non-German subgroups and opposite
effects on GCC by disaggregating the intersectional group of non-German women and men in the binary case.
The results show that both uncertainty (APSS) and coverage (GCC) outcomes are sensitive to how modeling
decisions intersect, and only by examining those interactions (the full "multiverse" of models) can we understand
and potentially address disparities in uncertainty and the under- or over-coverage of minority groups.

6 Discussion
6.1 Summary of Key Findings

We proposed Conformal Multiverse Analysis (CMA) to study how data processing and design decisions impact
model uncertainty and fairness. We uncovered several notable patterns by evaluating hundreds of model variants
across two prediction tasks in an unemployment profiling context.

First, assessing model uncertainty surfaces new insights and risks in algorithmic fairness auditing. Scoring
modeling pipelines with respect to average prediction set size (APPS), the fraction of ambiguous cases, and
group-conditional coverage (GCC) allows one to understand whether certain groups receive more ambiguous
labels and whether (and which) subgroups suffer from miscoverage, i.e., higher model error. In our case study,
non-German females were systematically undercovered in the binary prediction task, while the fraction of
ambiguous cases for this subgroup varied widely across modeling pipelines.

Second, pairing uncertainty metrics with a multiverse analysis reveals how model design decisions affect these
outcomes. Model choice emerged as a dominant factor across our multiverse: in particular, tree-based ensemble
models produced much narrower prediction sets on average, i.e., a lower APSS, than simpler models. However,
this higher confidence came at the cost of miscoverage: the same ensemble models showed under-coverage for
minority groups. Specifically, using a GBM or random forest reduced the conformal coverage rate for non-German
females, an apparent tension between overall uncertainty reduction and equitable error rates.
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Third, the CMA revealed that design decisions often interact in complex, non-additive ways. No single factor
guaranteed optimal outcomes across all metrics and groups; instead, the effect of one choice could depend on
others. This suggests that even ostensibly minor preprocessing decisions can modulate how a model’s uncertainty
and fairness behavior manifests. Overall, the design space is characterized by interdependencies, a multiverse of
many "worlds" where each combination of choices yields a potentially different fairness vs. uncertainty profile.
Understanding how design decisions affect group-specific uncertainty outcomes is a prerequisite for informed
discussions about the design of the final model pipeline, which is what CMA aims to offer (see section 7).

6.2 Fairness—Uncertainty Trade-offs and Alignment

A central theme emerging from our findings is the imperfect alignment between uncertainty reduction and
group-specific coverage. One might hope that a well-calibrated model uncertainty (e.g., conformal prediction sets
that cover the true outcome 90% of the time) would benefit all groups equally. However, our results underscore
that this is not guaranteed. We observed cases where the model achieved the nominal 90% coverage overall,
yet non-German women fell below this target in many universes. This indicates that the model’s uncertainty
estimates were systematically miscalibrated for that subgroup, being overly optimistic for their outcomes.

Our findings reinforce recent work that show how UQ adds a new dimension to fairness evaluation [40]. In
our case study, APSS (a global uncertainty metric) and GCC (as a fairness metric) were not always in agreement.
An ensemble model with very low APSS might be seen as "better" regarding uncertainty. However, from a
fairness perspective, it is worse, increasing the error rate for an already disadvantaged group. This misalignment
highlights that optimizing for overall uncertainty or accuracy alone can mask important disparities beneath
the surface. Recent research is starting to tackle this limitation. For instance, Vadlamani et al. [66] propose a
"Conformal Fairness" procedure that enforces equalized coverage. However, as discussed, forcing strictly equal
coverage across groups may not guarantee fair outcomes in human-AI decision-making as larger prediction sets
for originally less certain groups can be interpreted negatively by human decision-makers [19].

This nuance underscores a broader point: uncertainty is both a safeguard and a challenge for fairness. Providing
well-calibrated uncertainty estimates can improve transparency and allow for interventions (like deferring a
decision when uncertainty is high). However, it also introduces new fairness considerations, e.g., how differences
in uncertainty across groups influence decisions downstream. In our context, the misalignment between APSS and
GCC means practitioners must monitor both: a model that is "better" by UQ alone might exhibit group-specific
miscoverage, and vice versa. The overarching lesson from both our work and prior studies is that UQ should be
explicitly integrated into fairness-oriented model design and evaluation. Rather than viewing uncertainty purely
as a model diagnostics tool, we argue it should be treated as a first-class criterion in fairML.

6.3 Limitations and Outlook

This study has several limitations worth acknowledging. Most importantly, we examined only a single case study
and application domain, which limits the generalizability of our empirical findings. Yet, our observed trade-off
between uncertainty reduction and group-specific coverage aligns with recent work on the impossibility of
achieving both coverage parity and set size parity when base rates differ between groups [64]. However, the
question of which design decisions are the most important “levers” that impact these metrics and thus allow
developers to traverse between both objectives depends on the specific (data) context. While model type and
training set size played an important role in our use case, we encourage future empirical and theoretical work to
study the expected implications of specific design decisions across a broader set of tasks and domains.
Furthermore, we considered a set of common design decisions for profiling job seekers, but many other plausible
alternatives exist. Because the decision space is effectively unbounded, we limited our scope for illustrative
purposes. While we looked at coverage fairness in our analysis, but we did not evaluate other fairness metrics
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common for point-predictions or bias mitigation approaches. It is possible that some models in our multiverse
had acceptable coverage parity but were still biased in other senses. Clearly uncertainty-related fairness is only
one part of the fairness landscape and more complete audits would consider a wide range of fairness criteria.

Building on this work, several avenues for future work can be proposed. For continuous prediction outcomes,
interval width rather than set size becomes the key uncertainty measure; disparities in average interval width
across groups may signal discrimination in outcome variability. As a direct methodological extension, one could
implement and test fairness-enhanced conformal prediction techniques. Adjusting conformal scores for protected
groups is one option [66]; another is to use multi-group calibration, where separate prediction sets are constructed
per group to each achieve the target coverage. It would be particularly valuable to quantify the cost of these
interventions in terms of APSS and how these costs distribute across universes in the CMA.

7 Implications for Practice

Design decisions in model pipelines can considerably affect uncertainty estimates and group disparities in
human-AI decision-making contexts. We present CMA as an auditing tool to surface critical decision points
and investigate their effects on group-specific uncertainty and coverage outcomes. Our conjecture is that the
process of conducting a CMA increases awareness and stimulates reflection upon seemingly neutral modeling
decisions, while the results of a CMA enable informed discussions among stakeholders on whether and how an
uncertainty-aware decision-making pipeline should eventually be implemented. To facilitate these objectives, we
propose the following implementation steps:

(1) Map out decision space. Carefully identify decision points and options along the intended modeling
pipeline.
(2) Calculate CMA. Systematically traverse all identified modeling pathways (Algorithm 1).
(3) Interpret with FANOVA. Surface important decisions and their implications for group outcomes.
(4) Select promising universes. Find candidate models for deployment.
(a) Prune. Narrow multiverse to models that meet threshold for reliable deployment (e.g., based on APSS).
(b) Refine. Condense model set by contextualizing group outcomes:

o In low automation / high human involvement settings, prioritize model pipelines which equalize set sizes
and return similar fractions of ambiguous cases across groups to decrease the risk of human-mediated
disparate impact downstream [19].

o In high automation / low human involvement settings, prioritize pipelines with equal coverage across
groups (GCC) to prevent automatizing systematic error disparities for “non-ambiguous” cases.

(c) Triangulate. Bring in further metrics for final model selection, aligned with application context [46].
(5) Test, deploy and monitor. Ensure that human decision-makers are well-trained in handling prediction
sets and carefully monitor performance and group outcomes downstream.

Our intuition behind the above selection heuristic is error control; when humans handle many cases (low
automation), decrease the chance for human error, whereas for tasks where many cases may be processed without
human review (high automation), reduce the chance of disparate model errors. As an example, recall that for
our multi-class profiling task even the best models (in terms of APSS) scored a considerable fraction of cases
as ambiguous. If these cases would be invited for in-person interviews at local employment offices, we would
prioritize models which equalize set sizes to not fuel human stereotyping while also balancing the added burden
for jobseekers. Further, for profiling tasks a false “low risk” prediction can lead to the incorrect denial of support
measures and thus FNR-based metrics can inform the final model selection. Ultimately, however, the candidate
models that result from a CMA should be tested in rigorous field experiments ahead of large-scale deployment
to understand how human decision-makers interact with (multi-valued) prediction sets, followed by consistent
monitoring practices.
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A Data and Features

Table 3. List of Predictors

Group Predictor

Socio-demo. Age
Vocational education, categorized (6 dummy variables)
School education, categorized (7 dummy variables)
State of residence
Number of moves

Labor market In Employment six weeks before unemployment?
Long-term unemployment benefits receipt six weeks before unemployment?
Short-term unemployment benefits receipt six weeks before unemployment?
Subsidized employment six weeks before unemployment?
Registered as job-seeking while not unemployed six weeks before unemployment?
Registered with PES for other reasons six weeks before unemployment?
No information available six weeks before unemployment?
Number of employers worked for
Number of jobs without any vocational training held
Mean duration of employment without any vocational training
Total duration worked in industry x (14 types of industries)
Total duration more than one job
Total duration in marginal employment
Total duration in full-time employment
Total duration in fixed-term employment
Total duration in temporary employment
Number of ALG II benefits receipt episodes
Total duration of ALG II benefits receipt episodes
Mean duration of ALG II benefits receipt episodes
Number of ALG I benefits receipt episodes
Total duration of ALG I benefits receipt episodes
Mean duration of ALG I benefits receipt episodes
Number of labor market program participation episodes
Total duration of labor market program participation episodes
Mean duration of labor market program participation episodes
Total duration of subsidized employment episodes
Number of job seeking episodes
Total duration of job seeking episodes
Mean duration of job seeking episodes
Industry individual worked in for the longest time (14 dummy variables)
Days since last employment, categorized (3 dummy variables)
Days since last labor market contact, categorized (4 dummy variables)

(Continued)
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Table 3 — continued from previous page

Group Predictor

Days since last labor market contact (full-time), categorized (4 dummy variables)
Time since last unemployment spell, categorized (6 dummy variables)
Maximum skill-level required for all employment episodes, categorized (4 dummy
variables)

Total duration of employment episodes, scaled by age

Total duration of employment episodes with more than one job, scaled by age
Total duration of marginal employment, scaled by age

Total duration of full-time employment episodes, scaled by age

Total duration of fixed-term employment episodes, scaled by age

Total duration of temporary work episodes, scaled by age

Total duration of ALG II benefits receipt episodes, scaled by age

Total duration of ALG I benefits receipt episodes, scaled by age

Total duration of ALMP participation episodes, scaled by age

Total duration of ALMP participation (activation) episodes, scaled by age

Total duration of subsidized employment episodes, scaled by age

Total duration of job seeking episodes, scaled by age

Last job No info about previous jobs available
Duration of last job
More than one job at last job
Inflation-deflated wage of last job
Type of last job
Type of last job missing
Last job was part-time
Last job part-time missing
Skill-level required for last job, categorized (4 dummy variables)
Last job was fixed-term
Last job was fixed-term, missing
Last job was temporary work, missing
Industry of last job (14 dummy variables)
Commuted for last job?
Commuted for last job, missing
Last employment more than one job

B Additional Results

In this section, we provide a deeper investigation of how specific design decisions affect model uncertainty for the binary
prediction task. We first visualize the distribution of APSS conditional on each decision while marginalizing over all other
decisions in the multiverse in Figure 5. The violin plots show the distribution of APSS when a single design decision is fixed
and all others vary, capturing both the decision’s main effect and any interaction-driven variability. The patterns reveal that
certain modeling choices consistently yield more confident predictions (lower APSS), while others lead to more conservative
predictions (higher APSS). For example, model type has a substantial impact: tree-based ensemble models (random forests,
GBM) tend to achieve lower APSS, whereas linear models like elastic net produce higher APSS on average. Similarly, data
preprocessing plays a role: not scaling the features generally results in a higher APSS than standardizing them, suggesting
that leaving features unscaled can make the model more cautious.

To quantify how each decision impacts uncertainty, we fitted a Lasso regression using the decision factors as main effects.
This model explained about 69% of the variance in APSS (R? ~ 0.69). The coefficients (Table 4) align with the earlier FANOVA
findings: the most influential factors are feature scaling, training sample size, and model choice. For example, not scaling the
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Fig. 5. Task 1 (Binary LTU prediction): APSS by design decision (marginal main effects). Violin plots show the distribution of
Average Prediction Set Size (APSS) conditional on each decision, marginalizing over all other choices in the multiverse; lower
APSS indicates narrower (more confident) conformal prediction sets.

features has a coefficient of +0.047, implying that, all else equal, leaving the data unstandardized increases APSS by about 0.05
compared to using scaled features. Training data size also has a strong effect: using the largest training set (25,000 samples)
instead of the baseline 1,000 yields a coefficient around -0.051, meaning a substantially smaller APSS. More training data
consistently leads to more confident predictions (smaller average prediction sets). Model choice likewise shows considerable
effects. Tree-based ensemble classifiers produce lower uncertainty than the baseline (logistic regression) model. Ensemble
trees tend to output singleton prediction sets far more often, i.e., they are more confident (smaller APSS) than a logistic
regression under the same conditions.

Figure 6 shows the distribution of GCC for non-German females by design decision. Two patterns stand out. First, model
and scaling visibly shift both the level and the spread of coverage. In particular, not scaling tends to yield higher coverage for
this subgroup than scaling, and elastic net stands out with the highest coverage, whereas tree-based models cluster slightly
below the 90% target. Second, the spread of GCC within each option is large for non-German females, especially under linear
models and no scaling for preprocessing, ranging from under- to over-coverage across universes. This indicates that design
choices can differentially affect coverage for non-German females.

We run a similar Lasso analysis to understand which design decisions affect the GCC for non-German female individuals.
The Lasso regression in Table 5 achieves a fit of R> ~ 0.62. The model’s intercept term (+0.885) indicates that under the
baseline configuration, non-German females receive about 88.5% coverage on average, slightly below the nominal 90% target.
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Table 4. Task 1 (Binary LTU prediction): Top 10 main effects from Lasso for Average Prediction Set Size (APSS). Coefficients
are contrasts against the baseline: Training period=2010-14; Training size=1k; Scaling=Scaled; Model=Logistic Regression;
Excluded features=none; Subgroups=keep all. Intercept term of +1.150.

Design Decision Coeflicient
Training size: 25k -0.051
Model: GBM -0.051
Scaling: Do-Not-Scale +0.047
Model: Random Forest -0.043
Training size: 5k -0.041
Model: Elastic Net +0.027
Exclude Features Age +0.011
Exclude Subgroups Drop-Non-German +0.005
Training period: 2014 -0.003
Training period: 2012-14 -0.001

Table 5. Task 1 (Binary LTU prediction): Top 10 main effects from Lasso for Group-Conditional Coverage (non-German
females). Coefficients are contrasts against the baseline: Training period=2010-14; Training size=1k; Scaling=Scaled;
Model=Logistic Regression; Excluded features=none; Subgroups=keep all. Intercept term of +0.885, nominal target cov-
erage is 90%.

Design Decision Coeflicient
Scaling: Do-Not-Scale +0.028
Model: GBM -0.020
Model: Random Forest -0.019
Model: Elastic Net +0.016
Exclude Features Age +0.006
Training period: 2012-14 -0.002
Training period: 2014 -0.002
Training size: 25k +0.001
Exclude Subgroups Drop-Non-German +0.001
Training size: 5k -0.000

Among the design factors, feature scaling emerges as an important factor: not scaling has the largest coefficient. This positive
effect means that omitting standardization tends to increase coverage for non-German women, often pushing their coverage
above 90%. Model choice is the next key driver. Using a linear elastic net classifier yields a coefficient of +0.016, indicating
that elastic net (relative to baseline logistic regression) raises coverage for non-German females. In contrast, choosing an
ensemble model has the opposite effect: a GBM has a coefficient around -0.020 and a random forest about —0.019, implying
these models reduce coverage for non-German females compared to the baseline. Notably, these are the same models that
produced the smallest APSS (most confident predictions) in the overall analysis. Their high certainty appears to come at
the cost of under-coverage for this minority subgroup; in other words, when a random forest or GBM is very sure of its
single-label predictions, it more often fails to include the true label for non-German females.
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Fig. 6. Task 1 (Binary LTU prediction): Group-Conditional Coverage (GCC) for non-German females by design decision
(marginal main effects). Violin plots show the distribution of GCC for non-German females conditional on each decision,
marginalizing over all other choices in the multiverse.

Table 6. Estimates of decision importance are strongly correlated between the results described in the main body and five
replications of the multiverse analysis using different random seeds. Pearson and Spearman-rank correlations of estimates of
decision importance between main results and replications for the binary LTU prediction (a) and multi-class profiling (b)
tasks.

(a) Task 1: Binary LTU prediction (b) Task 2: Multi-Class profiling
Seed Pearsonr Spearman p Seed Pearsonr Spearman p
80539 0.9744 0.9000 80539 0.9866 0.8772
1102 0.9641 0.8710 1102 0.9800 0.8381
47906 0.9865 0.8948 47906 0.9965 0.8827
378 0.9890 0.8076 378 0.9974 0.7825
68131 0.9930 0.9279 68131 0.9940 0.8030
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Fig. 7. Task 1 (Binary LTU prediction): Scatterplots comparing estimated decision importance across replications using
different seeds with the reference reported in the main body.
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seeds with the reference reported in the main body.
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