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Chapter 1

Introduction

Economic decisions rarely happen in a social vacuum. What people believe others think,

expect, or do shapes choices in ways that standard models of rational self-interest struggle

to capture. This dissertation brings together three experimental studies that examine how

beliefs about the social environment distort individual behavior|in charitable giving, in

willingness to compete, and in job applications. The domains di�er, but the mechanism

is shared: people act on what they believe others think or will do, and those beliefs are

often wrong.

Chapter 1, Why Don't Donors Deduct? Social Norms and the Limits of Tax Incentives,

studies a puzzle in charitable giving: many Austrian donors leave tax bene�ts unclaimed

even when claiming requires minimal e�ort. Drawing on a representative survey, a door-to-

door �eld experiment with address-level randomization (n = 6;728), an online experiment

(n = 483), and a radio campaign spanning two federal states, we show that misperceived

social norms about the moral appropriateness of deducting donations are a central driver

of this gap. Information on how to deduct, provided alone, leaves behavior unchanged;

combining it with a short norm cue increases take-up in face-to-face settings. At the same

time, almost all donors deduct when giving through an anonymous online channel, where

social-image concerns are absent. The �ndings demonstrate that �nancial incentives can

falter when they clash with misperceived norms in social settings, unless paired with

interventions that reshape those norms.

Chapter 2, Gender Stereotypes and the Gender Gap in Competitiveness, asks how be-

liefs about gender and ability shape willingness to compete. We �rst conduct a meta-study

of the experimental literature and show that stereotypes explain much of the variation

in observed gender competition gaps: men enter competitions more in male-stereotyped

domains, whereas in female-stereotyped domains the gap shrinks or reverses, independent

of actual performance di�erences. An elicitation experiment con�rms that stereotyped

beliefs about gender performance di�erences account for more than half of the variation

in competition gaps in the literature. We then experimentally manipulate these beliefs

through framing and informational cues about others' stereotyped views. Although the

1
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interventions signi�cantly shift beliefs, they do not translate into changes in competitive

behavior, suggesting that closing belief gaps alone is unlikely to close competition gaps

without deeper or longer-term interventions.

Chapter 3, Anticipated Discrimination, Gender Stereotypes, and Competitive Choices

in Job Applications, shifts the focus from beliefs about ability to beliefs about adverse

treatment. In a pre-registered online experiment with approximately 9,000 participants,

workers choose between a safe piece rate and a competitive payment whose outcome

depends on an incentivized human evaluator. By randomly varying whether the evaluator

can observe the worker's gender across a male-stereotyped and a female-stereotyped task,

we isolate the causal e�ect of anticipated discrimination on labor supply. In the male-

stereotyped task, revealing gender breaks the link between women's con�dence in their

own performance and their con�dence in being selected, reducing female entry rates among

above-average performers. A companion manager experiment reveals a double mismatch:

in the male-stereotyped domain, managers show no discrimination against women, yet

workers anticipate it; in the female-stereotyped domain, female managers favor female

workers, yet workers fail to anticipate this advantage. The welfare costs of gender gaps

in job applications thus arise from distorted beliefs about evaluator behavior rather than

from discrimination itself.



Chapter 2

Why Don't Donors Deduct? Social

Norms and the Limits of Tax

Incentives

Michael Hilweg-Waldeck and Argun Hild

Abstract.

Many donors leave tax bene�ts unclaimed even when doing so requires minimal

e�ort and yields meaningful �nancial rewards. Findings from our representa-

tive survey point to confusion about how to deduct donations and to misper-

ceived social norms about the moral appropriateness of doing so as the main

drivers of this gap. We study how to tackle these two sources of the deduction

gap by providing concise information on how to deduct donations and a one-

sentence norm cue in an online experiment (n = 483), a door-to-door �eld

experiment with address-level randomization (n = 6,728), and a radio-based

campaign spanning two Austrian federal states. We �nd that almost all donors

deduct when donating through the anonymous online tool. By contrast, during

face-to-face fundraising, where social-image concerns are salient, fewer than 1

in 100 donors choose to do so. Across settings, information on how to deduct

donations alone leaves deduction behavior unchanged, whereas combining this

information with the norm cue increases take-up in the door-to-door setting.

Our �ndings show that �nancial incentives can falter when clashing with mis-

perceived norms in social settings, unless paired with campaigns that reshape

those norms.

3
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2.1 Introduction

Tax incentives are a central tool for policymakers to steer taxpayer behavior toward

socially desirable ends, including charitable giving. By lowering the e�ective cost of

donations, governments aim to encourage individuals to direct more of their own money

toward causes deemed of public value.1 Many tax systems implement such incentives by

allowing donors to o�set part of their charitable contributions through deductions or tax

credits. Yet even in systems where these mechanisms are well established and easy to use,

many taxpayers still fail to make claim the available bene�ts.

In 2017, Austria substantially simpli�ed the deduction process of charitable donations

by introducing automatic electronic reporting. Previously, donors had to request a receipt

from the charity and manually include it in their tax return. Since the reform, charities

are required to collect identifying information from deducting donors and transmit it to

the tax authority, which automatically pre�lls the deduction in taxpayers' returns. Yet,

despite this simpli�cation, the share of taxpayers deducting donations rose only by 1.8

percentage points (from 19.8% to 21.6%), leaving roughly four-�fths of taxpayers still

foregoing the bene�t. This modest increase raises a central question: why did take-up

remain so limited even after administrative barriers were almost completely removed?

A complementary and equally puzzling pattern emerges when comparing deduction

rates across donation channels for one of Austria's largest and most established charities.

Among anonymous online donors, 86% claim the tax incentive. In contrast, during a

nationwide door-to-door campaign where donors interact directly with local volunteers,

only 0.7% claim the deduction, even though donations frequently exceed 50 EUR. This

gap of two orders of magnitude underscores the depth of the puzzle and suggests that the

determinants of deduction behavior extend beyond �ling costs. While observational data

reveal the puzzle, they cannot uncover why donors respond so little.

Our collaboration with one of Austria's largest and most established charities o�ers

a unique opportunity to unravel these mechanisms directly in the �eld. The partnership

grants access to a nationwide annual charity event involving more than 800,000 donors

and covering all of Austria. This scope enables us to introduce well-de�ned, randomized

treatments within a naturally occurring charitable context and to observe behavioral

responses under genuine social conditions. The combination of experimental control and

external validity provided by this setting allows us to isolate key drivers of deduction

behavior in a way that purely observational analyses cannot.

To understand why so many donors leave tax bene�ts unclaimed despite negligible

�ling costs, and why deduction rates di�er so sharply between anonymous and socially

1See, for example, Republik•Osterreich (2023) for Austria, Joint Committee on Taxation (2013) for
the United States, HM Treasury (2015) for the United Kingdom, R�epublique Fran�caise (2003) for France,
and Deutscher Bundestag (2007) for Germany. These legal documents underscore governments' objective
to foster more charitable giving by introducing tax deductibility for donations.
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observable settings, we next examine the potential mechanisms behind this puzzle. We

explore two main explanations, both suggested by prior work on taxation and charita-

ble giving. First, donors may lack procedural knowledge about how to claim deductions

(Chetty and Saez, 2013; Chetty et al., 2013; Bhargava and Manoli, 2015; Stantcheva,

2021). Second, behavioral barriers such as social-image concerns and misperceived norms

may limit the response to monetary incentives even when information is available (Bursz-

tyn and Yang, 2022; DellaVigna et al., 2012; Andreoni et al., 2017; B�enabou and Tirole,

2006, 2011; Exley, 2018).

We begin by examining taxpayers' knowledge and perceptions through a represen-

tative survey designed to establish baseline understanding of the deduction system and

beliefs about prevailing norms. Two patterns emerge. First, more than 60% of respon-

dents lack essential procedural knowledge required to deduct. Second, we observe a large

gap between respondents' own moral views and their beliefs about others', as over 75%

underestimate how many people consider deducting donations morally appropriate. By

contrast, we �nd little evidence that privacy concerns or views about the government's

use of non-claimed resources play a major role. These diagnostics align with the literature

on tax misperceptions (Stantcheva, 2021) and pluralistic ignorance (Bursztyn and Yang,

2022) and directly inform our interventions.

Guided by the survey evidence, we designed our main �eld experiment to test whether

the two identi�ed mechanisms|lack of procedural knowledge and misperceived norms|

can explain low deduction take-up. The intervention took place during the 2023/24 Carol

Singers' charity event, one of Austria's most established nationwide donation campaigns.

Each year, local groups visit households across the country, generating more than 800,000

individual donations in face-to-face interactions with charity volunteers. This setting

provides a natural environment to study deduction behavior, where social visibility and

local norms are salient and where we can link treatment assignment to the charity's

registry data on deduction activity.

In collaboration with a set of municipalities comprising roughly 255,000 residents, we

implemented a �eld experiment with two distinct components that together form the

core of our analysis. In three municipalities with about 20,000 inhabitants, we manually

distributed 10,000 copies of parish journals to implement randomization at the address

level. We blocked random assignment by small neighborhood clusters to ensure balance

across observable characteristics such as housing type and socioeconomic composition. In

the remaining 28 municipalities, we randomized at the municipality level. In both cases,

the intervention relied on local parish journals that reach almost all households before

the annual event. Each journal contained one of two short paragraphs placed after the

main article on the charity event: the Information treatment described the four steps

required to obtain a tax deduction, while the Morality treatment repeated the same text

but added a concise norm cue|`88% of participants in a recent representative survey
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found it morally appropriate to deduct charitable donations." This design allowed us to

vary the content of a familiar communication channel of the charity without altering its

operations or a�ecting compliance.

The intervention reached donors in their real decision environment, weeks before the

donation moment, allowing it to shape intentions rather than mere recall of information.

We fully randomized treatments within the charity's long-established institutional frame-

work, combining high external validity with experimental control. At the municipality

level, providing a moral-norm cue increased the number of deductors by about 7.6 per

treated ZIP code, corresponding to an e�ect size of 0.36 standard deviations. At the

address level, we do not detect statistically signi�cant e�ects, which is consistent with

the experiment's lower power to detect an e�ect of this magnitude. Procedural infor-

mation alone leaves behavior unchanged at both levels of randomization, indicating that

information is not su�cient when misperceived norms suppress the use of available tax

bene�ts.

To reach a broader population and assess the role of treatment timing and delivery

medium, we conducted a second �eld experiment one year later during the same Carol

Singers' event. The intervention consisted of radio advertisements broadcast four times

on a single day across two stations in each of two federal states. The broadcast date

coincided with the median day of deduction activity as observed in previous years. Based

on station reports, the two stations in Upper Austria (Morality treatment) reached a daily

audience of about 567,000 listeners, while those in Carinthia (Information treatment)

reached about 558,000 listeners. We again used the charity's registry data on deduction

activity to evaluate the e�ects of the intervention. We �nd no statistically signi�cant

e�ect of either treatment. Compared with Field Experiment 1, the use of a federal-

state broadcast rather than local media may have made the messages less salient, as

listeners likely care more about the views of their immediate community. In addition,

legal constraints prevented us from explicitly mentioning the charity or the event in the

spots, which may have further reduced treatment strength.

Our evidence so far comes from socially observable contexts, where visibility activates

social norms as people's decisions are visible to others. Naturally, it remains unclear

whether the same two channels, lack of knowledge and social norms, matter when there is

no opportunity to use behavior for social signalling. To assess this, we turn to an online

setting that reproduces the deduction decision in a fully unobserved environment, allowing

us to examine whether these mechanisms still operate when social visibility, and thus the

potential for signalling, is absent. We conducted an online experiment with Austrian

and German participants that replicated the key elements of the donation and deduction

decisions in a fully anonymous setting. Participants earned money through real e�ort,

were taxed, and could donate part of their earnings to real charities, some of which were

eligible for deduction, before deciding whether to deduct. In this baseline condition, 85%
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of participants chose to deduct, a rate comparable to the charity's own online donation

statistics and suggesting that high take-up in anonymous settings is not merely driven by

sample composition. Relative to this baseline, we �nd no signi�cant treatment e�ects of

neither the Morality nor the Information treatment. The results show that when decisions

are private and social signalling is impossible, deduction rates remain high and stable,

thus replicating the stark gap between anonymous and observable contexts.

The contrast between �eld and online evidence suggests that visibility may act as a

crucial activator of social norms. Yet these settings di�er along other dimensions beyond

observability, such as timing, medium, and audience composition. To isolate whether

social norms drive the di�erence, we conducted a laboratory experiment that manipu-

lates only one feature of the decision environment, the visibility of the deduction choice.

This feature serves to activate social norms while all other elements are held constant.

Participants earned money through real e�ort, faced income taxation, could donate to a

real charity, and then decided whether to deduct. In the Anonymity condition, deduc-

tions were made privately, whereas in the Observability condition, the decision occurred

under the gaze of an experimenter or lab assistant standing nearby. Other participants

never had access to another's decision, ensuring that only experimenters could observe

choices of those assigned to Observability. The sample comprises 473 participants. Being

observed reduces deduction by about 12 percentage points; however, the estimate is not

statistically signi�cant at conventional levels. Open-ended responses describing deduction

choices point in the same direction as the quantitative point estimate. Taken together,

these �ndings provide suggestive evidence that varying visibility can activate or deactivate

the in
uence of social norms on the use of tax incentives.

We make two main contributions to research in behavioral public economics and the

study of social norms in economic decision-making. First, our large-scale �eld experiment

embedded in Austria's nationwide charity event provides causal evidence on the mecha-

nisms that limit the e�ectiveness of tax incentives when deduction decisions are socially

observable. We show that a concise moral-norm cue substantially increases deduction

take-up, whereas procedurally equivalent information alone does not. This complements

work in behavioral public economics documenting how informational and cognitive fric-

tions shape responses to tax incentives (Chetty and Saez, 2013; Chetty et al., 2013; Chetty,

2015; Bhargava and Manoli, 2015; Stantcheva, 2021) and connects to research emphasiz-

ing how social norms, moral perceptions, and pluralistic ignorance in
uence economic

behavior (B�enabou and Tirole, 2006, 2011; Bursztyn and Yang, 2022).

Second, by comparing socially observable �eld contexts with fully anonymous online

decisions and a controlled laboratory setting that holds payo�s, information, and tasks

constant while varying the degree of observability, we provide causal evidence that visi-

bility activates social norms in the use of available tax bene�ts. This cross-setting design

links the public-economics focus on incentive responses to the norms literature showing
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Figure 2.1: Overview of empirical and experimental components.

how social norms and perceived expectations shape behavior (Ariely et al., 2009; Allcott,

2011; Bicchieri, 2016; DellaVigna et al., 2012; Ekstr•om, 2012; Exley, 2018; Lane et al.,

2023), providing direct evidence that observability can alter the private calculus behind

claiming a bene�t.

In addition, we provide a contextual administrative baseline based on tax records from

2013{2019 to quantify the impact of Austria's 2017 automation reform, which removed

�ling costs for charitable deductions. Despite its ambition, the reform raised deduction

take-up by less than two percentage points, with small changes on the intensive margin

and modest heterogeneity by age, gender, federal state, and income. This baseline sit-

uates our experimental evidence within the national policy environment and shows that

administrative simpli�cation alone was insu�cient to substantially increase participation.

Taken together, our experiments show that procedural instructions alone leave deduc-

tion behavior unchanged. By contrast, moral-norm cues can shift take-up when social

norms are active in observable settings. High deduction rates in anonymous online con-

texts con�rm that selection is not driving the puzzle, while the laboratory experiment-

where other participants are present in the same room but decisions can be shielded|

yields intermediate deduction rates around 53%. This pattern underscores the central role

of visibility in activating norms. By combining �eld, online, and laboratory evidence, we

show across complementary settings that misperceived norms, not information frictions

alone, explain why �nancial incentives often fail to deliver their intended e�ect. Figure

2.1 provides an overview of the empirical and experimental components of the paper.

2.2 A Simple Conceptual Framework

Understanding why most donors do not claim tax deductions even when the process is

nearly e�ortless requires a structured way to think about how individuals weigh private

bene�ts, e�ort costs, and social considerations. The framework adapted from Bursztyn

and Jensen (2017) serves an illustrative purpose: it helps formalizing our thinking and
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clari�es which mechanisms our experiments are designed to speak to. It is thus not

intended for formal model testing, but rather to make transparent how visibility and

social norms may condition the behavioral response to �nancial incentives. In particular,

it highlights why we focus on social visibility as a key contextual determinant of behavior.

We model the utility from choosing to deduct (ai = 1) rather than not deduct (a i = 0)

as

Ui (ai ) = B i (ai ) � C i (ai ) � � i � ij E i (! j )P r �i
�
� i = ` j a i

�
+ � i

Here, Bi (ai ) denotes the private �nancial payo� under action ai , with B i (1) representing

the tax bene�t from deducting. Ci (ai ) captures the e�ort or psychological cost associated

with action ai , with C i (1) including the procedural costs of claiming the deduction. The

third term represents the social-image component: individual i cares about how others

in her reference group j interpret her action. She places weight �ij on others' opinions

and believes that group j assigns a social penalty of Ei (! j ) to being a \low" type, such

as someone who appears sel�sh or norm-violating. P r�i (� i = ` j a i ) captures others'

inference about i being a \low" type after observing her action ai . Thus, the product

� i � ij E i (! j )P r �i
�
� i = ` j a i

�
measures the expected social-image cost associated with

action ai . Taken together, individual i has an incentive to deduct if Ui (1) > U i (0).

Adapting Bursztyn and Jensen (2017), we introduce an explicit visibility parameter �i 2

[0; 1], which scales the relevance of social-image payo�s depending on the extent to which

the action ai acts as a social signal to others. When deduction is anonymous (�i = 0), it

does not convey a signal and social image concerns vanish; when the action is observable

(� i > 0), its signaling potential increases, and thus its reputational relevance.

This framework helps interpret the empirical facts discussed in the introduction: the

2017 reform removed administrative frictions but produced little behavioral change, while

deduction rates di�er sharply between anonymous and visible settings. Such patterns

suggest that variation in the visibility of the decision and in the perceived social meaning of

deduction may be central to understanding donors' behavior. Our experimental evidence

builds on this idea by systematically varying how observable the action is and how it may

be interpreted by others, with particular emphasis on socially visible environments.
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2.3 Empirical Evidence on Deduction Behavior and

Underlying Mechanisms

2.3.1 The Carol Singers' Charity Drive: A Door-to-Door Tra-

dition

To study why donors often fail to claim available tax deductions, we need a setting

that combines three features: (i) broad population coverage to capture the behavior of a

diverse donor base, (ii) a high degree of social interaction so that social norms and image

concerns are activated, and (iii) access to reliable administrative records that allow us to

track deduction behavior. The Austrian Carol Singers' Charity Drive (Dreik•onigsaktion)

o�ers exactly such a setting. As one of Austria's ten largest NGOs by donation revenue, it

operates a standardized nationwide campaign with deep local roots through the Catholic

parish structure.2 Founded in 1954, the organization has become a widely recognized

part of Austria's charitable landscape, ensuring both visibility and credibility. Most

importantly, its door-to-door fundraising format creates direct, face-to-face interactions

between donors and local volunteers, making it an ideal environment to examine how

observability shapes tax deduction behavior.

The event takes place annually between December 26 and January 6, when groups of

children and adults dressed as kings and queens visit households, sing songs, and collect

donations (Figure 2.2). Over time, the drive has become one of Austria's most visible

and anticipated charitable traditions, with households across the country expecting the

singers' annual visit.

As part of our collaboration, we obtained access to detailed administrative data on

both donations and deductions and were granted permission to embed experimental treat-

ments during the annual event.

2.3.2 Large Di�erences in Deduction Behavior Across Settings

Studying deduction behavior in charitable giving is challenging because large-scale data

from di�erent donation channels are rarely available. In particular, �eld data from in-

person interactions are typically limited to deductors only, making it di�cult to assess how

many donors forgo the incentive. Our collaboration with the Carol Singers' Charity Drive

provides a rare opportunity to overcome this challenge. We combine two complementary

data sources that allow us to compare deduction behavior across highly observable and

2In Austria, parishes are local Catholic communities that typically overlap geographically with mu-
nicipalities and serve as the organizational base for the campaign. Outside the major cities, parish and
municipal boundaries largely coincide. Carol Singing covers all households independent of religious a�lia-
tion and is not perceived as a religious activity, making the parish e�ectively equivalent to a municipality
for our purposes.
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Figure 2.2: Group of Austrian carol singers (© Dreik•onigsaktion)

anonymous contexts.

First, we use administrative records from the door-to-door campaign, where donations

are made in face-to-face interactions with local volunteers. Since 2017, Austrian NGOs

eligible for donation deductibility have been required to collect and transmit donor infor-

mation to the tax authority. During the drive, this means that deductors provide their

personal details (name, date of birth, address, amount donated) to the accompanying

adult, while non-deductors simply hand over their donation without any paperwork. To

capture the behavior of this otherwise invisible group, we organized a complementary

data-collection e�ort: in �ve municipalities, accompanying adults recorded anonymous

tick marks for each donation received. This yielded around 4,500 ticks from 10,500 house-

holds, corresponding to a donation volume of 78,000 EUR (see the tick-list template

reproduced as Figure 2.37 in Online Appendix B.1). These tick lists allow us to construct

the denominator needed to calculate the deduction rates in the �eld.

Second, we analyze administrative data from the charity's online donation platform,3

where donors face the same incentive but make their decision without social interaction.

Online donations are heavily concentrated during the same period as the drive (see Fig-

ure 2.9 in Appendix A.1). Unlike the �eld data, the online platform records both deduc-

tors and non-deductors, including information on personal characteristics and donation

amounts.

3See the Dreik•onigsaktion's online donation portal at https://www.dka.at/spenden/online.
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Taken together, these two sources provide a unique window into deduction behavior

across contrasting social environments. Consistent with anecdotal evidence and prior

behavioral research, deduction rates di�er sharply across settings. Almost nine out of

ten online donors claim a deduction, whereas in the �eld setting only about one in two

hundred do so. Table 2.1 summarizes these patterns, reporting both average donation

amounts and approximate donor counts. For the �eld, we estimate a total of about

800,000 cash donors nationwide per year, while online �gures are drawn directly from the

charity's administrative records.

Share of deductors # Donors Average donation Average donation

(deductors) (non-deductors)

Field 0.66% �800,000 71.72 EUR 17.32 EUR

Online 86% 19,042 54.31 EUR 36.46 EUR

Table 2.1: Deduction propensities and average donations by deduction status across set-
tings.

2.3.3 Uncovering Mechanisms: Norm Perceptions and Informa-

tion

To probe why such stark di�erences emerge across settings, we complement these ad-

ministrative data with a representative survey on taxpayers' knowledge and perceptions.

We conducted an online survey of Austrian taxpayers (n=314) in April 2023 via Bilendi,

an online research panel provider that o�ers quota-based national representativeness in

terms of gender, age, and education. The survey included several components. First,

participants reported whether they had donated in the past and, conditional on donating,

whether they had claimed a deduction. Second, we assessed their procedural knowledge of

the tax deduction process by asking about four key steps: providing personal data when

donating, submission of information by the charity to the �nancial authorities, automatic

consideration of the deduction in the annual tax declaration, and automatic transfer of

the reimbursement. Third, we elicited whether they personally considered it appropriate

to deduct and beliefs about the share of others �nding it appropriate to do so. Finally,

we asked for open-ended reasons in favor of and against deducting.

The survey also contained a vignette designed to probe perceptions of generosity in the

presence of tax deductions. Respondents were told about `Lukas," who considers either

(a) donating 30 EUR without deducting, or (b) donating 35 EUR and claiming an 8 EUR

reimbursement via deduction. Participants indicated which option they regarded as more

generous and provided a short justi�cation. Results from this vignette are presented in

Appendix A.2.
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Figure 2.3: Distribution of perceived social support for deducting donations
The �gure shows the deviation between respondents' beliefs about others' views and the actual av-
erage view in the sample. Negative values indicate underestimation, positive values overestimation.
The dashed red line marks the actual average view.

The main results reveal two principal dimensions. First, substantial informational

gaps exist, with 64% of respondents failing to correctly identify at least one step in

the deduction process. Second, social image concerns are evident as we observe a 24

percentage point gap between respondents' own views of moral appropriateness and their

beliefs about how others view deduction.

As additional descriptive patterns, we �nd that moral attitudes toward deducting

strongly predict behavior. Respondents who considered tax-deducting donations `appro-

priate" were substantially more likely to deduct themselves, whereas those who judged

it `inappropriate" were predominantly non-donors or non-deductors (see Appendix A.2,

Figure 2.15). Likewise, perceptions of procedural e�ort align with experience: deductors

reported lower expected time costs than non-donors or non-deductors, consistent with

beliefs being shaped by prior exposure and misperceptions (Appendix A.2, Figure 2.17).

Figure 2.3 visualizes the distribution of wedges, de�ned as the di�erence between each

respondent's belief about others' views and the actual average view. The bulk of the mass

lies to the left of zero, showing that more than 75% of respondents underestimate support

for deducting. This systematic misperception suggests that norm-related frictions, not

just lack of procedural knowledge, are key to understanding low take-up of tax incentives.
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2.4 Social Visibility and Deduction Behavior

The survey evidence reveals two clear frictions: missing procedural knowledge and sys-

tematically misperceived social norms. To test whether these barriers causally explain low

take-up, we embedded a �eld experiment directly in the 2023/24 Carol Singers' charity

event. This setting is uniquely suited to our research question since donation and de-

duction decisions occur in face-to-face interactions, where social norms are highly salient

and behavior is highly observable, and administrative deduction records can be linked to

treatment assignment.

2.4.1 Design

We delivered our interventions through the �nal annual issue of local parish journals, which

reach virtually all households in parishes and are directly tied to the charity event. The

journals carried a feature article marking the 70th anniversary of the event. Depending

on treatment assignment, this article was followed by one of two treatment messages. The

Information treatment outlined the four procedural steps required to obtain a deduction:

(i) providing personal details when donating, (ii) the charity transmitting this information

to the tax authority, (iii) automatic pre-�lling of the deduction in the annual tax return,

and (iv) the subsequent refund being transferred to the donor's account. The Morality

treatment combined these instructions with a concise norm cue: `88% of participants in a

recent representative survey found it morally appropriate to deduct charitable donations."

The exact wording of both treatments is provided in Appendix A.4. Interpreted through

the lens of the conceptual framework, the two messages operate through distinct channels.

The Information treatment can only lower perceived e�ort costs if donors initially over-

estimate the procedural steps required to claim a deduction. In terms of the conceptual

framework, it reduces the perceived cost of choosing ai = 1, that is, C i (a = 1) relative to

Ci (a = 0). The Morality treatment, by contrast, targets the social-image component. By

stating that 88% of people view deduction as morally appropriate, it informs donors that

deduction is not interpreted as sel�sh or norm-violating. In the conceptual framework,

the message reduces the perceived probability that others would infer them to be a low

type upon observing deduction. Formally, it lowers Pr�i (� i = ` j a i = 1) and thereby

reduces the expected social-image cost of deduction.

The intervention covered 30 parishes or parish unions with a combined population of

roughly 235,000 residents. Parish unions are administrative clusters of several parishes

and function similarly to municipality unions. In 29 units, randomization occurred at the

parish level, with all households in a unit receiving the same journal version. In one parish

union, we implemented address-level randomization by manually delivering nearly 10,000

copies over ten days. We blocked assignment by carol-singing routes to ensure compara-

bility across neighborhoods. Each route consists of a small number of adjacent streets,
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Figure 2.4: Treatment area of parish-journal intervention.

and households within a route are typically similar in socioeconomic status. Blocking

at the route level therefore ensures that treatment assignment was balanced across key

observables. This �ne level of randomization was only possible in one parish union since

the delivery was carried out entirely by the two researchers, which put a strict cap on the

number of addresses that could be covered in this way.

Parishes were recruited through referrals from the charity's state-level coordinators,

personal contacts, and targeted cold-calling. Treatment assignment was guided by three

balancing criteria: geographic dispersion across federal states, population size, and the

degree of urbanization. Achieving balance required navigating rolling recruitment and

parish-speci�c publication deadlines. Some parishes had to be assigned before others were

even recruited, which limited perfect ex-ante balance but allowed all units to be included

on time. Figure 2.4 displays the geographic distribution of treatment units. While the map

shows an uneven spread across Austria, identi�cation relies on randomized assignment at

the parish level and on di�erence-in-di�erences comparisons of changes in the number of

deductors between treated and untreated parishes.

2.4.2 Results

We evaluate treatment e�ects using both the parish-level assignments and the one parish

union where address-level randomization was implemented. For the parish-level analysis,

we observe deduction data for the December 2022/January 2023 event (pre-treatment)

and the December 2023/January 2024 event (post-treatment). This allows a di�erence-in-

di�erences design that compares treated and untreated units before and after the interven-

tion, while at the same time correcting for any location-speci�c factors that are constant

over time. The outcome variable is the number of deductors in a given parish{year or

ZIP{year cell. Because the parish-level analysis was not part of our preregistration, we
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Figure 2.5: Coe�cient plot of pooled treatment e�ects from Field Experiment 1.
The �gure displays point estimates and 95% con�dence intervals for pooled treatment across all four
speci�cations (ZIP{Year active, ZIP{Year all, Parish{Year active, Parish{Year all). The coe�cients
are expressed in standard deviation units of the pre-treatment distribution of deductors. Estimates
for active ZIP{Year are highlighted in black; all others are shown in grey.

report all plausible speci�cations for transparency.4

The most precise speci�cation is the active ZIP sample, de�ned as ZIPs with at least

one deduction in either year. We �rst analyze the pooled version of both treatments to

assess whether the intervention had any e�ect. Our staggered treatment approach enables

us to do so because both arms contain the same procedural information, with Morality

adding a short norm cue on top. In the active ZIP speci�cation, the pooled treatment

increases the number of deductors by 2.38 per treated ZIP (p = 0.034), equivalent to

0.125 SD using the pre-treatment distribution of deductors (Figure 2.5, Table 2.3). We

then decompose the pooled e�ect by arm. The Morality treatment increases deductors

by 7.6 per treated ZIP (p < 0.01), or 0.36 SD, whereas the Information treatment shows

no measurable impact (Figure 2.6, Table 2.2). Combining the insights of the pooled and

the treatment-split analysis clari�es that there is an overall treatment e�ect and that it

is driven by the norm cue rather than by procedural instructions alone.

At the address level, where assignment occurred within one parish union, the study is

underpowered to detect e�ects of the magnitude we estimate at the ZIP level. Baseline

take-up was only about 0.66% of households, so the Morality arm contained roughly 12{

13 deductors before the intervention. An e�ect size comparable to the ZIP-level estimate

would translate into about 5 additional deductors in this arm. Yet with about 2,200 ad-

dresses per arm, the minimum detectable e�ect size at 80% power (� = 0.05) is roughly

+0.68 percentage points, or about 15 deductors. The expected e�ect therefore falls well

4The study was preregistered with a pre-analysis plan focused on the address-level randomization,
available at https://osf.io/5ew3j.
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Figure 2.6: Coe�cient plot of treatment e�ects from Field Experiment 1.
The �gure displays point estimates and 95% con�dence intervals for both the Information and
Morality treatments across all four speci�cations (ZIP{Year active, ZIP{Year all, Parish{Year
active, Parish{Year all). The coe�cients are expressed in standard deviation units of the pre-
treatment distribution of deductors. Estimates for active ZIP{Year are highlighted in black; all
others are shown in grey.

below the study's detection threshold, which explains the null �nding in the address-level

data. By contrast, the ZIP-level analysis covers nearly 4,400 units observed over two

years, with 1,563 active ZIP{year observations in the preferred sample. The outcome

variable, the number of deductors per unit, is more continuous and less sparse than bi-

nary household-level take-up, which provides substantially greater statistical power. This

explains why moderate e�ects that are undetectable at the address level can nevertheless

be estimated with precision in the ZIP-level analysis.

We also test for e�ects on the intensive margin by analyzing the average donation

amount among deductors. Across all speci�cations, we �nd no statistically signi�cant

changes (Appendix A.4). This pattern suggests that newly converted deductors adjusted

their contributions upward to the higher donation levels typical of established deductors,

leaving the average donation among deductors unchanged.
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ZIP-Year ZIP-Year Parish-Year Parish-Year

(active) (all) (active) (all)

Treated 2:378** 1:875* 4:767 4:028*

(1:123) (0:994) (2:901) (2:072)

(0:034) (0:059) (0:101) (0:052)

Num. Obs. 1640 4472 1587 4318

R2 0:954 0:923 0:954 0:924

SE ZIP ZIP Parish Parish

FE Unit Unit Unit Unit

+ + + +

Event-Year Event-Year Event-Year Event-Year

Table 2.2: Di�erence-in-di�erences estimates of pooled treatment e�ects on the number
of deductors.

The outcome variable is the number of tax-deducting donors per unit{year (ZIP or parish). \Active"

samples are restricted to units with at least one deduction in either the pre- (Dec 2022/Jan 2023)

or post-period (Dec 2023/Jan 2024). Point estimates represent the absolute change in the number

of deductors per treated unit relative to controls. Standard errors (clustered on unit level) and

p-values in parentheses. All models include two-way �xed e�ects (unit and event-year). * p <0:1,

** p <0:05, *** p <0:01.
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ZIP{Year ZIP{Year Parish{Year Parish{Year

(active) (all) (active) (all)

Information 1:699 1:369 4:892 5:070*

(1:153) (1:047) (3:778) (2:978)

(0:141) (0:191) (0:196) (0:089)

Morality 7:642*** 4:823* 4:392* 1:945

(2:828) (2:561) (2:425) (1:521)

(0:007) (0:060) (0:070) (0:201)

Num.Obs. 1640 4472 1587 4318

R2 0:954 0:923 0:954 0:924

SE ZIP ZIP Parish Parish

FE Unit Unit Unit Unit

+ + + +

Event-Year Event-Year Event-Year Event-Year

Table 2.3: Di�erence-in-di�erences estimates of treatment e�ects on the number of de-
ductors.

The outcome variable is the number of tax-deducting donors per unit{year (ZIP or parish). \Active"

samples are restricted to units with at least one deduction in either the pre- (Dec 2022/Jan 2023)

or post-period (Dec 2023/Jan 2024). Point estimates represent the absolute change in the number

of deductors per treated unit relative to controls. Standard errors (clustered on unit level) and

p-values in parentheses. All models include two-way �xed e�ects (unit and event-year). * p <0:1,

** p <0:05, *** p <0:01.

Taken together, the evidence from Field Experiment 1 shows that providing a moral-

norm cue increases deduction take-up, while procedural instructions alone have no e�ect.

The results highlight that social-image considerations, when activated in a natural high-

visibility setting, can meaningfully shift behavior even in a context with long-standing

and entrenched donation habits. This contribution is twofold. First, we provide causal

evidence on how social norms a�ect the use of tax incentives in real-world giving. Second,

we demonstrate a scalable, low-cost way of correcting misperceived norms to increase take-

up, while showing that purely informational interventions|i.e., e�orts that only inform

the public about the availability and mechanics of tax deductibility|are ine�ective in

such settings.
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2.5 Scaling and Timing of Norm Activation

The �rst �eld experiment shows that norm cues can shift behavior in socially embedded

settings. But the intervention's success raises two open questions: can such cues be

scaled to larger audiences, and does their dissemination weeks before data collection lead

to diluted e�ects? To address these points, we implemented a second �eld experiment

that delivered treatment via radio broadcasts during the donation period itself.

2.5.1 Design

We implemented the intervention on January 4, 2025, during the peak of the Carol Singers'

charity drive. While the drive formally spans December 26 to January 6, past data show

that in Upper Austria and Carinthia nearly all deduction activity occurs between January

2 and 6, with January 4 as the median day. We therefore selected this date for broad-

casting. Each of the two states was assigned one treatment: the Morality message in

Upper Austria and the Information message in Carinthia. To ensure broad demographic

coverage, we recruited two radio stations: a state-level public broadcaster (ORF) with

the largest daily audience and a private station (Kronehit) targeting younger listeners. In

both states, the spot was aired four times on January 4 on each station.5 Because Aus-

trian broadcasting regulations require that radio spots disclose their institutional source,

we collaborated with the Vienna University of Economics and Business to include its

name as the sender. Referring to an Austrian university ensured credibility and avoided

potential suspicion that might have arisen from naming a German institution. Interpreted

through the conceptual framework, this second intervention targets the same social-image

mechanism as the parish-journal study, but through a di�erent communication channel

and timing. Both settings involve the same highly visible donation context, where de-

duction decisions can signal moral type to others (�i > 0). However, by delivering the

message via radio and during the donation period itself, this experiment alters how and

when individuals may update their beliefs about how deduction is viewed by others, the

inference term Pr�i (� i = h j a i ), relative to the earlier, print-based intervention.

Alongside the radio campaign, we created a dedicated website to provide additional

information and tools for potential donors. The site explained the deduction process,

featured a searchable registry of all eligible Austrian charities (linked to their o�cial

websites), and included a two-way calculator allowing users to estimate either the refund

they would receive by deducting or the gross amount they could donate for a given net

cost. The website URL was mentioned in both radio spots as the main reference for further

information. The site was live from mid-December 2024 through mid-January 2025, used

an Austrian domain, and was indexed through Google services to ensure visibility in

search results. Online Appendix B.5 provides screenshots of the website's pages.
5Daily audiences are approximately 567,000 in Upper Austria and 558,000 in Carinthia.
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Figure 2.7: Treatment area of radio-ad intervention.
The �gure shows the radio broadcast coverage areas for the Information treatment (red) and the
Morality treatment (blue).

2.5.2 Empirical strategy

Identi�cation builds on two complementary sources of variation. First, within treated

states, the timing of carol-singing routes across January 2{6 is determined primarily by

the availability of volunteer groups rather than household or neighborhood characteristics,

providing quasi-random assignment of households to pre- versus post-broadcast periods.

This allows for a di�erence-in-di�erences (DiD) design comparing deduction behavior in

January 2{3 (pre) versus January 4{6 (post) within each state. Second, exposure drops

discontinuously at the predicted edge of the radio signal. This supports a geographic

regression discontinuity design (RDD) that compares municipalities just inside and just

outside the coverage area.

Di�erence-in-Di�erences (DiD). Our �rst strategy exploits within{state timing around

the single broadcast day, using two years of data (2024 and 2025). The unit of observation

is the municipality{day, and the analysis is run separately for each treated state (Upper

Austria for Morality, Carinthia for Information). We de�ne January 2{3 as the pre{period

and January 4{6 as the post{period in both years, with January 4 marking the broadcast

date in 2025. Identi�cation comes from the quasi-random timing of carol-singing routes:

within municipalities, volunteer groups schedule visits based on their own availability and

route logistics rather than household or neighborhood characteristics. This generates as-if

random assignment of households to pre{ vs. post{broadcast days.

Our main speci�cation is a Poisson di�erence-in-di�erences model,

Ymty = � m + � y + 
 Post t + � (Post t � Year 2025) + " mty ;
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where Ymty is the count of deductors in municipality m on day t of year y, �m are mu-

nicipality �xed e�ects, � y year dummies, and � captures the treatment e�ect of the 2025

broadcast by comparing the pre{post change in 2025 to the same pre{post change in 2024.

Standard errors are clustered at the day level.

As extensions, we estimate (i) an event-time speci�cation probing pre-trends, (ii) a

two-way �xed-e�ects model absorbing all municipality and date heterogeneity, and (iii)

a triple-di�erence design that further compares treated states to the seven non-treated

federal states.

Regression Discontinuity (RDD). Complementing our DiD analysis, we implement

a geographic RDD that leverages the discontinuous change in exposure at the predicted

broadcast border. O�cial signal propagation data from the Austrian broadcast control

agency are geo-referenced and linked to municipality boundaries to classify exposure.6

The running variable is the signed distance (in kilometers) from the municipality centroid

to the broadcast border. We estimate local linear regressions on either side of the cuto�

with triangular kernel weights. Our main speci�cation uses a �20 km bandwidth, and

we report additional estimates for �10 km and �30 km as robustness checks. We also

implement a donut RDD excluding municipalities within 1 km of the border. Identi�-

cation requires continuity of potential outcomes at the border; we assess this through

smoothness tests on pre-treatment deduction rates and observables, density diagnostics,

and the donut exclusion. The coe�cient of interest is the discontinuity in deduction rates

at the cuto�, which under these assumptions captures the causal e�ect of broadcast ex-

posure. Taken together, the DiD and RDD strategies exploit complementary sources of

quasi-experimental variation providing a robust framework to evaluate the causal impact

of radio exposure on deduction behavior.

2.5.3 Results

Because individual-level data are available only for deducting donors, we deviate from the

preregistration.7

For Upper Austria, placebo checks support the parallel trends assumption and thereby

allow causal interpretation of the DiD estimates. Consistent with the RDD, these results

show no detectable e�ect of the Morality treatment (Table 2.4). For Carinthia, the placebo

test suggests a pre-trend, invalidating the DiD design for causal identi�cation. We there-

fore rely on RDD estimates as the primary evidence, while reporting the DiD output

together with placebo tests in Appendix A.5. Across di�erent bandwidths, the RDD esti-

mates consistently indicate a null e�ect of the Information treatment (Table 2.5). Further

robustness checks and analyses of dynamic e�ects are provided in Appendix A.5.

6https://senderkataster.rtr.at
7The preregistration is available at https://osf.io/x45kv.
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Two factors likely contribute jointly to this outcome. First, regulatory restrictions on

radio-based public service announcements prohibited explicit mention of both the charity

name and the event, making it harder for listeners to connect the information to the

actual donation opportunity. Second, discussions with our media agency partner and the

participating radio stations suggested that a minimum broadcast period of about two

weeks would normally be required to achieve su�cient audience reach and recall, whereas

budget constraints limited us to a single day of broadcasts. Beyond these structural

constraints, it is also possible that information about social norms carries greater weight

when communicated through local-level outlets such as parish journals, where it is more

naturally perceived as a signal about one's immediate community, rather than through

state-wide radio campaigns that convey norms of a more anonymous mass audience. This

interpretation is necessarily tentative, but it highlights that the perceived social context

of a message may shape its e�ectiveness.

# Deductors (percent change)

Upper Austria (Morality) �33:7

(25:5)

(0:284)

Num.Obs. 10

Pseudo R2 0.295

SE date

FE state + date

Standard errors and p-values in parentheses. * p <0:1, ** p <0:05,

*** p <0:01

Table 2.4: Poisson DiD estimates of Morality treatment e�ects on daily deductors

Carinthia (Information) Upper Austria (Morality)

# Deductors (percent change) �38:4 6:4

(20:7) (28:2)

(0:124) (0:807)

Num. Obs. nL =nR : 18 / 24 nL =nR : 29 / 178

Table 2.5: RDD estimates of the change in the number of deductors (2025)
Standard errors and p-values in parentheses. n L and n R denote the number of observations to the

left (outside treatment area) and right (inside treatment area) of the cuto� with 20km bandwidth.

* p <0:1, ** p <0:05, *** p <0:01.
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Finally, website engagement during the campaign period was very low, yielding insuf-

�cient data for formal analysis.

2.6 Anonymity and the Absence of Social Signals

To benchmark deduction take-up under conditions where social-image concerns are absent,

we implemented an online experiment. Our results so far suggest that social observability

strongly a�ects deductibility: while the majority of donors deduct in the anonymous

online setting, very few do so in the �eld. In the latter context, our �eld experiments

indicate that moral-norm cues can shift behavior, likely because social-image concerns

hold donors back. What remains unclear is whether such interventions matter at all when

anonymity rules out observability pressures. The online experiment therefore provides

a clean test of whether information or norm cues retain any power in the absence of

social-image concerns. Interpreted through the conceptual framework, this experiment

corresponds to the limiting case of full anonymity, where visibility (�i ) equals zero and

deduction carries no social signal. In this setting, others cannot observe the decision to

deduct, so the social-image penalty, �i � ij E i (! j ) Pr �i (� i = ` j a i ), is e�ectively switched

o�.

2.6.1 Design

We conducted the study on Proli�c in October 2023 (n=483) using oTree (Chen et al.,

2016), recruiting Austrian and German participants.8 Participants �rst completed two

real-e�ort encoding tasks to earn money. A 
at 30% tax was levied on earnings and

transferred into a shared �scal pool, creating an externality without requiring interaction.

Afterwards, participants could decide whether to donate part of their earnings. Donors

could allocate funds across nine real Austrian NGOs. Exactly three were tax-deductible,

while six were not. All organizations were presented under neutral labels, but participants

could click to view short descriptions including whether the charity was eligible. Actual

money was transferred to the selected NGOs after the experiment.

Conditional on donating to at least one deductible NGO, participants were asked

whether they wished to deduct. Doing so required them to enter their Proli�c ID, mim-

icking the real-world step of providing personal information. Refunds were �nanced from

the shared �scal pool, ensuring real monetary consequences. Participants were randomly

assigned to one of three conditions. In the Control group, deductibility was described

minimally: donors were told that if they opted to deduct, they would have to complete

the required steps and receive back 30% of their donation. The Information treatment

added procedural detail by explaining where eligibility information could be found and an

8See https://osf.io/mruz4 for the preregistration and pre-analysis plan.
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explanation that entering the Proli�c ID su�ced to complete the process. The Morality

treatment included all of these elements as well. In addition, it stressed that deductibility

enables donors to support those in need more strongly and noted that in a previous study

88% of participants considered deducting donations morally appropriate.

2.6.2 Results

Neither the Information treatment nor the Morality treatment produced a statistically de-

tectable e�ect on deduction propensity. This pattern re
ects a ceiling e�ect: because only

donors to at least one deductible charity face the deduction decision (Control n=94, In-

formation n=92, Morality n=101) and take-up in the Control group is 85%, the minimum

detectable e�ect size at 80% power is about 11.6{11.8 percentage points per treatment{

control comparison.9

Treatment messages also left donation behavior unchanged: both the incidence of

giving and the allocation between deductible and non-deductible NGOs were una�ected

(see Appendix A.3 Figures 2.18 and 2.19). Thus, in an anonymous environment, deduction

was already close to universal, leaving limited scope for either procedural information or

norm cues to shift behavior.

2.7 Causal Evidence on Visibility and Norm Activa-

tion

Deduction take-up varies sharply across contexts: in anonymous online settings, the vast

majority of donors deduct, whereas in face-to-face �eld settings, very few do so. This strik-

ing gap suggests that social visibility may suppress deduction, rather than di�erences in

the charitable decision itself. Field interventions, however, cannot cleanly disentangle ob-

servability from other features of in-person interaction, since the legal framework imposes

strict constraints on how deduction can be implemented.10 To isolate the role of visibility,

we therefore implemented a laboratory experiment that directly manipulated whether de-

duction decisions were observable to others. This setting allows us to causally test whether

making the deduction choice visible activates social-image concerns and thereby shifts be-

havior. In the language of the conceptual framework, the lab design provides a direct

way to vary the visibility parameter (� i ) while holding �nancial incentives and procedural

costs constant. By doing so, it isolates how the presence of an observer can activate or

mute the social-image penalty, represented in the model by �i � ij E i (! j ) Pr �i (� i = ` j a i ),

that may otherwise discourage deduction in face-to-face settings.
9�12.5 pp with a Bonferroni adjustment.

10Austrian charities are legally required to verify that the amount claimed for deduction matches the
donation actually received. This prevents experimental variation in whether deduction choices are visible,
as any attempt to conceal information would risk enabling tax fraud.
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2.7.1 Design and Treatments

The structure of the lab experiment closely followed the online study while adding exper-

imental control over observability. Participants completed two real-e�ort tasks to earn

income, which was taxed at a 
at rate of 30 percent. They could donate part of their

earnings to a real charity, Dreik•onigsaktion, the same partner as in the �eld studies. Do-

nations were transferred for real, and deductions were reimbursed at the marginal rate

from a shared tax pool. This setup created realistic stakes and preserved the trade-o�

between e�ort and refund.

The design combined two treatment dimensions in a 2�2 structure. To vary observ-

ability, participants moved to a separate terminal after completing the donation stage. In

the Anonymity condition they made their deduction choice alone, while in the Observ-

ability condition the experimenter escorted them to the terminal, explained that further

tasks would be completed there, and remained standing behind them with full view of

the screen. Other participants never saw anyone's decision, which ensured that the ma-

nipulation focused exclusively on the presence of a neutral observer. To vary exposure

to norms, participants in the Morality condition saw a short message on their original

terminal immediately before moving to the deduction station: `In a recent representative

survey, 88% of respondents said it is morally appropriate to deduct charitable donations."

The experimenter was blind to this assignment. The experiment was implemented in

oTree (Chen et al., 2016) and coordinated through ORSEE (Greiner, 2015) across two

Vienna economics laboratories.

2.7.2 Results

Following our preregistration and pre-analysis plan, we �rst compared deduction rates be-

tween Anonymity and Observability using a one-sided Boschloo test.11 We do not reject

the null (p = 0.672). Likewise, we �nd no signi�cant e�ect of the moral message, either

among anonymously deducting donors (p = 0.756) or among donors whose decision was

observed (p = 0.857). Because treatment was assigned before the donation decision, the

resulting donor samples in the four treatment cells were not fully balanced in demograph-

ics even though no treatment content was revealed pre-donation. Summary statistics show

modest di�erences in age and gender (Appendix A.6, Table 2.19). To address potential

covariate imbalance and improve precision, we complement the preregistered tests with

a Lin-style OLS linear probability model (Lin, 2013) that retains the Observability Ö

Moral-message interaction and adds full interactions between each treatment indicator

and the covariates (gender, age, education), while including session �xed e�ects and HC1

standard errors clustered at the session level. In this speci�cation, deduction rates were

13.9 percentage points lower under Observability compared to Anonymity, but the e�ect

11See https://osf.io/uc7jw for the preregistration and pre-analysis plan.
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is imprecisely estimated (p = 0.196). The moral message produced small and statisti-

cally insigni�cant e�ects in both visibility conditions. Figure 2.8a displays the average

marginal e�ects for Observability and Moral message as well as the interacted versions

for Observability.

A post-hoc calculation shows that the minimum detectable e�ect given the e�ective

sample size we had with 80 percent power and � = 0:05 is roughly 23.6 percentage

points for a one-sided test (26.6 pp two-sided). This threshold exceeds the observed

e�ect and explains why statistical signi�cance is not reached. Deduction rates in the

lab averaged about 59 percent under Anonymity and 47 percent under Observability,

with a mean of roughly 53 percent across both conditions. These levels sit between the

high take-up observed in the online experiment and our charity partner's online data

(around 86%) and the very low levels in the �eld (around 0.7%). The contrast in the

lab was inevitably weaker as the Anonymity condition was less private than at-home

giving, since participants remained in a lab environment, and the Observability condition

involved a neutral lab assistant rather than charity-a�liated volunteers. Together with

lower donation incidence in the lab (about 39% compared to roughly 50% online), these

features limited power. We therefore view the lab results as a consistency check. While

the estimates do not reject the null at conventional levels, they are directionally aligned

with the broader evidence that visibility and thus active social norm concerns discourage

deduction.

To further probe inference, we complement conventional cluster-robust standard errors

with a randomization inference (RI) procedure. RI tests the sharp null of no treatment

e�ect by repeatedly reassigning the realized treatment labels within sessions and recalcu-

lating the test statistics. This approach exploits the actual randomization scheme, thereby

providing exact �nite-sample p-values that are robust to small-sample and heteroskedas-

ticity concerns. In our data, RI yields lower p-values for the e�ect of Observability (0.088

versus 0.196 from the asymptotic model), but not for the Moral message (0.596 versus

0.670). This pattern is consistent with di�erences in e�ect heterogeneity across clusters:

when treatment e�ects are more homogeneous across sessions, the permutation distribu-

tion is tighter and the observed estimate appears more extreme, reducing the RI p-value.

By contrast, with more variability across sessions, the permutation distribution widens

and the RI p-value remains close to the conventional one. In our case, this suggests that

reactions to the Observability treatment were relatively consistent across clusters, whereas

responses to the Moral message varied more strongly. We report the full RI results in

Appendix A.6, Table 2.17.12

12Using a List et al. (2024)-style cross-�tted AIPW estimator with session-blocked propensities and
random-forest outcome models (folds at the session level), we estimate an e�ect of -11.9 pp (SE 8.41,
N=164) among donors. Given the small covariate set (gender, age, degree) and modest N, this machine-
learning adjustment is primarily precision-oriented; conclusions are unchanged. For more details, see
Appendix A.6, Table 2.18.
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(a) Deduction propensity (b) Beliefs about deduction rate

Figure 2.8: Treatment e�ects on behavior and beliefs
Estimates are Lin-adjusted average marginal e�ects from an OLS linear probability model. The Lin
adjustment (Lin, 2013) augments the speci�cation with full interactions between each treatment
indicator and the covariates (gender, age, education), while retaining the treatment Ö treatment
term (Observability/Anonymity � Moral message/No message) and session �xed e�ects. Standard
errors are cluster-robust at the session level (HC1). Points are average marginal e�ects (percentage
points); whiskers are 95% con�dence intervals. Di�erences in sample sizes result from belief block
being added only after the �rst few sessions.

To shed light on perceived descriptive norms, we next examine elicited beliefs about

the share of peers who deduct, using the same speci�cation as above.

Pooling all participants, Observability increases beliefs by 0.37 pp (p=0.90), while the

Moral message shifts beliefs downwards by 5.04 pp (p=0.12). Neither of the e�ects is

statistically signi�cant at conventional levels. We then focus on donors, because they are

the only participants for whom a deduction decision is observed and thus the relevant

group for linking beliefs to behavior. Among donors, Observability leads to a change of

{9.59 pp (p=0.06) in perceived prevalence. Splitting donors by message clari�es where

this comes from. In the No message condition, our cleanest read on the e�ect of visibility

and thus active social-norm concerns without any explicit cue, Observability lowers beliefs

by {19.13 pp (p=0.02), whereas in the Moral message condition the estimate is 0.33 pp

and indistinguishable from zero (p=0.97) (Figure 2.8b).

These descriptive belief patterns are transparent evidence consistent in direction with

the behavioral estimate reported above for Observability on deduction propensity. We do

not estimate causal mediation because beliefs were elicited after the deduction decision;

any decomposition would be non-causal and is therefore omitted.

Taken together, the evidence from all three experimental settings points to a consistent

mechanism: visibility activates social norms that can either suppress or enable the use of

tax incentives, while anonymity deactivates them. This cumulative pattern provides the

foundation for our broader contribution to behavioral public economics and the literature

on the role of social norms in economic decision-making.
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2.8 Conclusion

Analysis of Austria's 2017 reform, intended to remove �ling frictions, reveals a persistent

puzzle. Before the reform, 19.6% of taxpayers claimed a deduction for their charitable

donations. Trend-adjusted estimates indicate that the reform raised the deduction share

by only 1.8 percentage points, a 9% increase relative to the baseline. At the same time,

the average deducted amount fell by about 34.90 EUR, corresponding to a 16.9% decline

relative to the pre-reform mean of 206.90 EUR. Even after �ling frictions were largely

eliminated, the majority of donors still forewent the available tax bene�t, and those who

did deduct claimed smaller amounts on average. To our knowledge, this is the �rst

systematic evaluation of the reform.

The contrast across donation channels is sharper still. About 86% of donors deduct

when giving through the charity's anonymous website, whereas only 0.7% do so in the face-

to-face door-to-door drive. A representative survey points to two plausible explanations:

limited procedural knowledge and social-image concerns, re
ected in a gap between what

individuals view as morally appropriate and what they believe others expect. Motivated

by these patterns, we designed an anonymous online experiment and two �eld experiments

that directly target information and perceived norms. In the online setting, providing

procedural information alone has no e�ect. Adding a one-sentence norm correction also

leaves behavior unchanged, plausibly because deducting is already near saturation, as a

baseline rate of 85% leaves little room for further increases at our sample size.

In a socially observable setting (Field Experiment 1), printing the combined information-

and-norm paragraph once in local parish journals several weeks before the 2023/24 drive

increases the number of deductors in our main speci�cation, active ZIPs, by 0.36 stan-

dard deviations, which corresponds to about +7.6 deductors per treated ZIP. Two com-

plementary parish-based speci�cations and the all-ZIPs variant show smaller, less precise

positives. By contrast, an information-only paragraph has no detectable e�ect across any

of the four pre-speci�ed variants.

Field Experiment 2 stress-tests scalability and timing by delivering one-day radio spots

during the drive itself in two federal states. Neither the Morality treatment in Upper

Austria nor the Information treatment in Carinthia has a detectable e�ect on deduction

propensity. Two features likely contribute to these nulls: public-service rules prohibited

naming the charity or its event, dampening relevance at the moment of choice, and the

campaign was limited to a single day with only a handful of plays, whereas professional

guidance suggests sustained multi-week exposure is typically required. A more speculative

reading is that norm cues may carry more weight when delivered by local outlets that feel

community-proximate, as in parish journals, than by broad state-level broadcasts.

We causally investigate the role of observability in a lab experiment. Participants com-

plete donation choices at their desk and move to a separate terminal for deduction and
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belief reporting. Under Anonymity they are alone at the terminal; under Observability

a neutral experimenter escorts them and can view the screen. Following our preregis-

tration, pooled donor data show no rejection of the null; the short moral-norm message

has no detectable e�ect either. Because randomization preceded the donation decision,

donor composition across the four cells does not balance perfectly. We therefore report

average marginal e�ects from a logit with demographic controls and session �xed e�ects:

Observability reduces deduction by 13.94 pp (p = 0:196, one-sided), and the moral mes-

sage remains small and imprecise. The post-hoc minimum detectable e�ect at 80% power

(one-sided, � = 0:05) is about 26.8 pp, above the observed estimate. Deduction rates line

up naturally with our broader evidence: about 59% under Anonymity and 47% under

Observability, yielding an overall rate of �53%, which falls between the online benchmark

(�85%) and the �eld (�0.7%).

Taken together, the results point to a common thread about the role of social norms. In

settings of full anonymity, norms are e�ectively deactivated, and deduction rates rise close

to their natural ceiling; under such conditions, neither procedural information nor a brief

norm cue has room to matter. When deduction is decided in socially observable settings,

norms become salient and often suppress take-up. Here, correcting misperceived norms in

a credible, community-anchored channel such as parish journals read in advance of face-

to-face solicitation increases deduction. By contrast, a one-day, state-wide broadcast does

not shift behavior. This null is consistent with the limited number of broadcasting slots,

which made exposure easy to miss and left no possibility of delayed treatment; in contrast,

a printed journal can be read at any convenient moment before the drive, allowing the

message to sink in and to be perceived as a local cue. Across all three studies, the pattern

is coherent: what matters is not only whether donors know the procedural steps, but

whether social norms are activated, and if so, whether they are corrected in ways that

feel credible to the community in which giving takes place.

Our �ndings on charitable tax-deductibility suggest that the interaction between in-

centives and social norms is not con�ned to this setting but generalizes more broadly.

Beyond giving, the same mechanisms shape behavior in other domains. Vehicle choice is

a salient case: in many countries, large fuel-intensive cars continue to function as markers

of status, which may blunt the e�ect of purchase rebates for electric vehicles. Policy can

counter this by reshaping the norm of what ownership signals, for instance through visible

public EV 
eets or campaigns that portray electric vehicles as modern and aspirational.

Home energy investments show a similar pattern. Subsidies for insulation or heat pumps

may achieve little because such improvements are invisible to neighbors, whereas rooftop

solar spreads once panels become a visible neighborhood standard. Publishing block-level

retro�t rates or awarding plaques for energy-e�cient homes can therefore complement

�nancial incentives by shifting the local norm. Even the take-up of earned-income cred-

its may be constrained when claiming is seen as stigmatizing. Letters that emphasize
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how many peers �le or testimonials that frame claiming as responsible �nancial behavior

can change the perception of what the action communicates. Across these settings, the

broader lesson is consistent: to move behavior at scale, policy must align the private pay-

o� with the social image, either by correcting misperceived norms or by reshaping them

directly.
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A Robustness and Heterogeneity

This appendix presents supplementary robustness checks and heterogeneity analyses that

support the empirical and experimental �ndings reported in the main text. Sections A.1

and A.2 revisit the administrative and survey evidence with alternative speci�cations and

additional event{study plots. Sections A.3, A.4, A.5, and A.6 provide further evidence

for the online, �eld, and lab experiments, including subgroup analyses by gender, prior

giving, and baseline deduction behavior.

Unless otherwise indicated, we use the same variable de�nitions and estimation strate-

gies as in the main text. All con�dence intervals are two{sided and clustered at the

treatment unit (ZIP code or individual) level.

A.1 Empirical Data

This subsection supplements Section 2.3 with additional detail on online-giving behavior

and on the e�ect of Austria's 2017 tax reform on deduction outcomes.

Tables 2.6 and 2.7 present summary statistics by deduction status and demographic

characteristics. Figure 2.9 documents the pronounced seasonal clustering of online dona-

tions, justifying our focus on the annual drive period.

Figures 2.11 and 2.12 report event{study estimates of the reform's impact on (i) de-

duction propensity and (ii) average deducted amounts. Tables 2.8 and 2.9 present trend-

adjusted interrupted time series (ITS) estimates for deduction propensity and the average

deducted volume. Further heterogeneity results are provided in Online Appendix B.1.

Identi�cation and trend adjustment. Because the reform was implemented nation-

ally on January 1, 2017, there is no contemporaneous untreated control group. Moreover,

the bracket-level event study for the extensive margin (share of deductors) exhibits a

clear non-zero pre-trend in 2013{2016, implying that a simple level-shift comparison to

2016 would overstate the reform's impact (Figure 2.11). To address this, we construct a

trend-adjusted counterfactual by estimating, for each bracket cell, a linear trend on the

pre-reform years (2013{2016, weighted by the number of taxpayers). We then extrapolate

this cell-speci�c trend to 2017{2019 and de�ne the detrended outcome as the di�erence

between the observed series and the pre-trend prediction. Regressing the detrended series

on a post-reform indicator with cell �xed e�ects (and clustering by cell) yields an aver-

age post-2017 deviation from the counterfactual of 1.77 percentage points (s.e. 0.18 pp.)

(Table 2.8). Relative to the pre-reform mean of 19.6%, this corresponds to a 9% increase

in the share of taxpayers who deduct donations.

For average deducted amounts, an event study relative to 2016 does not satisfy parallel

pre-trends (joint test of 2013{2015 leads: p < 10�26 ). We therefore use a trend-adjusted

ITS. For each bracket cell, we estimate a linear trend on 2013{2016 weighted by the num-
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Figure 2.9: Distribution of incoming donations through the charity's online tool (2022).

ber of deductors, extrapolate this trend to 2017{2019, and de�ne the detrended outcome

as the di�erence between the observed series and the pre-trend prediction. Regressing

the detrended series on a post-2017 indicator with cell �xed e�ects and cluster-robust

standard errors yields an average post-reform deviation of {34.90 EUR (s.e. 1.70 EUR),

relative to a pre-reform mean of 206.90 EUR (Table 2.9). This corresponds to a {16.9%

reduction in average deducted amounts. Figure 2.13 shows that the downward shift is also

visible in the full distribution of average deducted amounts. These ITS estimates correct

for the observed pre-trends and attribute the post-2017 changes in deduction outcomes to

the reform under the assumption that cell-speci�c linear pre-trends would have continued

absent the policy.

Deduction status Observations Mean (e) SD (e)

Deductor 16321 54.30 90.00

Non-deductor 2721 36.50 126.10

Full sample 19042 51.80 96.20
* Deductor refers to donors who requested to tax-deduct their donation.

Table 2.6: Summary statistics of online donation data by deduction status.
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Figure 2.10: Count of online donations by week (2022).
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Gender N (D) Mean ¿ (D) SD ¿ (D) N (ND) Mean ¿ (ND) SD ¿ (ND)

Female 6608 48.65 87.26 1471 32.68 52.59

Male 9086 57.05 84.50 1124 32.49 54.64

Unknown 627 74.12 161.88 126 116.00 528.95

Age group N (D) Mean ¿ (D) SD ¿ (D) N (ND) Mean ¿ (ND) SD ¿ (ND)

�24 185 41.73 57.15 55 44.08 136.94

25-34 1249 49.73 94.59 154 23.71 20.75

35-44 2812 48.79 80.99 192 29.32 33.47

45-54 3760 54.47 90.18 262 32.48 81.59

55-64 4128 54.34 71.08 270 37.93 100.18

65-74 2667 59.06 105.13 206 38.48 37.13

75+ 1243 53.68 74.66 138 37.08 28.47

NA 277 93.78 220.79 1444 38.58 160.25

Federal state N (D) Mean ¿ (D) SD ¿ (D) N (ND) Mean ¿ (ND) SD ¿ (ND)

Burgenland 484 37.90 42.73 57 28.32 27.57

Carinthia 924 44.34 44.76 137 28.49 23.62

Lower Austria 2924 53.64 115.14 310 39.06 97.78

Salzburg 743 50.11 65.64 84 31.80 25.37

Styria 2957 48.89 58.19 435 39.33 239.52

Tyrol & Vorarlberg 1672 55.33 73.43 211 29.10 28.74

Upper Austria 3265 57.79 99.83 262 36.73 59.96

Vienna 3350 61.83 102.69 323 54.26 191.39

NA 2 20.00 0.00 902 31.62 48.74

Note: D = Deductor, ND = Non-deductor.

Table 2.7: Summary statistics of empirical online donation data.
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Figure 2.11: Event{study estimates of deduction propensity showing non-zero pre-trend.

Dependent Variable: Detrended Share of Deductors

Post-2017 0.0177���

(0.0018)

Observations 68,260

R2 0.52837

Within R 2 0.04199

FE brackets

Clustered (bracket-level) standard-errors in parentheses.

Brackets are de�ned as low-level aggregates for subgroups.

(e.g.active men of age 20-29 earning 20-25k EUR a year who reside in Vienna.)

* p <0:1, ** p <0:05, *** p <0:01

Table 2.8: Tax-reform e�ect on deduction propensity (trend-adjusted ITS).
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Figure 2.12: Event{study estimates of average deducted amount showing unstable pre-
trend.

Dependent Variable: Detrended Avg. Deducted Amount (EUR)

Post-2017 -34.90���

(1.701)

Observations 49,158

R2 0.44768

Within R 2 0.01667

FE brackets

Clustered (bracket-level) standard-errors in parentheses.

Brackets are de�ned as low-level aggregates for subgroups.

(e.g.active men of age 20-29 earning 20-25k EUR a year who reside in Vienna.)

* p <0:1, ** p <0:05, *** p <0:01

Table 2.9: Tax-reform e�ect on average deducted amount (trend-adjusted ITS).
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Figure 2.13: Year-by-year distribution of average deducted amounts, weighted by the
number of deductors per cell.
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A.2 Representative Survey

This subsection supplements Section 2.3.3 with additional evidence from the representa-

tive survey on taxpayers' beliefs and attitudes toward tax-deductibility of donations.

Figure 2.14 shows that beliefs about the share of taxpayers who deduct donations

di�er by respondents' own donation and deduction behavior. Deductors, on average,

overestimate the prevalence of deduction relative to non-donors and non-deductors. The

actual sample share of deductors was 31.5%.

Figure 2.15 illustrates 
ows from �rst-order moral beliefs to deduction behavior. Re-

spondents who considered tax-deducting donations \appropriate" were substantially more

likely to deduct themselves, whereas those who judged it \inappropriate" were predom-

inantly non-donors or non-deductors. This visualizes the close alignment between moral

attitudes and actual behavior.

Figure 2.16 compares the distribution of second-order beliefs (beliefs about others'

views) by respondents' own �rst-order stance. Those who judged deduction inappropri-

ate systematically believed that others would also disapprove, whereas respondents view-

ing deduction as appropriate held more dispersed second-order beliefs. A Kolmogorov{

Smirnov test con�rms that the two distributions di�er signi�cantly (p = 0:002).

Figure 2.17 documents perceived procedural frictions. Respondents systematically

misestimated the time needed to claim a deduction, with strong di�erences across groups

(Kruskal{Wallis p < 0:001). Deductors reported lower expected time costs than non-

donors or non-deductors, consistent with experience and misperceptions shaping beliefs

about procedural e�ort.
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Figure 2.14: Beliefs about the share of deductors by respondents' own donation and
deduction behavior. Reference line marks actual share (31.5%).

Figure 2.15: Flows from �rst-order moral beliefs (appropriateness of deduction) to deduc-
tion behavior.
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Figure 2.16: Second-order beliefs about others' views by respondents' own �rst-order
stance (Kolmogorov{Smirnov p = 0:002).

Figure 2.17: Perceived time required to deduct donations, by respondents' own behavior
(Kruskal{Wallis p < 0:001).
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A.3 Online Experiment

This subsection complements Section 2.6 with descriptive checks from the online experi-

ment. Figure 2.18 con�rms that treatment messages left donation incidence unchanged|

rates are statistically indistinguishable across the Control, Information, and Morality

groups. Figure 2.19 examines allocation across tax-deductible and non-deductible chari-

ties. Participants in every treatment donated substantially more to eligible charities, but

the share given to eligible causes did not di�er by treatment. Finally, Figure 2.20 shows

that among participants who donated to at least one eligible charity, roughly 85{90%

claimed the deduction irrespective of treatment, underlining the high baseline take-up

rate. Taken together, the evidence indicates that while deductibility shapes allocation

choices, our messages did not a�ect whether or how much participants donated, nor the

decision to claim a deduction.

Power Analysis for the Online Experiment

Because only donors to at least one deductible NGO face the deduction decision, the

relevant sample sizes are smaller than the full experimental n = 483: Control (n = 94),

Information (n = 92), and Morality (n = 101). The baseline deduction rate in the Control

group was 85%.

We compute the minimum detectable e�ect size (MDES) for a two-sample test of

proportions with two-sided � = 0:05 and 80% power. For unequal group sizes n1 (Control)

and n2 (Treatment), the MDES � = jp 2 � p 1j solves

� = z 1��=2

r

p�(1 � p �)
�

1
n1

+ 1
n2

�
+ z 0:80

q
p1 (1�p 1 )

n1
+ p2 (1�p 2 )

n2
;

with p1 = 0:85, p2 = p 1 + �, p � = (p 1 + p 2)=2, z1��=2 = 1:96, and z0:80 = 0:842.

Results:

ˆ Information vs. Control (n 2 = 92 vs. n1 = 94): MDES � 11:8 percentage points.

ˆ Morality vs. Control (n 2 = 101 vs. n1 = 94): MDES � 11:6 percentage points.

ˆ Applying a Bonferroni correction for two simultaneous tests (� = 0:025) increases

the MDES to about 12.5 percentage points.

This means that while the experiment was well-powered to detect large treatment e�ects,

it had limited ability to identify more modest shifts around the already high baseline. The

absence of signi�cant di�erences between treatment and control is therefore consistent

with either a true null e�ect or e�ects smaller than this detection threshold.
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Figure 2.18: Donation propensity by treatment in the online experiment.

Figure 2.19: Average donation to eligible vs. ineligible charities by treatment.
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Figure 2.20: Deduction propensity among participants who donated to at least one eligible
charity, by treatment.
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A.4 Field Experiment 1

This subsection expands on Section 2.4.2 by probing the robustness of the Information

and Morality treatments under alternative aggregation rules. We move from treatment{

unit{level analysis (parish-union or parish instances) that covers all Austrian ZIP codes

to ZIP-code-level analysis restricted to active ZIP codes|that is, codes with non-zero

deduction activity in at least one of the two study years. This switch distinguishes parishes

within the same parish union and removes zero-activity cells that dilute treatment e�ects.

Figures 2.21 and 2.22 visualize the distribution of treatment e�ects in the instance-level

data and the adjusted share of deductors for the address-level data.

ZIP{Year (active ZIPs) Parish{Year (active)

Information -4.221 -0.392

(5.866) (5.890)

(0.472) (0.947)

Num.Obs. 1626 1576

R2 0.828 0.827

Morality -4.118 -11.774*

(2.932) (6.545)

(0.160) (0.072)

Num.Obs. 1563 1560

R2 0.826 0.826

Std.Errors by: ZIP by: Parish

Fixed e�ects ZIP + Drive-Year Parish + Drive-Year

Only active-ZIP speci�cations displayed; all-ZIP speci�cations

are identical because ZIPs with no donations have NA volume

and are dropped. * p <0:1, ** p <0:05, *** p <0:01

Table 2.10: Treatment e�ects on donation volume
The table displays only active-ZIP speci�cations. All-ZIP speci�cations are identical because ZIPs

with no donations have NA volume and are dropped. * p <0:1, ** p <0:05, *** p <0:01

Minimum Detectable E�ect Size at the Address Level

To assess the power of the address-level experiment, we compute the minimum detectable

e�ect size (MDES) under simple binomial assumptions. Each treatment arm contained
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Figure 2.21: Distribution of treatment e�ects on the change in deducting donors.

Figure 2.22: Share of deductors in the address-level data adjusted by donation propensity.
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approximately 2,200 addresses, with a baseline deduction rate of about 0.66%. The stan-

dard error for a di�erence in proportions between two arms is given by

SE �

r

p(1 � p)
�

1
nT

+ 1
nC

�
;

where p is the baseline probability and nT , nC are the number of observations per arm.

Plugging in p = 0:0066 and nT = n C � 2;200 yields SE � 0:00242 (0.242 percentage

points). A two-sided test at the 5% level with 80% power requires an e�ect of approxi-

mately (1:96+0:84)�SE � 0:0068, i.e.,0.68 percentage points. This corresponds to about

15 additional deductors in the Morality arm. By comparison, the e�ect implied by the

ZIP-level analysis is only about 0.22 percentage points (� 5 deductors). The address-level

study was therefore underpowered to detect e�ects of the magnitude observed at the ZIP

level.

Information treatment

For 70 years, children and adults in Austria have been going from door to

door as carol singers. Although cars have now become an important means

of transport for bridging the sometimes large distances between houses, sleds

were still used in the early years depending on snow conditions. The forms

of payment have also evolved over time; in some parishes it is now possible

to donate by debit card. Yet even though minor aspects of carol singing

have continually adapted to the spirit of the times, the core of the campaign

has remained unchanged: doing good for people in poor countries around

the world. One important change, however, occurred in 2009. Since then,

your donations to the carol singers have been tax-deductible. To claim the

deduction, simply give your name and date of birth to the adult accompanying

the carol-singing group, who then transmits your details directly to the tax

o�ce.

The German original can be inferred from Figure 2.45 in Online Appendix B.4: it is the

lea
et text minus the �nal paragraph that is unique to the Morality treatment.

Morality treatment

The Morality treatment reproduced the same text as the Information treatment and added

the following paragraph:

Being able to deduct donations even makes it possible to provide greater sup-

port to those in need. A recent survey also found that 88 % of respondents

consider it morally appropriate to deduct donations.
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The full German version, including this additional paragraph, is also visible in Figure 2.45

in Online Appendix B.4.

A.5 Field Experiment 2

This appendix documents the alternative speci�cations and robustness checks that un-

derpin the null result in Field Experiment 2 (subsection 2.5). We report (i) DiD event-

time dynamics and alternative DiD estimators, (ii) RDD estimates across bandwidths

(�10; �20; �30 km) including a 1 km donut exclusion and density/continuity diagnostics,

and (iii) placebo tests using pre-treatment periods. Across all exercises, estimates remain

small and statistically indistinguishable from zero, reinforcing the main-text conclusion.

Di�erence-in-Di�erences (DiD)

Table 2.4 in the main text (subsection 2.5) reports the core two-way �xed e�ects Poisson

pseudo-maximum-likelihood DiD estimates. Here, we provide additional speci�cations

and placebo checks:

ˆ Table 2.11 extends the analysis to the 2022{2025 window.

ˆ Tables 2.12 and 2.13 report placebo DiD estimates, documenting the violation of

parallel trends in Carinthia in 2024 but not in earlier years.

ˆ Figure 2.23 visualizes placebo DiD e�ects across years, and Figure 2.24 shows dy-

namic triple-DiD estimates.
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# Deductors (percent change)

Information (Carinthia) �49:1

(21:9)

(0:116)

Morality (Upper Austria) 8:6

(22:3)

(0:689)

Num.Obs. 180

Pseudo R2 0:657

Std.Errors by: date

FE: state X

FE: date X

Standard errors and p-values in parentheses. * p <0:1, **

p <0:05, *** p <0:01

Table 2.11: TWFE PPML DiD | extended sample (2022{2025; state Ö date FE; clustered
by date).

# Deductors (percent change)

Information (Carinthia) �43:6**

(15:7)

(0:040)

Morality (Upper Austria) �0:4

(13:1)

(0:975)

Num.Obs. 90

Pseudo R2 0:785

Std.Errors by: date

FE: state X

FE: date X

Standard errors and p-values in parentheses. * p <0:1, **

p <0:05, *** p <0:01

Table 2.12: Placebo DiD (2024 vs 2023; state Ö date FE; clustered by date).
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# Deductors (percent change)

Information (Carinthia) �21:4

(50:8)

(0:655)

Morality (Upper Austria) 93:2

(109:1)

(0:176)

Num.Obs. 90

Pseudo R2 0:785

Std.Errors by: date

FE: state X

FE: date X

Standard errors and p-values in parentheses. * p <0:1, **

p <0:05, *** p <0:01

Table 2.13: Placebo DiD (2023 vs 2022; state Ö date FE; clustered by date).

Regression Discontinuity Design (RDD)

The main RDD results are in section 2.5.3, Table 2.5. We complement these with robust-

ness checks (donut speci�cation, asinh transform) and alternative bandwidths:

Information (Carinthia) Morality (Upper Austria)

# Deductors (level) �6:589* 3:909

(3:7) (5:2)

(0:072) (0:451)

Num. Obs. nL =nR : 18 / 19 nL =nR : 26 / 155

Table 2.14: RDD robustness checks: donut exclusion and alternative transformations.
Standard errors and p-values in parentheses. n L and n R denote the number of observations to the

left (outside treatment area) and right (inside treatment area) of the cuto� with 20km bandwidth

that are not within a 1km-donut of the broadcast border. * p <0:1, ** p <0:05, *** p <0:01.
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Figure 2.23: Placebo DiD plots: 2023 vs 2022 (top) and 2024 vs 2023 (bottom).
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Figure 2.24: Triple DiD (daily) with state-clustered con�dence intervals.

Information (Carinthia) Morality (Upper Austria)

# Deductors (level) �26:313 3:145

(16:3) (3:1))

(1:000) (1:000)

Num. Obs. nL =nR : 21 / 22 nL =nR : 52 / 181

Table 2.15: Placebo RDD estimates (2024 only; Jan 2{6).
Standard errors and p-values in parentheses. n L and n R denote the number of observations to the

left (outside treatment area) and right (inside treatment area) of the cuto� with 20km bandwidth.

* p <0:1, ** p <0:05, *** p <0:01.
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h=10km h=20km h=30km

Information (Carinthia) �0:456 �0:485 �0:478*

(0:5) (0:3) (0:3)

(0:357) (0:124) (0:087)

Num. Obs. nL =nR : 7 / 21 nL =nR : 18 / 24 nL =nR : 31 / 24

Morality (Upper Austria) �0:030 0:062 �0:001

(0:2) (0:3) (0:2)

(0:899) (0:807) (0:997)

Num. Obs. (nL =nR) nL =nR : 16 / 139 nL =nR : 29 / 178 nL =nR : 40 / 179

Table 2.16: RDD results across bandwidths (h = 10, 20, 30 km)
Standard errors and p-values in parentheses. n L and n R denote the number of observations to

the left (outside treatment area) and right (inside treatment area) of the cuto� with indicated

bandwidth. * p <0:1, ** p <0:05, *** p <0:01.



A. ROBUSTNESS AND HETEROGENEITY 57

Figure 2.25: Municipality counts by 1 km ring around treatment cuto� (Carinthia top,
Upper Austria bottom).
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Figure 2.26: McCrary density tests at the cuto� (Carinthia top, Upper Austria bottom).
We implement McCrary density tests to assess whether observations may have been selectively
sorted around the predicted signal cuto�. In Upper Austria, we observe a visible discontinuity, with
higher density just above the threshold than below, suggesting potential sorting or measurement
error that complicates the validity of the RDD in this state. In Carinthia, by contrast, the density
appears smooth across the cuto�, providing no evidence of manipulation. Overall, these results
advise caution in interpreting the Upper Austria RDD estimates, while supporting the use of the
design in Carinthia.
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A.6 Lab experiment

This subsection presents the Lin-adjusted regression results (Table 2.17) and the List et al.

(2024) 
exible regression adjustment procedure (Table 2.18) and supplements Section 2.7

with balance checks, power calculations, and heterogeneity analyses.

Deduction propensity | AME (pp)

Observability (overall, Lin-adjusted) �13:94

(10:79)

(0:196)

RI p-value 0:088

Moral message (overall, Lin-adjusted) �4:25

(9:96)

(0:670)

RI p-value 0:596

Num.Obs. 185

Clusters (session) 52

Std.Errors session

FE session

Controls gender, age, degree

Table 2.17: Lin (2013)-adjusted average marginal e�ects on deduction propensity
Standard errors and conventional p-values in parentheses. RI p-values are based on 10,000 iterations

and appear on the third line below each e�ect. * p <0:1, ** p <0:05, *** p <0:01

Flexible regression adjustment (AIPW robustness)

As a robustness check we implement a cross-�tted augmented inverse-probability (AIPW)

estimator that respects the session-blocked randomization. We split the donors' sample

by session, �t 
exible outcome models mw(X) = E[Y j X; W=w] on training folds using

random forests (covariates: gender, age, degree, and the other randomized arm), predict

on held-out folds, and combine these predictions with session-speci�c treatment propen-

sities ps = Pr(W=1 j session) to form in
uence scores. Sessions with no within-session

variation in treatment are excluded. The ATE equals the mean in
uence score; we report

HC1 standard errors clustered by session. Among donors, this AIPW estimator yields

an e�ect of �11:9 pp (SE 8:41, N = 164), consistent in sign and magnitude with the
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Lin-adjusted estimate reported in the main text. Given the small set of covariates and

modest sample size, we view this ML adjustment as a precision-oriented robustness rather

than a separate headline result.

Deduction propensity | AME (pp)

Observability (donors, AIPW-RF, blocked) �11:91

(8:41)

(0:156)

Num.Obs. 164

Sessions 40

Standard errors (clustered by session, HC1) and p-values in parentheses. * p <0:1,

** p <0:05, *** p <0:01

Table 2.18: List et al. (2024)-based average marginal e�ects on deduction propensity

Treatment cell N Mean age Share female (%)

Anonymity � Moral message 43 23.8 58.1

Anonymity � No message 52 25.0 59.6

Observability � Moral message 51 24.5 52.9

Observability � No message 39 25.9 51.3

Table 2.19: Summary statistics of donor characteristics by treatment.

E�ect AME (pp) SE (pp) MDE (one-sided, pp) MDE (two-sided, pp)

Observability -13.94 10.79 26.8 30.2

Moral message -4.25 9.96 24.8 27.9

Table 2.20: Post-hoc minimum detectable e�ects (80% power, �=0.05; session-clustered
HC1).

MDEs assume 80% power and � = 0:05. One-sided uses z 1�� = 1:645, two-sided uses z1��=2 =

1:96. Computed as (z � + z 0:8 ) � SE with HC1 cluster-robust SEs (sessions).
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Figure 2.27: Donation rate by gender across treatments.

Figure 2.28: Deduction rate by gender across treatments.
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B Online Appendix

B.1 Empirical Data

2017 tax reform: heterogeneity analysis

This subsection reports how the 2017 tax-reform e�ect on deduction rates and average

deducted volume varies by income, gender, age, and region. Tables 2.21 to 2.24 present

average marginal e�ects of �xed-e�ect detrended Interrupted Time Series models. Figures

2.29 to 2.32 graphically illustrate these estimates. Figures 2.33 to 2.36 visualize raw mean

estimates pre- and post-reform for the full distribution of categories within each dimension.

Deduction propensity Average deducted volume Combined net e�ect

(pp) (EUR) (EUR)

Men 0:26* �38:10*** �6:17***

(0:13) (2:62) (0:60)

(0:05) (0:000) (0:000)

Women 3:55*** �31:13*** �2:27***

(0:24) (1:23) (0:50)

(0:000) (0:000) (0:000)

Table 2.21: 2017 tax reform e�ect by gender
The table displays estimated average marginal e�ects of a detrended Interrupted Time Series model

with interaction e�ects and bracket-level �xed e�ects. The data are weighted by the number of

taxpayers in each bracket. Standard errors are clustered at the bracket level. Standard errors and

p-values are shown in parentheses. * p <0:1, ** p <0:05, *** p <0:01.
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Deduction propensity Average deducted volume Combined net e�ect

(pp) (EUR) (EUR)

Q1 (� 35y) �0:52*** �6:16*** �1:24***

(0:18) (1:61) (0:29)

(0:005) (0:000) (0:000)

Q2 (35y{47.5y] 0:94*** �18:22*** �1:90***

(0:18) (2:16) (0:43)

(0:000) (0:000) (0:000)

Q3 (47.5y{58y] 2:77*** �34:52*** �2:86***

(0:16) (4:62) (0:97)

(0:000) (0:000) (0:003)

Q4 (� 58y) 5:41*** �55:93*** �11:58***

(0:43) (2:70) (1:29)

(0:000) (0:000) (0:000)

Table 2.22: 2017 tax reform e�ect by age quartiles
The table displays estimated average marginal e�ects of a detrended Interrupted Time Series model

with interaction e�ects and bracket-level �xed e�ects. The data are weighted by the number of

taxpayers in each bracket. Standard errors are clustered at the bracket level. Standard errors and

p-values are shown in parentheses. * p <0:1, ** p <0:05, *** p <0:01.
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Deduction propensity Average deducted volume Combined net e�ect

(pp) (EUR) (EUR)

Q1 (� ¿17.5k) 6:69*** �22:50*** 4:93***

(0:28) (1:08) (0:47)

(0:000) (0:000) (0:000)

Q2 (¿17.5k{¿22.5k] �0:65* �24:18*** �5:64***

(0:35) (1:44) (0:50)

(0:060) (0:000) (0:000)

Q3 (¿22.5k{¿35.0k] �2:40*** �25:85*** �9:86***

(0:22) (1:24) (0:67)

(0:00) (0:000) (0:000)

Q4 (� ¿35.0k) 0:70*** �55:80*** �12:06***

(0:17) (4:30) (1:36)

(0:000) (0:000) (0:000)

Table 2.23: 2017 tax reform e�ect by income quartiles
The table displays estimated average marginal e�ects of a detrended Interrupted Time Series model

with interaction e�ects and bracket-level �xed e�ects. The data are weighted by the number of

taxpayers in each bracket. Standard errors are clustered at the bracket level. Standard errors and

p-values are shown in parentheses. * p <0:1, ** p <0:05, *** p <0:01.
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Deduction propensity Average deducted volume Combined net e�ect

(pp) (EUR) (EUR)

Mid 1:23*** �24:74*** �3:24***

(0:22) (1:65) (0:46)

(0:000) (0:000) (0:000)

West 4:03*** �43:91*** �1:73**

(0:18) (3:66) (0:79)

(0:000) (0:000) (0:027)

East 1:34*** �39:65*** �6:54***

(0:24) (2:79) (0:75)

(0:00) (0:000) (0:000)

Table 2.24: 2017 tax reform e�ect by regions
The table displays estimated average marginal e�ects of a detrended Interrupted Time Series model

with interaction e�ects and bracket-level �xed e�ects. Mid comprises Upper Austria, Styria, and

Carinthia. West spans Vorarlberg, Tyrol, and Salzburg. East consists of Lower Austria, Vienna,

and Burgenland. The data are weighted by the number of taxpayers in each bracket. Standard

errors are clustered at the bracket level. Standard errors and p-values are shown in parentheses. *

p <0:1, ** p <0:05, *** p <0:01.
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Figure 2.29: E�ect of 2017 tax reform by gender
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Figure 2.30: E�ect of 2017 tax reform by age quartiles
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Figure 2.31: E�ect of 2017 tax reform by income quartiles
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Figure 2.32: E�ect of 2017 tax reform by region
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Figure 2.33: E�ect of 2017 tax reform on deduction propensity by income

Figure 2.34: E�ect of 2017 tax reform on deduction propensity by gender
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Figure 2.35: E�ect of 2017 tax reform on deduction propensity by age

Figure 2.36: E�ect of 2017 tax reform on deduction propensity by federal state
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Figure 2.37: Tick list template used to estimate the average donation by non-deducting
donors.
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B.2 Representative Survey

Demographics / Screening

Age numeric (18{99)

Gender Male ˆ Female ˆ Diverse

Education No quali�cation ˆ Apprenticeship ˆ Vocational diploma ˆ High-school diploma

(Matura) ˆ Higher

Annual gross income ¿0{25k ˆ ¿25k{50k ˆ ¿50k{75k ˆ ¿75k{100k ˆ ¿>100k

Postal code numeric (1000{9999)

Federal state Burgenland ˆ Carinthia ˆ Styria ˆ Lower Austria ˆ Upper Austria ˆ

Salzburg ˆ Tyrol ˆ Vorarlberg ˆ Vienna

Knowledge & Perceptions

Aware that certain expenses are tax-deductible Yes ˆ No

Aware that certain donations are tax-deductible Yes ˆ No

Estimated share of donors who deduct numeric (0{100 %)

Estimated time to claim a deduction numeric (minutes)

`Step 1 (give name & date of birth)" { `Step 4" of deduction process (automatic refund)

I knew this ˆ I didn't know this

Reasons for / against deducting

Reasons against claiming a deduction open-ended text

Reasons for claiming a deduction free text

Attitudes & Behavior

Is it morally acceptable to deduct donations? Yes ˆ No

Estimated share answering `Yes" numeric (0{100 %)

Filed a tax return at least once No ˆ Yes, self-�led ˆ Yes, hired someone

Deducted donations in recent years No donations ˆ Donated but did not deduct ˆ

Yes, deducted
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Figure 2.38: Knowledge of deduction rules among survey respondents.

Vignette `Lukas"

Lukas would like to donate to the Sternsinger campaign. Option A: donate

¿30 and not claim a deduction. Option B: donate ¿35, claim a deduction

and receive ¿8 back.

Which option is more generous? A ˆ B ˆ Both equally generous

Reason free text

Estimated share choosing Option A numeric (0{100 %)

Estimated share choosing Option B numeric (0{100 %)

Figure 2.38 provides additional detail on factual knowledge of the deduction process.

While awareness was high for basic requirements (eligibility of donations, need to provide

name and date of birth), knowledge was weaker for more technical rules (distinguish-

ing between expenses and donations, and awareness of automatic transmission). This

illustrates that some gaps remain even among a representative sample.

Figure 2.39 summarizes responses to the Lukas vignette. A majority judged the option

with deduction (Option B) as more generous, and responses were strongly aligned with

both respondents' own moral stance on deductibility and their past deduction behavior.

This con�rms that attitudes toward deduction extend into judgments of others' generosity.
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Figure 2.39: Perceived generosity choices in the Lukas vignette, overall and by respon-
dents' beliefs and deduction behavior.



76 CHAPTER 2. WHY DON'T DONORS DEDUCT?

B.3 Online Experiment

This section reports supplementary �gures from the online experiment. Figure 2.40 pro-

vides the anonymized charity descriptions shown to participants. The remaining �gures

con�rm that treatment messages did not a�ect donation behavior, allocation, or moral

beliefs.

Figure 2.41 shows that average donation levels (pooled across eligible and ineligible

charities) were virtually identical across treatment arms. Figure 2.42 con�rms that the

share of donations allocated to eligible charities was una�ected by treatment. Finally,

Figure 2.43 shows that �rst-order beliefs about the moral appropriateness of deducting

did not vary across groups.
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Figure 2.40: Anonymized descriptions of the nine charities in the online experiment.
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Figure 2.41: Average donation (pooled across eligible and ineligible charities) by treat-
ment.

Figure 2.42: Share of donations allocated to eligible vs. ineligible charities by treatment.
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Figure 2.43: First-order beliefs about the moral appropriateness of deducting by treat-
ment.

B.4 Field experiment 1
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Figure 2.44: Sample page of a parish journal.
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Figure 2.45: Lea
et used in the address-randomised parish union (German original).



82 CHAPTER 2. WHY DON'T DONORS DEDUCT?

Figure 2.46: Two example carol-singing routes (red, green).
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B.5 Field experiment 2

This section provides supplementary descriptive evidence for Field Experiment 2 as well

as scripts and additional materials. The presented �gures are not central to identi�cation

but o�er additional context on donor composition.

Figure 2.47 compares the age distribution of donors in Carinthia and Upper Austria,

showing broadly similar demographic pro�les across the two states. Figure 2.48 plots the

distribution of donation amounts, again showing no major systematic di�erences between

treatment and control states.
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Figure 2.47: Age distribution of donors in Carinthia vs. Upper Austria.

Figure 2.48: Donation amount distribution (in EUR bins) of donors in Carinthia vs. Upper
Austria.



B. ONLINE APPENDIX 85

Radio-spot scripts. Original German and English translation of the Information and

Morality treatments used in the 4 January 2025 public-radio campaign.

Treatment texts

Information treatment

Man h•ort ja Vieles - aber das hier ist wirklich wichtig!

Ab sofort gelten vereinfachte Regeln f•ur das steuerliche Absetzen von Spenden.

Ob Onlinespende, Bank•uberweisung oder Haust•urspende { die steuerliche Ab-

schreibung funktioniert immer. Name und Geburtsdatum angeben, online

oder an der Haust•ur, und die Spendenorganisation leitet die Daten f•ur Ihre

Steuererkl•arung ans Finanzamt weiter, und Sie erhalten einen Teil des Geldes

zur•uck. Einfach so!

Weitere Infos auf einfachabsetzen.at.!

Eine entgeltliche Information der WU Wien.

YOU HEAR A LOT OF THINGS | BUT THIS IS REALLY IM-

PORTANT!

From now on, simpli�ed rules apply for claiming a tax deduction on

donations.

Whether you give online, by bank transfer, or at the door, the tax credit

always works the same way. Just enter your name and date of birth online or

tell the solicitor at your door; the charity forwards this information to the tax

o�ce for your return, and you get part of the money back. It's that simple!

More information at einfachabsetzen.at!

A public service announcement by Vienna Business University.

Morality treatment.

Man h•ort ja Vieles - aber das hier ist wirklich wichtig!

Jetzt k•onnen Sie gleich doppelt Gutes tun - Helfen Sie Menschen in Not {und

setzen Sie Ihre Spenden steuerlich ab!

Ob Onlinespende, Bank•uberweisung oder Haust•urspende { die steuerliche Ab-

schreibung funktioniert immer. Name und Geburtsdatum angeben, online

oder an der Haust•ur und die Spendenorganisation leitet die Daten f•ur Ihre

Steuererkl•arung ans Finanzamt weiter, und Sie erhalten einen Teil des Geldes

zur•uck. Einfach so!
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Helfen Sie Menschen, nutzen Sie die steuerlichen M•oglichkeiten und informieren

Sie auch Freunde & Bekannte •uber diese M•oglichkeiten zu helfen.

Weitere Infos auf einfachabsetzen.at!

Eine entgeltliche Information der WU Wien.

YOU HEAR A LOT OF THINGS | BUT THIS IS REALLY IM-

PORTANT!

Now you can do twice as much good: help people in need & claim a tax

deduction for your donation.

Whether you give online, by bank transfer, or at the door, the tax credit

always works the same way. Just enter your name and date of birth online or

tell the solicitor at your door; the charity forwards this information to the tax

o�ce for your return, and you get part of the money back. It's that simple!

Help people, make use of the tax bene�ts, and let friends and family know

about this opportunity.

More information at einfachabsetzen.at!

A public service announcement by Vienna Business University.

Website screenshots
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Figure 2.49: Landing page of the website.

Figure 2.50: Procedural information page of the website.
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Figure 2.51: Reimbursement-mode calculator page of the website.

Figure 2.52: Additional-donation-mode calculator page of the website.
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Figure 2.53: Charity registry page of the website.

Figure 2.54: Event page of the website.
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Figure 2.55: FAQ page of the website.
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Radio-spot timing.

Federal state Radio station Treatment Time slots (hh:mm)

Carinthia
Radio K•arnten Information 07:12, 08:20, 12:05, 14:59
Kronehit K•arnten Information 06:49, 07:49, 08:49, 09:49

Upper Austria
Radio Ober•osterreich Morality 08:17, 10:17, 13:17, 15:17
Kronehit Ober•osterreich Morality 06:49, 07:49, 08:49, 09:49

Table 2.25: Radio advertising slots on 4 January 2025, by federal state, station and
treatment. All times UTC+1.
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B.6 Lab experiment

Treatment text

Base announcement (all participants)

Important Announcement

Your participant ID: [displayed only at the University of Vienna; partici-

pants copied it to their IBAN slip]

This is the �nal page you will see on this terminal.

To conclude the experiment, please proceed to the dedicated computer when

it is your turn. At that computer you will make a �nal decision about

whether to claim a deduction for your donation.

[If the session is at WU Vienna: \Further, you will input your IBAN creden-

tials there."]

Stay at your place until you are asked to go to the dedicated com-

puter.

As a participant, you have the option to deduct your donation from the

tax pool. Here's how it works:

Reimbursement Rate: You can recover 30 % of your donation as a reim-

bursement.

Tax Pool Contribution: The reimbursement is funded by contributions to

the tax pool from all participants.

Voluntary Choice: Deciding to claim the deduction is entirely your choice

and does not a�ect your donation amount.

Additional cue: Observability treatment

A proctor will be available at the dedicated computer to assist you with en-

tering your information.

Additional cue: Moral-message treatment

Did you know? In a recent survey conducted in Austria (Aman Hild & Hilweg-

Waldeck, WP), over 80 % of respondents indicated that they consider it

morally appropriate to tax-deduct charitable donations.
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Figure 2.56: Deduction rate in the anonymity condition, by moral-message treatment.

Additional Figures

The following plots provide descriptive splits of deduction rates across treatment arms.

They complement the regression-based results in the appendix by illustrating the same

null e�ects in a more granular fashion.
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Figure 2.57: Deduction rate in the observability condition, by moral-message treatment.

Figure 2.58: Deduction rate in the moral-message treatment, by observability condition.
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Figure 2.59: Deduction rate in the no-message condition, by observability condition.

Figure 2.60: Deduction rate pooled across message treatments, by observability condition.
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Chapter 3

Gender Stereotypes and the Gender

Gap in Competitiveness

Michael Hilweg-Waldeck and Argun Hild

Abstract.

Career choice, earnings, and other key economic outcomes have been linked to

gender di�erences in willingness to compete. This paper examines how gender

stereotypes shape these di�erences. We conduct a meta-study of prior work

and demonstrate that the wide variation in gender competition gaps can be

explained by stereotypes: Men enter competitions more in traditionally male-

stereotyped domains, whereas in female-stereotyped domains, the gap is smaller

or even reversed. Importantly, these di�erences are not explained by gender

gaps in performance. To explore mechanisms, we collect belief data in an

elicitation experiment. We �nd that stereotyped beliefs about gender perfor-

mance di�erences explain more than half of the variation in competition gaps

in the literature. Next, we experimentally manipulate stereotypes through fram-

ing and informational cues about others' beliefs. Although these interventions

signi�cantly shift beliefs, the e�ects do not translate into changes in competi-

tive behavior. Our �ndings highlight the importance of stereotypes in shaping

gender gaps in competitiveness while suggesting that shifting beliefs alone is

unlikely to close these gaps without deeper or longer-term interventions.

JEL: D91, J16, C90

Keywords: Gender, Competitiveness, Stereotypes, Beliefs, Experiment
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3.1 Introduction

In their seminal study, Niederle and Vesterlund (2007) found that men were 38 percentage

points more likely than women to choose a competitive Tournament-rate over a noncom-

petitive Piece-rate scheme. This result has been consistently replicated and, importantly,

the stylized experimental measure of competitiveness strongly predicts key economic out-

comes, including educational choices and career trajectories. Field experiments in the

Netherlands (Buser et al., 2014) and Switzerland (Buser et al., 2022) have shown that

girls and boys who choose competition are more likely to select competitive academic

tracks. Similarly, competitiveness predicts income expectations of undergraduate stu-

dents (Reuben et al., 2017). Among MBA graduates, gender di�erences in willingness to

compete explain approximately 10% of the gender pay gap (Reuben et al., 2019). These

gaps have real costs. When high-performing women opt out of competition and men

with lower performance opt in, talent is misallocated. At the societal level, this distorts

selection into education and career tracks, reduces e�ciency, and perpetuates gender in-

equality.

Given the importance of competitiveness for economic outcomes, understanding whether

these di�erences stem from innate gender di�erences or malleable social factors has pro-

found implications for both theory and policy. Recent theoretical and empirical studies

have proposed gender stereotypes as an important explanatory factor behind gender di�er-

ences in economic decision making (Bordalo et al., 2016; Exley et al., 2025; Reuben et al.,

2014). For instance, Dreber et al. (2014) report that girls are more willing to compete

in a female-stereotyped verbal task than in a male-stereotyped math task. These results

point directly to our central question: How do stereotypes shape gender di�erences in

competitive behavior?

This paper makes three core innovations. First, we provide the �rst systematic evi-

dence, through a meta-study of past papers, that gender competition gaps are systematic

and predictable, aligning closely with domain-speci�c stereotypes. This reframes scat-

tered results in the literature as a coherent pattern, rather than inconsistent anomalies.

Second, we demonstrate that actual gender performance di�erences explain little of this

variation, while stereotyped beliefs about performance di�erences explain more than half

of it. Third, we provide experimental evidence that stereotypes are malleable but that

shifting beliefs alone does not change competitive behavior.

Crucially, prior studies measure competitiveness in domains perceived as gender-

typed|for instance, math and stock forecasting are traditionally viewed as male-stereotyped,

whereas verbal 
uency and emotion recognition are viewed as female-stereotyped. These

domain di�erences make prior studies ideal for examining how stereotypes in
uence com-

petition.

We exploit the variation across domains in a meta-study of prior work. Our meta-study
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shows that gender di�erences in willingness to compete vary systematically with domain-

speci�c stereotypes. Drawing on data from 127 studies covering 30 distinct domains,

we �nd a clear pattern: In domains traditionally perceived as male-stereotyped, such as

forecasting stock prices or solving math problems, men compete more than women. In

contrast, in traditionally female-stereotyped domains, such as recognizing emotions from

images or memorizing cards, the gap is smaller or even reversed. We later con�rm these

perceptions directly in our belief-elicitation experiment.

An intuitive explanation for the domain-speci�c variation in competitiveness is that

gender stereotypes might be mirroring actual gender performance di�erences. If men

outperform women in male-stereotyped domains and vice versa, gender di�erences in

competitiveness might naturally arise. However, we �nd that in most domains there are

no discernible gender di�erences in average performance. In fact, gender performance

di�erences explain only 1.7% of the variation in gender competition gaps.

Even if there are no gender di�erences in average performance, potential disparities

at the top of the performance distribution could still matter. Perceptions about which

gender dominates at the top are particularly relevant because tournament entry decisions

depend less on average performance and more on beliefs about the performance of the

strongest possible opponent. To address this, we use participant-level data from a subset

of prior studies to compare the top end of the performance distribution. We �nd that

gender performance gaps at the top are insigni�cant in most domains and cannot explain

the observed variation in competition gaps. Together, our �ndings speak against actual

gender performance di�erences as the mechanism through which stereotypes a�ect gender

di�erences in competitiveness.

Although there are no gender di�erences in actual performance, people may still believe

that men perform better in male-stereotyped domains and women in female-stereotyped

domains. Therefore, we propose stereotyped beliefs|that is, exaggerated perceptions

about a group's abilities (Bordalo et al., 2016)|as the main mechanism. This builds on

evidence that gender stereotypes shape economic decisions through their in
uence on per-

ceived ability and expected performance (Bordalo et al., 2019; Co�man, 2014). Building

on these studies, which examine the existence of such e�ects in speci�c contexts, we ex-

tend the analysis by quantifying their explanatory power for variation in competitiveness

across a wide range of domains.

Our proposed stereotype mechanism is closely related to overcon�dence. Overcon�-

dence has been de�ned as an individual's belief about one's own ability in excess of actual

performance and it has been shown to partially explain gender gaps in competitiveness.

We argue that stereotyped beliefs operate at the group level in a structurally similar way:

They are beliefs about relative performance of men and women that exceed the truth. In

this sense, stereotyped beliefs can be viewed as the social analogue of overcon�dence.

To test this mechanism, we conduct an online belief elicitation experiment, asking
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participants how they perceived the average performance of men and women across the

domains identi�ed from prior studies. While some domains can be broadly classi�ed

as male-stereotyped (e.g., math, spatial reasoning) or female-stereotyped (e.g., emotion

recognition, verbal reasoning), our elicitation provides a direct and systematic measure

of beliefs about gender performance di�erences within each domain. We �nd that beliefs

are stereotyped: Participants believe that men perform better than women in domains

that are traditionally viewed as favoring men and vice versa. Importantly, these beliefs

strongly correlate with gender competition gaps. Speci�cally, the stereotyped beliefs we

elicit explain 54% (p < 0.001) of the observed variation in gender competition gaps across

domains, even after controlling for actual performance di�erences.

Having established the central role of stereotyped beliefs, we next ask whether these

beliefs are malleable. If beliefs can be altered through subtle contextual cues, this would

suggest a potential pathway for interventions aimed at reducing gender gaps. To test this,

we develop an experimental task requiring participants to engage both math and mem-

ory skills, thus allowing us to frame it in either a male- or female-stereotyped manner

(hereafter referred to as the `Math task" and the `Memory task," respectively). In the

same experiment, we verify that participants perceive math skills as more strongly asso-

ciated with men and memory skills with women. In a separate validation experiment, we

con�rm that this framing signi�cantly alters participants' beliefs in gender performance

di�erences, albeit with a small e�ect size.

Stereotypes can arise both from individuals' own beliefs about gender di�erences and

from their perceptions of what others believe. To separately target these two channels, we

employ two complementary treatment variations. First, we manipulate participants' �rst-

order beliefs i.e., \I believe men (women) perform better," by framing the task as either

a \Math task" or a \Memory task". Second, we manipulate participants' second-order

beliefs i.e., `I believe others think men (women) perform better," to isolate the causal role

of social perceptions in shaping individuals' own beliefs and thereby competitive behavior.

We do so by randomly and truthfully|though selectively|revealing to participants the

average beliefs of others about whether men or women perform better on the task.

Our lab results show that beliefs are malleable. Under Memory framing, 44% of partic-

ipants believe that women outperform men, while 31% think that men outperform women.

Switching the framing to Math reduces the �rst proportion by 13 percentage points (p <

0.001) and increases the second proportion by 12 percentage points (p < 0.001). Similarly,

informing participants that others think men (women) perform better shifts beliefs in the

suggested direction. Together, these treatments o�er strong evidence that gender stereo-

types are context-dependent and susceptible to experimental manipulation. Furthermore,

at the individual level, we replicate the same pattern that we document in our meta-study:

Beliefs about male performance advantage correlate with the gender competition gap. In

the subsample of participants who believe that women perform better than men, men
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and women are equally competitive. However, among participants who believe that men

perform better, the gender competition gap is 18 percentage points (p < 0.001). This

is purely correlational and mainly driven by male competitiveness, in particular by men

who believe that men perform better than women.

Treatments have no detectable e�ects on competitiveness, despite successfully shifting

beliefs. This belief{behavior gap echoes similar �ndings in other �elds, where changes

in attitudes or intentions often fail to translate into behavior (Sheeran, 2002; Webb and

Sheeran, 2006). These parallels suggest that interventions to close gender competition

gaps may face similar challenges. We discuss two factors. First, our belief measures fo-

cused on average gender performance di�erences, whereas competitiveness could depend

more on beliefs about top performers. Second, our two treatments were delivered sepa-

rately, reducing their potency. Consequently, the modest e�ect sizes of our treatments

may have been insu�cient to shift behavior in the short term.

To address these points, we conduct a complementary online experiment where we

elicit beliefs about gender di�erences both at the average level and at the top of the

performance distribution. To maximize treatment e�ects, we combine the two previously

used treatment variations. Participants in the \female-congruent" treatment encounter

the task under the \Memory" framing and are informed that others believe that women

perform better, while participants in the \male-congruent" treatment receive the opposite

pairing. Although these enhanced treatments successfully shift beliefs (both average and

top-end), we again �nd no e�ect on competitiveness. Therefore, we con�rm that the

belief-behavior gap observed in the lab is not due to an absence of treatment e�ects on

beliefs about top-end performance di�erences.

Our study helps explain when and why gender competition gaps emerge: They align

systematically with domain-speci�c stereotypes rather than actual ability di�erences.

Whereas prior work has emphasized risk preferences or overcon�dence as drivers of the

competition gap, we demonstrate that stereotyped beliefs explain an order of magnitude

more variation across tasks. This shifts the explanatory focus from individual preferences

and biases to socially shared misconceptions. We show that these beliefs can be shifted

through subtle interventions, though such changes do not immediately alter competitive

behavior. These �ndings advance theories of stereotype-driven economic decisions and

o�er guidance for designing interventions to address gender gaps in competitiveness. Our

approach is novel in combining a large-scale meta-study, targeted belief elicitation, and

randomized lab and online experiments. This triangulation allows us to quantify the

explanatory power of beliefs relative to alternative mechanisms and to test their causal

malleability.

Our �rst contribution is to the literature on gender di�erences in competitiveness

(Niederle and Vesterlund, 2007; Buser et al., 2014, 2022; Saccardo et al., 2018). This

literature has documented large heterogeneity in competition gaps across settings, but the
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sources of this variation|and whether they re
ect innate di�erences or social in
uences|

remain debated. By linking competitiveness to domain-speci�c stereotypes, we show that

the heterogeneity is systematic and consistent with nurture-based explanations. This

reconciles previously inconsistent �ndings by demonstrating that gender competition gaps

align predictably with the stereotypical associations of the task domain.

Second, we contribute to the growing literature on gender stereotypes and belief for-

mation in economic decision making (Bordalo et al., 2016, 2019; Co�man, 2014; Exley

et al., 2025). We show that beliefs align with traditional stereotypes but they are also

malleable. At the same time, consistent with work on belief{behavior gaps (Sheeran,

2002; Webb and Sheeran, 2006; White et al., 2019), we �nd that shifting beliefs alone is

insu�cient to change behavior.

Third, we contribute to the broader literature on gender di�erences in performance and

behavior (Halpern et al., 2007; Else-Quest et al., 2010; Reuben et al., 2014; Kray et al.,

2001; Bordalo et al., 2016; Steele and Aronson, 1995). We show that gender di�erences in

competitiveness do not stem from actual ability gaps but from socially shared perceptions

about said gaps. In this sense, our �ndings connect the competitiveness literature to

research on framing, identity, and stereotype-driven behavior.

Our �ndings o�er nuanced insights for policy interventions aimed at reducing gender

gaps. Gender stereotypes have increasingly been recognized as critical to understand-

ing persistent gender inequalities in economic outcomes. Re
ecting this, organizations

are investing heavily in bias awareness initiatives, such as Harvard's Implicit Associa-

tion Test requirements and New York City Police Department's implicit bias training

programs (Worden et al., 2020). Our results suggest both promise and limitations for

such approaches. On the one hand, we demonstrate that stereotyped beliefs can be

shifted through relatively simple and subtle interventions. On the other hand, the belief{

behavior gap we document suggests that interventions that achieve modest changes in

beliefs, while potentially valuable, may be insu�cient to induce behavioral changes. This

highlights that successfully addressing gender di�erences in competitiveness may require

interventions that go beyond changing surface-level beliefs to address deeper psychological

and structural factors.

3.2 Meta-study

Competitiveness in the experimental literature is de�ned as the decision to enter a compet-

itive Tournament rather than a non-competitive Piece-rate scheme (Niederle and Vester-

lund, 2007). In the typical design, the Piece-rate option o�ers a �xed payment per correct

answer, while the Tournament option o�ers a higher payment rate only if the participant

outperforms the others in the group of participants they are competing with. Although

it has been debated whether it re
ects risk preferences, overcon�dence, measurement er-
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ror, or a distinct taste for competition (Gillen et al., 2019; Van Veldhuizen, 2022), this

measure has been shown to possess external validity for important labor market out-

comes such as career choice, income expectations, and realizations. In what follows, we

adopt this standard measure and use it to systematically analyze how gender di�erences

in competitiveness vary across the domains studied in prior experiments.

Gender di�erences in willingness to compete vary substantially across studies, raising

the question of why some settings exhibit large gender gaps while others do not. One

potential explanation is that the experimental tasks used to measure competitiveness

evoke di�erent gender stereotypes: For example, math-oriented tasks may be perceived

as male-typed, while verbal or memory tasks may be perceived as female-typed. Such

stereotypes could shape both performance and beliefs about performance and, in turn,

the willingness to compete. The experimental literature on gender di�erences in compet-

itiveness provides a unique opportunity to study this mechanism: Over 100 papers have

measured competitiveness in various domains by using a wide range of tasks, from male-

stereotyped tasks (e.g., throwing balls into buckets) to female-stereotyped tasks (e.g.,

recognizing emotions from images). We exploit this variation to examine how gender

di�erences in competitiveness varies across stereotyped domains. Similarly, Markowsky

and Beblo (2022) conduct a meta-analysis showing that competition gaps are stronger

in math than in verbal tasks. While their work focuses on estimating e�ect sizes, our

contribution is to leverage the literature to study how competition gaps relate to actual

performance di�erences versus beliefs about performance, which makes our approach a

meta-study rather than a meta-analysis.

3.2.1 Data

We collect published and unpublished papers that measure competitiveness using Niederle

& Vesterlund-style tournaments, focusing exclusively on studies where participants com-

pleted the task under both Piece-rate and Tournament incentives before making a com-

petitiveness choice. Many of these papers include multiple experiments or administer

the same task to di�erent samples. For our purposes, each observation corresponds to

a unique sample-task combination, i.e., a particular task administered to a particular

sample. This leaves us with 155 sample-task combinations from 127 papers.

For each paper, we extract and standardize variables including task type, the number

of male and female participants, male and female performance levels under both Piece-rate

and Tournament-rate payment schemes. Competitiveness is measured as the proportion

of male and female participants opting for the Tournament-rate scheme, and the gender

competition gap is calculated as the di�erence between proportion of men versus women

opting for the Tournament-rate scheme. Along with these variables, we collect the cor-

responding standard errors and p-values. For a more in-depth description of the data
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Figure 3.1: Gender competition gaps across tasks
The �gure displays the level of gender competition gaps in the 30 tasks identi�ed in the literature, 19 of which
come from single papers. The Math-Memory task is displayed as separate tasks depending on the framing
used. For each task, the gender competition gap is calculated as the di�erence in the proportion of men and
women choosing to compete, averaged across papers. n refers to the number of papers per task. For tasks with
multiple studies, p-values were combined using Fisher's method. * p < 0.05, ** p < 0.01, *** p < 0.001.

collection, see Appendix A.

Across all papers, we identify 30 unique tasks. For three of these, the corresponding

papers did not provide data on either the performance or competition levels of men and

women. For these, we conduct a replication experiment to collect the missing data (see

Appendix E). Table 3.1 depicts a brief description of each task. These tasks range from

male-stereotyped tasks such as the ball bucket task or the mental rotation task to female-

stereotyped tasks such as the visual memory task or the emotion recognition task. More

detailed descriptions as well as examples with solutions for each task can be found in

Appendix F.

To further investigate whether gender di�erences in performance emerge at the top

of the distribution, we obtained participant-level data for a subset of the tasks by con-

tacting authors and accessing replication packages of the relevant papers. Due to limited

availability of replication packages, we have data on the distribution of male and female

Piece-rate performance only for 15 of the tasks.

3.2.2 Performance di�erences do not explain competition gaps

We report two main �ndings. First, across the tasks there is strong heterogeneity in gender

competition gaps: In most tasks, men compete more than women with the gap being

strongest in male-stereotyped tasks such as the stock forecasting task or the ball bucket
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Task Description
Adding numbers Sum �ve two-digit numbers

Anagram Form words from given letter pairs
Ball bucket Throw tennis balls into a bucket

Count numbers Count ones in a matrix of ones and zeros
Count colors Count white cells in a matrix of colors
Count letters Count how many times a letter occurs in a sequence
Data search Scrape and input data for a list of companies

Emotion recognition Identify emotions in facial images
Find hidden words Find words in letter matrices

Form words from letters Form words from eight given letters
Letter di�erence Identify di�ering letters in two matrices

Lego building Use Lego bricks to build a speci�c shape
Maze Navigate an electronic maze using the keyboard

Math-Memory
Flip cards to �nd hidden pairs of summations under

either \Math task" or \Memory task" framing
Mental rotation Identify the rotated version of a 3D shape
Multiplication Multiply two given numbers

Number in numbers Find sums in a number to match a shorter number
Quiz Answer multiple-choice questions on various topics

Economics quiz Answer multiple-choice questions in Economics
Rearrange words Rearrange words to form a sentence
Rope skipping Skip/jump the rope to earn points

Search summation Find numbers that add up to 100 in a matrix
Sort shapes Order six blocks with varying shapes & sizes

Spot the di�erence Spot di�erences between two similar images
Stock forecasting Predict stock prices based on cues and history

Typing Type �ve given letters correctly
Toy �shing Catch a prop �sh with a magnet

Verify arithmetics Verify correctness of arithmetic equations
Visual memory Flip cards to �nd hidden animal images
Word in word Form words using letters from a longer word

Table 3.1: Descriptions of the tasks used in the meta-study

task (Figure 3.1). However, in female-stereotyped tasks such as the emotion recognition

task or the visual memory task, women compete more than men. Performance paints a

very di�erent picture. At the 5% signi�cance level, 11 tasks display no discernible gender

performance gap. Five tasks exhibit signi�cant male performance advantages, while 1

task displays a signi�cant female advantage (Appendix Figure 3.14).

Figure 3.2 depicts the correlation between gender competition gaps and gender di�er-

ences in average performance across the 155 sample-task combinations. The correlation

(corr = 0.13, p = 0.15) is small and corresponds to only 1.7% of the variation in the

gender competition gaps being explained by the variation in performance di�erences.1

Beyond average performance, we also examine whether gender gaps at the top of

the performance distribution correlate with competitiveness. In 5 of the 15 tasks, men

are signi�cantly overrepresented in the top decile (p < 0.05; Appendix Table 3.4), but

1Unless speci�ed, all p-values correspond to nonparametric Mann-Whitney U tests.



106 CHAPTER 3. STEREOTYPES AND COMPETITIVENESS

Figure 3.2: Scatterplot of the gender competition gaps and performance gaps
The �gure depicts the correlation between gender competition gaps and gender performance gaps in
published and unpublished papers in the literature. Gender competition gap refers to the di�erence
between male and female propensity to choose the competitive Tournament-rate. Gender performance
gap refers to the di�erence between normalized average male and average female scores in the Piece-rate
stage. Each point is a single sample-task combination. The sample includes all papers including non-
Western and non-adult samples. The red line shows the �tted linear regression line, and the shaded area
represents the 95% con�dence interval.

these gaps, like average performance di�erences, show no meaningful correlation with

competition gaps (Appendix Figure 3.11).

With stereotype, we refer to beliefs about a group that overemphasize attributes in

which the group di�ers from a reference group, often re
ecting a `kernel of truth" (Bor-

dalo et al., 2016). It is possible that an average man has a slight, albeit undetectable,

performance advantage in male-stereotyped tasks and vice versa. However, a task could

be said to be stereotypical if participants hold strong and exaggerated beliefs in male

(female) advantage. In the next section, we show that for most tasks, beliefs are stereo-

typed. We refer to beliefs that are in excess of the true gender performance di�erences

as stereotyped beliefs. Since performance di�erences do not explain gender competition

gaps, we next turn our attention to beliefs about performance di�erences as the mech-

anism through which stereotypes explain the observed variation in gender di�erences in

competitiveness.

3.3 Belief elicitation experiment

3.3.1 Design

Our meta-study results suggest that the gender competition gap is more pronounced in

male-stereotyped tasks and that actual gender di�erences in average performance have

little explanatory power. This raises the question whether beliefs about this di�erence,

rather than actual di�erences themselves, play a central role. In particular, do partici-
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pants hold stereotyped beliefs and do these beliefs help explain the observed variation in

competition gaps? To answer these questions, we conduct a belief elicitation experiment

measuring participants' �rst- and second-order beliefs about gender performance across

tasks.

The experiment was conducted between 6 and 10 May 2024 with 749 participants

from Proli�c's U.S. sample.2 We pre-registered two main hypotheses: (i) �rst-order beliefs

correlate with the gender competition gaps across tasks observed in the literature, and (ii)

once �rst-order beliefs are controlled for, second-order beliefs do not provide additional

explanatory power. The analyses presented in this paper follow our pre-analysis plan.3

We restrict the tasks to those that were administered to Western adult samples as

stereotypes and their salience may di�er across cultures and age groups. We limit the

number of tasks shown to each participant to a random subset of 14 out of 23, in order

to reduce fatigue and improve engagement and data quality.4 Whenever participants are

evaluating a task, they see a verbal description and a picture depicting an example (see

Appendix B for more details as well as a screenshot of the interface).

The experiment included attention and comprehension checks and consisted of two

parts. In the �rst part, we elicit �rst-order beliefs about average gender performance

levels. Here, participants are incentivized to guess how many points an average man and

an average woman scored on the task. Once the participants make guesses about the 14

tasks, they move to the second part where we elicit their second-order beliefs. Here, we

ask them to guess the answers of other participants to the questions in the �rst part. We

provide no information about the gender composition of the participants whose responses

they are asked to guess. One of the guesses from either part was randomly selected to

determine the bonus payment. We implemented a simple linear penalty scoring rule:

Participants received $2 for perfectly accurate reports, with the bonus decreasing linearly

with the absolute error of their response.5 Participants are told that in order to maximize

their bonus, they should report their guesses as accurately as possible.

2All experiments mentioned in this paper are implemented in oTree (Chen et al., 2016).
3Pre-registration can be found at: https://osf.io/g9kmv. Secondary and tertiary questions speci�ed

in the preregistration that fall outside the scope of this text are reported in the online appendix.
4In total, 24 distinct tasks were used in 101 Western adult samples. For the belief elicitation experi-

ment, we drop the form words from letters task and the quiz task on microeconomics. The Math-Memory
task is treated as two separate tasks: one framed as a \Math" task and the other as a \Memory" task.

5Strictly speaking, this scoring rule is theoretically not incentive compatible as responses may be
biased toward central or \safe" values rather than exact beliefs. However, Danz et al. (2024) emphasize
that most commonly used scoring rules are behaviorally incentive incompatible, and recommend simpler
rules as a more robust alternative. Following their advice, we adopted this rule, which, while theoretically
imperfect, strikes a balance between clarity for participants and incentives for accurate reporting.
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3.3.2 Beliefs are stereotyped and predict gender competition

gaps

In most tasks, there is a statistically signi�cant belief that one gender outperforms the

other. Slightly more than half of our tasks are perceived to favor men with the remaining

ones perceived to favor women. As expected, participants see tasks like the ball bucket

task, the stock forecasting task, or the mental rotation task as heavily favoring men.

For instance, an average participant believes that men scored 25% (p < 0.001) more

points in the ball bucket task than women, while in the emotion recognition task, they

believe that women were 15% (p < 0.001) better than men (Figure 3.3). Second-order

beliefs tell a similar story: Participants expect others to hold stereotypical beliefs (see

Appendix B). The di�erence between second- and �rst-order beliefs reveals an interesting

pattern. Across most tasks, women in particular believe that others hold stronger male-

favoring beliefs than they themselves do (Appendix Figure 3.15).

Participants' beliefs about gender di�erences in performance predict the gender gaps in

competitiveness observed in prior studies. Across tasks, beliefs in male advantage correlate

positively with competition gaps (corr = 0.74, p < 0.001) (Figure 3.4). Interestingly, this

is driven mainly by the sensitivity of male competitiveness: Beliefs about male advantage

have a signi�cant positive correlation with male competition entry (corr = 0.52, p < 0.01).

As expected, female competition entry displays a negative, albeit weaker and insigni�cant,

correlation with beliefs in male performance advantage (corr = {0.25, p � 0.27) (Appendix

Figure 3.16). This suggests that beliefs may play a more important role in increasing male

competition entry than in discouraging female entry. In the subsequent lab experiment,

we demonstrate that this is indeed the case.

Table 3.2 reports OLS regressions of believed and actual performance gaps on the

observed gender competition gaps in the 23 tasks. In all columns, we control for the

actual male performance advantage and interpret the belief variables as stereotyped beliefs

(exceeding truth). The Performance column shows that the actual male performance

advantage has a small and insigni�cant correlation with the gender competition gaps.

More importantly, even when actual gender di�erences in performance are controlled for,

beliefs explain a large portion of the variation in competition gaps (R2 ' 0:54; p < 0:001).

In particular, a 10 percentage point increase in perceived male performance advantage is

associated with a 7.4 percentage point increase in competition gap. Overall, while actual

performance di�erences have only a weak correlation with competition gaps, stereotyped

beliefs account for 54% of the variation in gender competition gaps.
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Figure 3.3: First-order beliefs in gender performance di�erences
The �gure displays the level of belief in male performance advantage across tasks. The data come from the
beliefs experiment. Belief in male performance advantage refers to the di�erence in believed average male score
and believed average female score, across participants. Error bars represent 95% con�dence intervals.

Figure 3.4: Scatter plot of believed gender performance and the competition gaps
The �gure depicts the correlation between gender competition gaps and believed gender performance gaps
across tasks. Gender competition gap refers to the di�erence between male and female propensity to choose the
competitive Tournament-rate and comes directly from the papers utilizing the task. Belief in male performance
advantage comes from our beliefs experiment and refers to the di�erence in believed average male score and
believed average female score, averaged across participants.



110 CHAPTER 3. STEREOTYPES AND COMPETITIVENESS

Table 3.2: Explanatory power of beliefs

Performance F.O.B (1) F.O.B (2) S.O.B Both beliefs

Intercept 7:668** 9:742*** 9:698*** 7:347** 12:270*

(2:658) (1:737) (2:164) (2:156) (4:488)

Avg. �rst-order belief 0:639*** 0:636** 1:326

(0:140) (0:171) (1:064)

Avg. second-order belief 0:608** �0:699

(0:176) (1:064)

Actual male advantage 0:353 0:006 0:087 �0:065

(0:181) (0:171) (0:166) (0:204)

R2 0:153 0:500 0:500 0:471 0:511

Num.Obs. 23 23 23 23 23

The table shows the results of a linear probability model (OLS). The dependent variable is the gender gap
in each task calculated as the di�erence between male and female propensities to enter competition. The
intercept corresponds to the residual gender competition gap. F.O.B (S.O.B) refer to �rst- and second-order
beliefs in average male performance advantage. Avg. �rst- and second-order beliefs refer to mean belief in
male advantage calculated as belief in average male score minus belief in average female score. Both beliefs are
weighted averages of male and female beliefs. The unit of observation is the task (N = 23), and all regressors
are task-level averages. Standard errors are in parentheses. * p < 0.05, ** p < 0.01, *** p < 0.001.

3.4 Lab experiment

So far, we have shown that task-related stereotypes are associated with gender di�erences

in competitiveness: Tasks perceived to favor men exhibit larger gender competition gaps.

Yet, these �ndings are correlational and rely on beliefs elicited from one sample to predict

behavior observed in other samples. Moreover, it remains unclear whether these stereo-

types are persistent or malleable. This raises three key questions: First, do participants'

own beliefs about male advantage explain the competition gap within the same sample?

Second, can we experimentally manipulate the stereotype associated with a task through

subtle interventions? Third, does such a manipulation causally a�ect participants' will-

ingness to compete? We conduct a lab experiment to address these questions.

The experiment was conducted in two university laboratories in Germany: sessions

were run in Munich (November 2024) and Bonn (January 2025). In both labs, we were

limited to collecting as many observations as possible within one week. We recruited 749

participants (nwomen = 410, nmen = 339), in line with our pre-registered target. Due to

a technical error, treatment assignment in the Munich lab was restricted to two of the

four cells of the treatment matrix, while in Bonn it was balanced across all four cells (see

Appendix C for more details). We follow our preregistration for all main hypotheses and

analyses.6 Some pre-registered secondary and tertiary questions fall outside the scope

of this paper and are reported in the Online Appendix. In addition, we report two

exploratory analyses not speci�ed in the preregistration|the exit survey on perceived

math versus memory skills, and a causal mediation analysis.

6Pre-registration: https://osf.io/7duy6.
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3.4.1 Design

Math-Memory task

The main objective of this experiment is to induce a variation in the stereotype associ-

ated with the experimental task. This requires a task drawing on two orthogonal skill

dimensions, one regarded as favoring men, and the other one seen as favoring women. To

that end, we have developed the Math-Memory task. The task starts with 16 cards (Fig-

ure 3.5). On the hidden side of each card is a basic summation and a colored heart (e.g.,

\3 + 4" and \~"). Participants click on two cards at a time to reveal what is hidden. If

the summations and the colors match, the two cards disappear and the participant earns

one point.

Figure 3.5: The Math-Memory task

Treatments

Stereotypes can arise either from individuals' own beliefs about gender di�erences or from

beliefs about what others believe. Therefore, to manipulate the associated stereotype, we

employ two treatment variations. The �rst exploits the task's reliance on math and

memory skills and frames the task either as a \Math task" or a \Memory task." To

strengthen our framing, we tell the participants: \Keep in mind that your performance in

this task may be in
uenced by your math (memory) skills." If participants perceive math

skills as masculine and memory skills as feminine, this stereotype priming should amplify

the framing e�ects. In the exit survey, we elicited perceptions of math and memory skills

for \a typical man" versus \a typical woman". Participants indeed rated math skills as

more male-favoring and memory skills as more female-favoring.

The second treatment dimension aims at more directly in
uencing second-order beliefs

(\what I think others think"). To vary second-order beliefs, we wanted to inform some

participants that \others think men are better" while providing others with the opposite

information. To avoid deception, we exploit a random artifact of our belief elicitation

experiment. In the belief elicitation experiment, we had already asked participants to

evaluate the gender performance di�erences in the Math-Memory task under both fram-

ings. That experiment had taken 4 days. In the �rst two days, under both frames, the
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average belief was that men perform better than women whereas on the latter two days,

under both frames, the average belief was that women perform better. Therefore, we

selectively reveal to our participants either the �rst or the second piece of information.

Speci�cally, depending on treatment, participants are shown the following information:

\In a recent study on October 26 and 27 (29 and 30), we asked participants to guess the

average scores of men and women in the Math (Memory) task. Result: On both days, the

average participant believed that women (men) achieve higher scores than men (women)."

Most papers in the literature measure competitiveness as a binary choice to enter into

the Tournament scheme versus the Piece-rate scheme. Although a binary choice has the

advantage that it is a clear-cut display of participants' preferences, a continuous measure

allows larger statistical power as well as more nuanced information on individual inclina-

tions to compete. To measure competitiveness, we have adopted the method developed

and validated by Saccardo et al. (2018): Participants are allocated 100 tokens which

they split between the competitive Tournament-rate and the non-competitive Piece-rate

scheme. Per points scored, for each token allocated to Piece-rate, the participant earns

the Piece-rate and for each token allocated to the Tournament-rate, the participant earns

the Tournament-rate if and only if their score is higher than the 5 other group members'.

To increase comprehension of how this choice a�ects payo�s, we provide our participants

with a scenario-calculator. This calculation displays potential earnings and admits three

inputs: score, tokens invested into the Tournament, and whether the participant has the

highest group score in this scenario.

Procedures and timeline

Appendix Figure 3.22 depicts the timeline of the experiment. Participants start by reading

the general study instructions and complete three comprehension check questions. To

ensure that participants understand they are in a mixed-gender group with �ve others,

the instructions include an image titled \your group" which depicts three male and three

female icons. We explain to the participants that the experiment contains multiple rounds

and that one round will be randomly chosen to determine their bonus payment (see

Appendix C for more details on incentives).

Next, we introduce participants to the task either under the \Math task" or the

\Memory task" framing. Participants are told that they will perform the task under

multiple rounds with each round lasting 3 minutes. After playing the task under the

Piece-rate and the Tournament-rate schemes, participants move to the �rst Tournament

choice stage, where we elicit their competitiveness. Thereafter, they enter the �rst belief

elicitation stage, where we elicit their �rst- and second-order beliefs about male and female

average performance. To measure overcon�dence, we ask them to guess their rank in the

previous round.

After the �rst belief elicitation, participants receive the information intended to treat
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their second-order beliefs as outlined in the previous section. Thereafter, participants

move to the second Tournament choice stage. Here, since we are interested in the pure

e�ect of information, participants actively compete against the past performance of others.

To measure the treatment e�ect on beliefs within participants, we elicit the same set of

beliefs again. Since we elicit the same beliefs twice, we call them \guessing games" in both

elicitation stages. In the second \guessing game", we tell participants that the reason for

asking them the same set of questions again is that their beliefs may have changed due to

factors such as having experienced the game in the meantime. Lastly, participants enter

the third and last Tournament choice stage. There are two di�erences in this stage. First,

after allocating their tokens between the Tournament and the Piece-rate, participants

are not required to play the game again. Instead, they know that their score from the

previous round will be used to determine their pay-o�. Second, while in all the previous

rounds they were competing against a mixed-gender group of 5 others, here we tell them

explicitly that they are competing against a randomly selected participant of the opposite

gender.

To elicit risk preferences, we use a version of the multiple price list (MPL) developed

by Holt and Laury (2002): The safe bet and the risky alternative remain constant, but

the probability in the risky alternative varies. In this MPL, participants are paid one

randomly chosen choice of their 11 choices. After eliciting their risk preferences, we ask

participants to evaluate the math and memory skills of \a typical man" and \a typical

woman" using a 7-point Likert scale. Study instructions can be found in the Online

Appendix.7

3.4.2 Results

Our main results are threefold. First, participants' beliefs about gender performance dif-

ferences correlate with the gender competition gap. In fact, there is no gender competition

gap in the subsample of participants who believe that women outperform men. Second,

we �nd that stereotypes are malleable - both treatment manipulations a�ect beliefs about

average gender performance. Third, treatments have no direct e�ect on competitiveness.

However, mediation analysis hints at indirect causal e�ects through beliefs.

In the whole sample, the gender competition gap is 23%. An average woman invested

43 tokens in the Tournament scheme, whereas an average man invested 53 tokens (p <

0.01). However, for both men and women, the distribution of tokens invested is bimodal

with many choosing to go all-in on the Tournament-rate (Appendix Figure 3.31).

7https://github.com/ArgunHild/-Competing-Against-Stereotypes-Online-Appendix
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\Math" and \Memory" skills are stereotyped

Data from the exit survey con�rm that math and memory skills are stereotyped. Par-

ticipants believe that men have better math skills, whereas women have better memory

skills (Figure 3.6). For math (memory), both male and female participants attribute a

higher skill score to \a typical man" (\a typical woman") compared to its counterpart

(p < 0:001). The proportion of participants who assign higher math skills to \a typical

woman" is 10%, while 70% of participants thought that \a typical woman" has better

memory skills.

Stereotypes are malleable

Both framing and information treatment manipulations have signi�cant e�ects on beliefs.

In the �rst belief elicitation stage, under \Math" framing, 43% of participants believed

that men perform better than women and 31% believed that women perform better.8 By

contrast, under the \Memory" frame, this completely reverses: 31% think that men are

better and 44% think women are better (Figure 3.7), a statistically signi�cant reversal (p

< 0.001).

Within both frames, the information \others think women are better" decreases the

proportion of participants believing in male advantage (p < 0.001), whereas the informa-

tion `others think women are better" increases this proportion (p < 0.001) (Figure 3.8).

Notably, the two treatments go hand in hand: The proportion of participants believing

in male advantage is largest under the \Math" frame coupled with male-favoring infor-

mation and smallest under the \Memory" frame with female-favoring information. The

treatment dimensions have similar qualitative e�ects on second-order beliefs (Appendix

Figure 3.27).

Across both elicitation stages, male and female participants believe that others hold

stronger male-favoring beliefs than they themselves do. Similar to the meta-study �ndings,

this e�ect is more pronounced among women (Appendix Figure 3.32). We leverage the

repeated belief elicitation to examine within-participant changes. Informing participants

that others think women perform better decreases second-order beliefs in male advantage

(p < 0.001 in both frames). For �rst-order beliefs, however, this information decreases

beliefs in male advantage only in the Math frame (p < 0.001) and not in the Memory

frame (p < 0.1) (Appendix Figure 3.33).

Gender competition gap: Only if you think men are better

In our meta-study, we show that task-level beliefs about gender performance di�erences

explain competition gaps from previous studies. Here, we show that a similar pattern

holds at the individual level. Figure 3.9 displays the gender competition gap across belief

8Treatment e�ects on the average participant's belief can be found in Appendix C.
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Figure 3.6: Perception of \Math" and \Memory" skills
Data come from an exit survey question asking participants to assess the math and memory skills of a \typical
woman" and a \typical man" on a 7-point Likert scale. Error bars represent 95% con�dence intervals. \Men
are better" (\Women are better") belief category corresponds to those who attribute a higher score to \typical
man" (\typical woman") for math (memory) skills. \Men=Women" belief category corresponds to those who
have attributed the same score for the two.

Figure 3.7: Framing e�ect on �rst-order beliefs (1st elicitation)
Figure displays the proportion of participants believing in male versus female advantage in average performance
between \Math" and \Memory" frames. Data come from the �rst belief elicitation stage. Those in the \Men
are better" (\Women are better") category believe that the average male (female) participant scored higher
than the average female (male) participant in the Piece-rate round. The third belief category, i.e., those who
believe men and women perform exactly the same is omitted for simplicity. Error bars represent 95% con�dence
intervals.
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Figure 3.8: The e�ect of information treatment on �rst-order beliefs (2nd elicitation)
Figure displays the proportion of participants believing in male versus female advantage in average performance
across all treatment conditions. Data come from the second belief elicitation stage. The proportion of partic-
ipants who believe in male (female) advantage is displayed on the left (right). The third belief category, i.e.,
those who believe men and women perform exactly the same is omitted for simplicity. Error bars represent
95% con�dence intervals.

categories, pooling all treatments. The gender competition gap is insigni�cant in the

subsample of participants who believe women perform better than men (p > 0.80). This

result is consistent across treatments and all three tournament entry stages.

To our knowledge, the predictive power of beliefs in explaining the gender competition

gap has so far been unexplored. Instead, the literature has focused on gender di�erences

in risk aversion (Van Veldhuizen, 2022) and overcon�dence as the two important factors.

Table 3.3 contrasts the explanatory power of these three factors. In our sample, beliefs

in male advantage exhibit a signi�cant positive e�ect on competitiveness for men and an

insigni�cant negative e�ect for women. This aligns with �ndings from our meta-study,

which similarly observed that beliefs in male advantage are more strongly associated with

competitiveness among men than among women.

Belief-behavior gap: Treatments have no e�ect on competitiveness

Although both treatments in
uence beliefs, we do not �nd any direct e�ects on the com-

petitiveness of either gender (see Appendix Figures 3.28-3.30). At �rst, it might seem

puzzling that the treatment e�ects on beliefs do not translate into changes in compet-

itiveness. We propose several explanations for the observed belief{behavior gap. First,

there are conceptual reasons to believe that our treatments may have had o�setting ef-

fects that canceled each other out on average. Speci�cally, the information participants

received about what others think may have caused some participants to withdraw from

competition while provoking others to compete more �ercely to disprove the stereotype.

In the exit survey, we asked participants to rationalize their tournament entry decisions.
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Figure 3.9: Gender competition gap by belief category
The �gure displays the gender competition gap, measured as the di�erence in average tokens invested by men
and women in the �rst Tournament choice stage. The sample is split by participants' �rst-order beliefs, elicited
in the �rst belief elicitation stage. Those in the \Men are better" (\Women are better") category believe that
the average male (female) participant scored higher than the average female (male) participant in the Piece-rate
round.

Table 3.3: Determinants of competitiveness

Base Beliefs Risk aversion Overcon�dence All

Intercept 42:612*** 43:142*** 43:567*** 41:857*** 43:345***

(1:536) (1:556) (1:559) (1:606) (1:648)

Male 10:535*** 10:094*** 11:046*** 10:294*** 10:366***

(2:283) (2:293) (2:312) (2:456) (2:489)

F.O.B �0:651 �0:589

(0:346) (0:343)

Risk aversion �0:002** �0:002**

(0:001) (0:001)

Overcon�dence 1:388 1:335

(0:873) (0:864)

Male ~A- F.O.B 1:561** 1:539**

(0:586) (0:578)

Male ~A- Risk aversion �0:002 �0:002

(0:001) (0:001)

Male ~A- Overcon�dence �0:104 �0:050

(1:331) (1:312)

Num.Obs. 749 749 749 749 749

R2 0:028 0:037 0:056 0:033 0:071

The table shows the results of a linear probability model (OLS). The dependent variable is compet-
itiveness i.e., tokens invested to the Tournament-rate in the �rst Tournament choice stage. F.O.B
and S.O.B refer to participant's �rst- and second-order beliefs in male advantage respectively, cal-
culated as belief in average male score minus belief in average female score. Standard errors are in
parentheses. * p < 0.05, ** p < 0.01, *** p < 0.001.
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The responses support this interpretation: Some participants said they felt discouraged

by the information that others think women perform worse, while others said that it

motivated them to disprove the stereotype.

Second, although treatments change the proportion of participants believing in male

advantage by about 10 percentage points, the treatment e�ect on the average participant's

belief has a small magnitude (Appendix Figure 3.23, 3.25). For instance, under the

\Memory" framing women believe that men and women attain the same score, whereas

under the \Math" framing, they believe that men score 1.4 points more (p < 0.001).

This corresponds to a modest e�ect size of 0.3 (Cohen's d). Therefore, although the

treatments in
uenced explicitly stated beliefs, these shifts were likely not substantial

enough to counteract a lifetime of socialization.

Third, our belief elicitation explicitly focused on perceptions of average male and av-

erage female performance. However, individuals may focus primarily on the likelihood of

outperforming the strongest of the competitors rather than considering the average per-

formance across all competitors. Therefore, although our treatments shifted beliefs about

average performance, they might not have in
uenced beliefs regarding women's likelihood

of being top performers, which could be the more relevant belief driving competitive be-

havior. Last, the lab experiment's measure of competitiveness di�ers from the canonical

binary choice used in the literature. Although our measure increases power due to its

continuous nature, it is possible that its complexity introduces a measurement error that

masks treatment e�ects.

Nevertheless, because treatments signi�cantly shifted beliefs that are themselves asso-

ciated with competitiveness, treatments could have in
uenced competitiveness indirectly

via beliefs. Mediation analysis supports this interpretation: Across all three tournament

choice stages, both treatment dimensions exhibit average causal mediation e�ects (ACME)

on competitiveness, robust to controls for risk aversion, overcon�dence, and performance.

However, these indirect e�ects are small. For example, the ACME for the framing e�ect

is estimated at 0.9 (p � 0.03), corresponding to a standardized e�ect size of 0.03 (Cohen's

d), which is considered very small. It is also important to acknowledge that mediation

analysis cannot rule out the possibility of omitted variables that may confound the rela-

tionship between the mediator and the outcome. A detailed discussion of the validity of

the ACME estimates and full mediation results are provided in Appendix C.3. Taken to-

gether, these analyses suggest that while our treatments may have had very small indirect

e�ects via beliefs, they were not strong enough to alter competitive behavior.

3.5 Online experiment

To address concerns that (i) average beliefs may not be the relevant margin, (ii) treatment

e�ects in the lab were modest and staggered, and (iii) our competitiveness measure di�ered
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from the canonical binary choice, we conduct a complementary online experiment. The

experiment is a simpli�ed version of the lab experiment aimed at an online participant

pool and di�ers in three key ways. First, we include a belief elicitation stage about gender

di�erences at the top. Participants are informed that the experiment includes 300 men

and 300 women and are incentivized to guess the number of men versus women among

the top 50 performers. To maximize treatment e�ects, we merge the two treatment

variations: Participants in the \female-congruent" treatment are exposed to the task

under the \Memory" framing and are informed truthfully that previous study participants

thought that women perform better than men. Those in the \male-congruent" treatment

are exposed to the opposite con�guration. Lastly, we include a binary competitiveness

measure where participants choose between applying either the noncompetitive Piece-rate

or the competitive Tournament-rate to their �rst-round score.

The experiment was conducted on 17 July 2025 with 300 female and 300 male par-

ticipants from Proli�c's U.S. sample. We fully follow our pre-registered analysis plan.9

The experiment has three main results. First, similar to the lab experiment results, treat-

ments signi�cantly a�ect beliefs about average male performance advantage (Appendix

Figure 3.37) and beliefs about how many women are among the top 50 performers (Fig-

ure 3.10). For instance, in the \male-congruent" treatment, the average female participant

thinks that 49% of the top performers are women. The \female-congruent" treatment

increases this belief to 57% (p < 0.001). Furthermore, as expected, merging the two

treatments leads to larger e�ect sizes on beliefs with an average Cohen's d of 0.68.

However, despite larger shifts in beliefs, treatments again show no e�ects on competi-

tiveness. In contrast to the 23% competition gap we observe in the lab experiment, here,

we �nd no gap. Men and women invest similar amounts into the competitive Tournament-

rate (�42 tokens) and choose the Tournament-rate at similar rates (�36%). This aligns

with meta-analytic evidence that online experiments tend to produce smaller competition

gaps than lab experiments (Markowsky and Beblo, 2022). Unlike in the lab experiment,

here we do not �nd evidence that beliefs correlate with competitiveness (Appendix Ta-

ble 3.10). However, because there is no gender competition gap at the group level, there

is little scope for beliefs to explain gender di�erences in competitiveness.

Lastly, unlike in the lab experiment, here we do not �nd evidence that beliefs correlate

with competitiveness (Appendix Table 3.10). We interpret this null result cautiously; In

the absence of a gender competition gap in the online setting, there is little variation

left for beliefs to explain. This does not undermine our main �nding that stereotyped

beliefs matter, but instead highlights how the strength of the beliefs{competitiveness link

depends on the presence of a competition gap and the setting.

9Pre-registration can be found at https://osf.io/g9kmv.
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Figure 3.10: Treatment e�ect on beliefs (Online experiment)
Figure displays the treatment e�ects on the share of women believed to be among the top 50 performers,
separated by gender of the responder. The dashed line represents an equal split i.e., the belief that there are
25 men and 25 women among the top 50 performers. Error bars represent 95% con�dence intervals.

3.6 Conclusion

Gender di�erences in competitiveness have been linked to socially signi�cant phenom-

ena, including women's underrepresentation in male-dominated �elds such as STEM, the

shortage of women in leadership roles, and the gender pay gap. Yet, the gap is not uni-

versal: There is a large heterogeneity in the magnitude and direction of competition gaps

reported in the literature. A central debate in the literature is whether the competition

gap re
ects a true gender di�erence in taste for competition or whether it can be explained

by fundamental gender-speci�c characteristics such as risk aversion and overcon�dence.

In our meta-study, we show that these gaps are not random but track domain-speci�c

stereotypes in predictable ways. This reinterpretation uni�es two decades of evidence

under a single explanatory mechanism. Speci�cally, in male-stereotyped domains (e.g.,

solving math tasks), men are far more competitive than women; in female-stereotyped

domains (e.g., recognizing emotions from pictures), the gap shrinks or reverses. We show

that actual gender di�erences in performance cannot account for this heterogeneity.

Instead, we identify stereotyped beliefs as the key mechanism. Participants in our

belief elicitation experiment systematically overestimate gender performance di�erences

in ways that align with task stereotypes, believing men excel in male-typed domains and

women in female-typed ones. These exaggerated beliefs explain 54% of the competition

gaps across studies.

We complement these �ndings with a lab experiment. The beliefs of our partici-

pants about average gender performance di�erences predict the gender competition gap,

con�rming that the patterns observed across studies also hold at the participant level.

Previous literature has focused on overcon�dence and risk aversion to explain the gender
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competition gap. The results of our meta-study and lab experiment suggest that beliefs

about gender performance di�erences should be considered a primary explanatory vari-

able as well. In this sense, stereotyped beliefs extend the overcon�dence logic from the

individual to the group level, but with far greater explanatory power.

We show that simple interventions, such as task framing and informational cues about

what others believe, are su�cient to substantially shift participants' beliefs about gender-

speci�c performance. We document a belief-behavior gap: Despite strong e�ects on be-

liefs, interventions aimed at changing beliefs do not lead to changes in competitive behav-

ior. This gap mirrors �ndings in psychology and suggests that surface-level belief change

is insu�cient to alter entrenched behavioral patterns such as stereotypes. It is intuitive

to think that if people no longer held biased beliefs, gender disparities in outcomes would

diminish. Re
ecting this, numerous educational programs, corporate training, and policy

initiatives aim to reduce gender gaps by targeting stereotyped beliefs. Our results suggest

that belief-based interventions can e�ectively shift perceptions, but we �nd no evidence

of immediate behavioral change in our experimental setting. However, belief shifts might

matter only over time and across cohorts as persistent exposure to stereotype-challenging

frames could change norms even if one-o� interventions fail.

Our �ndings resolve one puzzle but open another: While stereotypes align closely with

gender di�erences in competitiveness, are they truly a cause? One interpretation is that

stereotypes originate in historical accidents and institutional legacies, and then shape

both beliefs and preferences simultaneously. If so, interventions targeting explicit beliefs

alone may be insu�cient, because stereotypes operate through deeper cultural channels,

including identity and belonging. Another interpretation is that stereotypes re
ect un-

derlying di�erences in preferences for domains rather than competitiveness per se. In this

view, the so-called general \taste for competition" may instead be domain-speci�c: Indi-

viduals compete where they feel aligned with the stereotype, and withdraw where they

do not. Just as overcon�dence explains individual decisions, stereotyped beliefs may be

the group-level analogue shaping domain-speci�c competitiveness. This reframes compet-

itiveness not as a stable trait but as a context-dependent behavior shaped by stereotypes.

Distinguishing between these interpretations remains an open challenge, and addressing

it is essential for a full understanding of how gender di�erences in competitiveness arise.

Taken together, our evidence leans strongly toward nurture-based explanations, namely,

that gender di�erences in competitiveness arise less from innate di�erences and more from

socially shared misperceptions. This suggests that what often appears as a fundamental

gender gap may, instead, be a product of stereotypes that shape behavior across contexts.
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A Meta-study

A.1 Data collection

Following the methodology of Markowsky and Beblo (2022), we collect all working and

published papers by systematically searching for recent research on gender di�erences in

competitiveness. On November 20, 2023, we queried Google Scholar and Web of Science

using the search terms \compet* AND gender" and \tournament AND gender." Addition-

ally, we retrieved the papers citing Niederle & Vesterlund (2007) using Google Scholar.

This process yielded around 20.000 papers. We kept only the papers that measured com-

petitiveness using a Niederle & Vesterlund style tournament.10 Some papers administer

the same task to multiple samples, e.g., adults and teenagers, whereas some other papers

administer di�erent tasks to the same sample. Since we are interested in the performance

and competitiveness of past study participants in particular tasks, a sample-task combi-

nation constitutes an observation of which we have 155 in general. Restricting the data

to Western adult samples which yields 101 observations from 88 papers.

All variables mentioned in the paper have been manually scraped. For each observa-

tion, the main variables pertaining to the tasks are: sample size, number of women and

number of men in the sample, task type (i.e., task name) and task description as scraped

from the paper.

For each observation, our main variables for performance measures are raw perfor-

mance (i.e., number of tasks correctly solved) of both men and women in both Piece-rate

and Tournament-rate settings wherever possible as well as their standard errors and as-

sociated p-values. Where possible and necessary, we computed the p-values from the

standard errors and vice versa. In these calculations, if the number of male versus fe-

male participants was not speci�ed, we assumed that the sample was gender-balanced

i.e., nmale = n female . We normalized the average performances such that the average per-

formance of men and women added up to 200.11 In other words, in each task, the average

participant score was normalized to 100.

Our main variables of competitiveness are the proportion of men and women choosing

competition, the raw competition gap as the di�erence in gender-competition-propensities,

its standard error, and the associated p-value. Whenever the standard error or the p-value

was not reported, we manually computed it from the available data. Similarly, if the exact

number of male versus female participants was not speci�ed, we assumed that the sample

was gender-balanced. Some papers report only the residual gender competition gap that

is left after regressing competitiveness on the gender dummy and other covariates and

10Some papers measure competitiveness using survey questions or via Piece-rate equivalence or through
multiple price lists. We exclude these papers to maintain comparability across papers.

11For example, if in a task average male score was 12 and average female score was 15, then the
scores were normalized to 12� 200

12+15 ; 15 � 200
12+15 , respectively. This normalization preserves the percentage

di�erence between the average scores of both genders.
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not the raw competition gap. In these cases, if the proportion of men versus women

self-selecting into competition is available, we manually calculated the raw competition

gap. The results reported in the paper only utilize the raw competition gap, since the

residual competition gap depends very much on the covariates included in the regression

and the papers vary in which covariates they include.

To assess the statistical signi�cance of gender di�erences in competition propensity

for each task, we adopted a hierarchical approach to ensure that p-values are consistently

available. First, we used the p-values reported in the original studies. For studies lacking

reported p-values but providing the mean di�erence in competition propensity and the

corresponding standard error, we computed approximate p-values under the assumption

of normality. If neither source was available, but information on the proportion of men

and women choosing to compete along with sample sizes existed, we computed p-values

using a two-proportion z-test. Finally, in cases where none of the information above

was available, we used residual p-values reported in the original studies. When multiple

papers contributed data for the same task, we combined individual p-values using Fisher's

combined probability test, which aggregates evidence across studies while accounting

for the contribution of each study's signi�cance. For tasks where neither p-values nor

su�cient information to compute them manually were available, no p-value is reported.

Fisher's combined probability test is a meta-analytic method that allows the synthesis

of independent p-values from multiple studies that examine the same hypothesis. Speci�-

cally, the test statistic is calculated as the sum of the natural logarithms of each individual

p-value, multiplied by -2. Under the null hypothesis of no e�ect, this test statistic follows

a chi-squared distribution with degrees of freedom equal to twice the number of combined

studies. This approach e�ciently integrates the statistical evidence from di�erent sources,

giving more weight to studies with highly signi�cant results, while accommodating the

variability across studies.

A.2 Gender performance gap at the top

For each task, we rely on a single corresponding paper from which we retrieved data to

measure gender performance gaps at the top decile. For each task, we searched for the

replication packages of corresponding papers and obtained individual-level performance

data for 14 of the 22 tasks.12 Table 3.4 reports performance gaps at the top decile. Most

tasks do not exhibit signi�cant gaps at the top. Count numbers and memory tasks exhibit

a male performance advantage signi�cant at p < 0.001 and the search summation task

displays a male performance advantage signi�cant at p < 0.01.

12In addition, we contacted authors for data. We thank Keana Richards, Enzo Brox, and Olga
Shurchkov for sharing their data.
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Figure 3.11: Correlation heatmap: competitiveness and gender performance gap at the
top

The �gure displays the correlations between gender performance gaps at di�erent percentiles (80th, 85th,
90th) and three measures of competitiveness: male competitiveness, female competitiveness, and the gender
competition gap. The �rst, second, and third columns, correspond to male performance advantage at the 80th,
85th, and 90th percentile, respectively. Male performance advantage at each percentile is calculated as the
di�erence between share of men versus women above the Piece-rate performance respective cuto�. Each cell
reports the Pearson correlation coe�cient and the associated p-value (in parentheses). The correlations are
calculated across tasks, and no correction is applied for multiple testing. The performance data for each task
comes from a single paper while competition data is averaged across all available papers.

A.3 Other �gures and tables
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Figure 3.12: Gender competition gaps across tasks (Western adult samples)
The �gure displays the level of gender competition gaps in the 24 tasks identi�ed in papers utilizing Western
adult samples. The Math-Memory task is displayed as separate tasks depending on the framing used. For each
task, the gender competition gap is calculated as the di�erence in the proportion of men and women choosing
to compete, averaged across papers. n refers to the number of papers per task. For tasks with multiple studies,
p-values were combined using Fisher's method. * p < 0.05, ** p < 0.01, *** p < 0.001.

Figure 3.13: Scatterplot of the gender competition gaps and performance gaps (Western
adult samples)

The �gure depicts the correlation between gender competition gaps and gender performance gaps in pub-
lished and unpublished papers in the literature. The sample of papers is restricted to those using Western
adult samples. Gender competition gap refers to the di�erence between male and female propensity to
choose the competitive Tournament-rate. Gender performance gap refers to the di�erence between nor-
malized average male and average female scores in the Piece-rate stage. Each point is a single sample-task
combination. The sample includes all papers including non-Western and non-adult samples. The red line
shows the �tted linear regression line, and the shaded area represents the 95% con�dence interval.
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Figure 3.14: Gender performance gaps across tasks
The �gure displays the level of gender performance gaps in the 30 tasks identi�ed in the literature. The
Math-Memory task is displayed as separate tasks depending on the framing used. For each task, the gender
performance gap is calculated as the di�erence in the normalized score attained by men and women in the
Piece-rate stage, averaged across papers. n refers to the number of papers per task. For tasks with multiple
studies, p-values were combined using Fisher's method. For 8 tasks, the corresponding papers are missing both
p-values and standard errors. For 3 tasks, data on performance altogether is missing.

Figure 3.15: Di�erence between second- and �rst-order beliefs
Figure displays the average di�erence between second- and �rst-order beliefs across tasks, calculated as the
participant's second-order belief in male advantage - participant's �rst-order belief in male advantage in that
task. The left (right) panel displays the di�erence in beliefs for male (female) participants. Error bars represent
95% con�dence intervals.
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Figure 3.16: Scatter plot of beliefs and competitiveness by gender
The �gure depicts the correlation between competitiveness and believed gender performance gaps across tasks
separated by gender. Competitiveness refers to the the proportion of men (women) choosing the competitive
Tournament-rate over the noncompetitive Piece-rate comes directly from the papers utilizing the task. Belief in
male performance advantage comes from our beliefs experiment and refers to the di�erence in believed average
male score and believed average female score, averaged across participants.

Table 3.4: Gender performance gaps at the top 10%

Task Men (%) Women (%) Gap (pp) p-value

Adding numbers 62.9 37.1 25.7 0.175
Count numbers 65.9 34.1 31.8 0.004 **
Data search 63.8 36.2 27.7 0.079
Search summation 64.6 35.4 29.2 0.025 *
Visual memory 36.8 63.2 -26.3 0.359
Quiz 45.0 55.0 -10.0 0.824
Spot the di�erence 55.6 44.4 11.1 1.000
Math 50.0 50.0 0.0 1.000
Memory 77.1 22.9 54.3 0.002 **
Number in numbers 75.0 25.0 50.0 0.289
Word in word 69.2 30.8 38.5 0.267
Mental rotation 66.7 33.3 33.3 0.122
Multiplication 67.6 32.4 35.3 0.000 ***
Find hidden words 25.0 75.0 -50.0 0.146
Maze 82.4 17.6 64.7 0.013 *

This table reports the gender composition of the top 10% of performers in each task, de�ned as participants
scoring above the 90th percentile of the pooled performance (Piece-rate) distribution, separated by gender.
The \Men (%)" and \Women (%)" columns show the proportion of top performers who are men or women,
respectively. The "Gap (pp)" column displays the di�erence in these shares. The p-values come from binomial
tests of proportions under the null hypothesis of equal representation. For tasks without a forced Piece-rate
stage (Find Hidden Words and Multiplication), performance data are pooled across both Tournament and
Piece-rate participants. * p < 0.05, ** p < 0.01, *** p < 0.001.
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B Beliefs experiment

B.1 Timeline

The timeline is depicted in Figure 3.17. First, participants are explained that they will

see 14 tasks in which past study participants have taken part. We explain to them that

the study is comprised of two parts. In the �rst part, they see 14 randomly selected tasks

out of 22 in a randomized order. On these pages, they see the title and description of the

task as well as an example problem. We elicit their �rst-order beliefs by asking them to

guess how many points an average man versus an average woman earned (Figure 3.18).

Once participants have gone through the 14 tasks, they land on the instructions page for

the second part. Here, we explain to them that their job now will be to guess the answers

of other Proli�c participants in the �rst part. In this part, they see the same 14 tasks in

the same order and report their second-order beliefs similarly. We use a competitiveness

measure developed by Buser et al. (2024), - a survey question reading \How competitive

do you consider yourself to be." Participants answer this question by choosing a number

on a 10-point Likert scale. We also adopt a continuous gender measure developed by

Bren�e et al. (2022)- a survey question asking them to place themselves on a 10-point

Likert scale from \very masculine" to \very feminine." The experiment included three

comprehension check questions and 3 attention check questions.

B.2 Figures
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Figure 3.17: Timeline of the belief elicitation experiment

Figure 3.18: Elicitation of �rst-order beliefs
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