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Abstract

Machine learning (ML) methods are increasingly deployed in settings where
decisions are made about humans, such as education, healthcare, and human
resources. In these settings, pure predictive accuracy is rarely sufficient: stakehol-
ders expect explanations, demand fairness, and seek actionable insights—goals
that association-based ML methods are poorly equipped to fully address. This
dissertation argues that causality, and specifically the framework of structural
causal models and directed acyclic graphs (DAGs) as developed by Judea Pearl,
provides the missing perspective needed to meet these expectations. We aim to
bridge the gap between causality and machine learning for the ML community
by demonstrating how a causal perspective can enrich specific steps of the ML
development pipeline and by identifying and addressing concrete obstacles that
currently prevent ML practitioners from adopting causal methods.

We focus on three steps of the ML pipeline. First, we examine causal feature
selection as a principled approach to data preparation, showing that it produces
mostly competitive results compared to non-causal alternatives even when
DAGs are imperfectly learned. Second, we address model evaluation through
the lens of algorithmic fairness, providing a taxonomy of causal bias mitigation
methods, a classification of causal structures and their fairness implications,
and a framework for selecting appropriate fairness measures based on graph
structure and context. Third, we tackle explanation and insight generation,
developing a method for counterfactual explanations of model predictions
and a framework for constructing causally grounded interventions from model
explanations.

A central challenge throughout all three steps is the construction of accurate
DAGs. We show that combining data-driven structure learning with background
knowledge improves DAG accuracy substantially, and that even imperfectly
learned DAGs support meaningful downstream tasks. We further argue that the
most practical path forward lies in methods that operate at what we call rung
1.5: approaches that use causal graphs to inform and improve association-based
methods and metrics rather than replacing them entirely. This stance balances
the theoretical advantages of causal methods with the practical constraints of
real-world ML development.

Across all chapters, stakeholder involvement emerges as both a practical neces-
sity and a conceptual advantage of the causal perspective: it improves DAG
construction, assigns accountability, and connects technical modeling to the
context-specific goals that motivate ML development in human-facing settings.
Together, the contributions of this dissertation provide a foundation for a more
causally informed, transparent, and responsible approach to machine learning.
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Zusammenfassung

Methoden des maschinellen Lernens (ML) werden zunehmend in Bereichen
eingesetzt, in denen Entscheidungen iiber Menschen getroffen werden, etwa im
Bildungs-, Gesundheits- und Personalwesen. In diesen Anwendungsfeldern ist
reine Vorhersagegenauigkeit jedoch selten ausreichend: Stakeholder erwarten
Erklarungen, verlangen Fairness und suchen nach umsetzbaren Erkenntnissen —
Ziele, fiir die rein assoziationsbasierte ML-Methoden nur bedingt geeignet sind.
Diese Dissertation argumentiert, dass Kausalitét, insbesondere das System
struktureller kausaler Modelle und gerichteter azyklischer Graphen (Directed
Acyclic Graphs, DAGs) nach Judea Pearl, die fehlende Perspektive liefert,
um diesen Erwartungen gerecht zu werden. Ziel ist es, die Liicke zwischen
Kausalitdt und maschinellem Lernen fiir die ML-Community zu iiberbriicken,
indem gezeigt wird, wie eine kausale Perspektive einzelne Schritte der ML-
Entwicklungspipeline bereichern kann, und indem konkrete Hindernisse iden-
tifiziert und adressiert werden, die ML-Praktiker derzeit von der Anwendung
kausaler Methoden abhalten.

Wir konzentrieren uns auf drei Schritte der ML-Pipeline. Erstens untersuchen
wir kausale Variablenauswahl als prinzipiengeleiteten Ansatz der Datenvorberei-
tung und zeigen, dass sie iiberwiegend konkurrenzfahige Ergebnisse im Vergleich
zu nicht-kausalen Alternativen liefert, selbst wenn DAGs nur unvollsténdig
oder fehlerhaft gelernt werden. Zweitens betrachten wir die Modellevaluierung
durch die Linse algorithmischer Fairness und liefern eine Taxonomie kausaler
Methoden zur Bias-Minderung, eine Klassifikation kausaler Strukturen und
ihrer Fairnessimplikationen sowie ein Framework zur Auswahl geeigneter Fair-
nessmafe basierend auf Graphstruktur und Kontext. Drittens widmen wir uns
der Generierung von Erklarungen und Erkenntnissen, indem wir eine Methode
fiir kontrafaktische Erklarungen von Modellvorhersagen sowie ein Framework
zur Konstruktion kausal fundierter Interventionen aus Modellerklarungen ent-
wickeln.

Eine zentrale Herausforderung in allen drei Schritten ist die Konstruktion
akkurater DAGs. Wir zeigen, dass die Kombination datengetriebenen Struktur-
lernens mit Hintergrundwissen die Genauigkeit von DAGs erheblich verbessert
und dass selbst unvollsténdig gelernte DAGs sinnvolle nachgelagerte Aufgaben
unterstiitzen. Dariiber hinaus argumentieren wir, dass der praktikabelste Weg
in Methoden liegt, die auf dem von uns sogenannten ,Rung 1.5“ operieren:
Ansitze, die kausale Graphen nutzen, um assoziationsbasierte Methoden und
Metriken zu informieren und zu verbessern, anstatt sie vollstdndig zu ersetzen.
Diese Position vereint die theoretischen Vorteile kausaler Methoden mit den
praktischen Einschriankungen realer ML-Entwicklung.

Uber alle Kapitel hinweg erweist sich die Einbindung von Stakeholdern sowohl
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als praktische Notwendigkeit als auch als konzeptioneller Vorteil der kausalen
Perspektive: Sie verbessert die Konstruktion von DAGs, weist Verantwortlich-
keiten zu und verbindet technische Modellierung mit den kontextspezifischen
Zielen, die die Entwicklung von ML-Systemen in menschenbezogenen Anwen-
dungsfeldern motivieren. Insgesamt schaffen die Beitrdge dieser Dissertation
eine Grundlage fiir einen starker kausal informierten, transparenteren und
verantwortungsvolleren Ansatz des maschinellen Lernens.
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Chapter 1

Introduction

At the start of the decade, much research in machine learning (ML) and
artificial intelligence (AIff|was dedicated quite narrowly to improving predictive
accuracy by coming up with new model architectures or other twists on the
data pipeline and likewise, most applied research focused on how well these
models performed [4, 68]. This was even true for research areas, in which pure
predictive accuracy was never the only motivating force behind developing and
applying ML methods [4], |68]. These are areas where data stems from, and
decisions are made about humans, e.g., education, (mental) health, human
resources, or banking.

In this dissertation, we argue that in order to realize the motivation behind
using ML in these areas, ML should not be restricted to association-based
thinking (i.e., thinking based on the correlations in the data) and methods
but should be enriched by causality. Accordingly, we aim to bridge the gap
between the areas of causality and machine learning for the ML
communityﬂ Including causality means thinking about causes and effects.
Informally, we speak of a causal relationship between two variables when, had
we intervened to change one of them, the other would have changed as a
consequence. This interventionist notion of causality, formalized in Pearl’s
framework of structural causal models [118], distinguishes causal from purely
associative reasoning and will serve as our working definition throughout. The
value that causality brings to the above mentioned areas, in addition to pure
association-based ML, is best seen by contrasting what ML typically provides
with what we want and expect in these areas.

ML has boomed and continues to boom in many application areas because
of its ability to recognize patterns even when these patterns are incredibly
complex. For example, researchers and practitioners hope that ML methods
can discover patterns in students’ interaction data (e.g., in e-learning systems)
that then allow us to detect struggling students early on [112] or to identify
who will benefit from a specific kind of psychotherapy [68].

While ML models can often, in fact, recognize complex patterns and predict

IThroughout this dissertation, the words machine learning and artificial intelligence are
largely used synonymously, though we view artificial intelligence as the broader term entailing
machine learning.

2We want to highlight that the goal of this dissertation is to make the causal perspective
applicable for the ML community; it is not concerned with making ML methods applicable
for communities primarily interested in causal inference—that is, using ML as a tool within
a causal analysis rather than enriching ML with causal thinking (as, e.g., the topic of double
ML would do).



2 CHAPTER 1. INTRODUCTION

who will, e.g., drop out of a course, perform poorly on a test, or benefit
from therapy, this prediction is only part of why we want to recognize these
patterns. What we typically also want and what is usually stated as the
motivation, even in publications mainly concerned with predictions only, is
to understand why the prediction was made [4]. We care about the concrete
pattern in the data that leads to a specific prediction and want to ascertain
that the pattern is meaningful, i.e., we want an explanation [167]. But more
than just any explanation, we aim for explanations that are counterfactual
[18, [105], i.e., that can be understood in terms of: If this variable had a
different value, then the prediction would be different. Moreover, we want
real-life insights, e.g., what the student could do so that she is not struggling, or
how therapy could be altered; we want insights for interventions and answers to
counterfactual questions such as: What if she had done this differently? [152].
We furthermore want to ensure that predictions are not based on patterns
that should not influence the outcome (such as gender on the target variable),
especially when decisions are made based on them; i.e., we care about fairness
and responsible Al [19]. And when it comes to fairness, we do not just want to
know whether potentially problematic variables influence the target variable,
but how. All of these requirements beyond the pure prediction (explanations,
insights, fairness) are linked to questions that are ultimately causal and ask
about the relationships between variables in the model. Regarding fairness, e.g.,
we may ask why gender seems to impact the target variable and whether the
relationship between gender and the target variable is justified, to be able to
fully assess whether a fairness issue truly exists. As such, an explicit inclusion
of causality seems necessary to meet expectations often present in areas where
decisions are made about humans. Moreover, predictions involving humans do
not occur in a vacuum. Different stakeholders have different interests, different
perspectives, and different needs. They may also be unwilling to trust an ML
model or have impossible expectations. Thus, ML applications should not
be developed without stakeholders |47, 77|, and we argue that stakeholder
inclusion also naturally follows from including causality in ML, as it requires
stakeholders to formulate causal theories.

Generally, we argue that all of these aspects can be better approached and
handled by adopting a causal perspective at every step in the ML development
pipeline. Explicit causal thinking is relatively rare in ML research and applica-
tions. In contrast, association-based thinking is almost ubiquitous: most ML
methods rely on correlation, explainable Al (XAI) methods construct their
explanations on the basis of the correlation-based models, and Al fairness is
typically, though not always, assessed with association-based notions |19, [167].
While current ML methods are powerful and employing XAI on them and using
fairness notions is certainly better than not doing so, we argue that the goals
of Al in areas such as education align poorly with association-based decision-
making, as highlighted above. The causal perspective, often represented by
causal graphs as will be discussed in the next chapter, allows us to naturally



combine all of the topics surrounding the actual prediction while including
stakeholder perspectives. This viewpoint—at least for individual aspects—has
also gained traction in the ML community overall very recently [76, 89].

But while the advantages of thinking causally when developing software tools
that are based around ML models are manyfold and will serve as the motivation
throughout the dissertation, and while, during the past few years, more and more
research concerned itself with fairness [9, 101], interpretability and explainability
[22, |152], inclusion of stakeholders and experts |3} 114}, [121], and many other
topics that make Al more responsible and less volatile [80], causality and ML
are still not often thought together. The ML literature, especially the applied
ML literature, which benefits from causality, largely neglects or does not focus
on causal approaches or a causal perspective |16} 24], 127, [160]. This mismatch
motivates our goal to bridge causality and ML. To do so, we focus on different
steps in the ML development process that will be introduced in Chapter [3]
describe how they can benefit from incorporating causality, and identify the
obstacles that must be overcome to make the causal perspective applicable
to practitioners and researchers. While doing so, we continuously highlight
the importance of stakeholder inclusion and aspects that are shared across
all steps of ML development—most noticeably, the construction of the causal
graph to encode the presumed causal relationships between variables is a known
challenging task affecting almost all steps |116].

Concretely, after the following background chapter (Chapter [2), which is con-
cerned with introducing the important concepts surrounding causality as well
as causality and fairness, the dissertation will be organized as follows.

Chapter [3] This chapter provides a framework for using causality in ML
application development and introduces the research questions answered in the
subsequent chapters. We go over the different steps of ML model development
that benefit from a causal perspective, discuss how to incorporate causality into
these steps, and already mention some problems that causal methods face that
may hinder their adoption. We highlight that the causal perspective binds the
steps in a machine learning process together. We also introduce one prominent
aspect that will repeatedly appear as a tie between the two research questions:
stakeholder inclusion as an advantage of the causal method and as a way to
circumvent its problems.

Chapter [ In the following chapter, we take stock of the current situa-
tion in an area where the causal approach is most accepted: that of causal
bias mitigation. Concretely, we provide a literature survey and, by examining
a well-developed area of causality and ML, identify the specific and general
obstacles that limit the applicability of causal methods in this area. Conse-
quently, after observing that causal bias mitigation is an increasingly complex
area with often unclear assumptions, we introduce a taxonomy of causal bias
mitigation methods. The aim of developing such a taxonomy is to enable ML
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practitioners to understand which methods may be well-suited to their problems.

Chapter [5} In part based on specific obstacles observed in the previous
chapter, this chapter deals with the obstacle that there is no clear framework
for deciding on fairness measures based on causal graphs that encode the causal
perspective. As a consequence, we discuss what different structures in causal
graphs, in conjunction with context, mean for fairness. We also show that
the heavy assumptions identified as problematic in the previous chapter are
not necessarily needed and that we can use association-based metrics, thereby
bridging causality and regular ML tool development.

Chapter [6f This chapter is tightly connected to the one before and tackles
both the general obstacle of constructing causal graphs and the specific obstacle
of recognizing the structures identified in the previous chapter. Concretely, the
chapter examines the inclusion of (even minimal) background knowledge when
learning causal graphs from data and evaluates different methods for this.

Chapter [7} In the next chapter, we evaluate how well causal feature selection
works with regard to predictive performance and fairness. More generally,
however, by evaluating the performance on downstream tasks, our evaluation
procedure allows a more general indication of how well the methods for con-
structing causal graphs (as also developed in Chapter @ work and whether the
obstacle of graph construction is as problematic as it is often considered.

Chapter [8 Finally, we focus on including causality in a step where causal
methods are much less established but very much needed: that of explainability
and insight generation. We argue that stakeholders typically expect counterfac-
tual explanations and often interpret explanations of ML models as if they were
explanations of the real-life data-generating mechanism, subsequently using
them to inform their interventions. Both of these expectations are often not
met with current explainability methods. Therefore, this chapter focuses on
developing frameworks for deriving counterfactual explanations and extracting
insights into the data-generating mechanism.

After these chapters, we will take stock in Chapter [9] and re-evaluate what
our results mean for our effort to bridge causality and machine learning. We
also highlight limitations and future work, and subsequently conclude the
dissertation. It should be noted that the goals of this dissertation lie less in
the development of specific methods but rather in providing an analysis and
evaluation of how to combine causality with ML.

Throughout the dissertation, we focus on education as an example of application
areas where the mere prediction of something is hardly ever the end of the story,
and that started to boom in recent years, leading to a variety of datasets to



work with [104] and a substantial body of work that discusses aspects such as
fairness and explainability |9, |152]. We use examples from this area throughout
the dissertation and educational datasets to evaluate methods and gain insights
closer to reality. It should still be noted that the field of education is largely
exemplary; identical arguments can often be used, e.g., in the field of mental
health.

The dissertation is mostly based on the following publications, ordered by
publication year (newest first):

Cohausz, Lea. (2026). Causal Feature Selection for Fairness and Performance
in EDM Predictions: Concerns About Causal Modeling Should Not Stop Us.
MADOC.

Cohausz, Lea, Kappenberger, Jakob, Stuckenschmidt, Heiner. (2025). Causal
Graphs and Fairness in Machine Learning: Addressing Practical Challenges in
Causal Fairness Evaluation. Journal of Artificial Intelligence Research, 84.

Cohausz, Lea. (2025, July). Why the future of AIED is causal: Argu-
ments for creating a tradition based on causal thinking. In International
Conference on Artificial Intelligence in Education (pp. 17-31). Cham: Springer
Nature Switzerland.

Cohausz, Lea, Kappenberger, Jakob, Stuckenschmidt, Heiner. (2024, March).
What fairness metrics can really tell you: A case study in the educational do-

main. In Proceedings of the 14th Learning Analytics and Knowledge Conference
(pp. 792-799).

Cohausz, Lea. (2022). When probabilities are not enough-A framework
for causal explanations of student success models. Journal of Educational Data
Mining, 14(3), 52-75.

Cohausz, Lea. (2022). Towards Real Interpretability of Student Success
Prediction Combining Methods of XAI and Social Science. International Edu-
cational Data Mining Society.

Apart from these publications, we reference or use small parts of the following
publications, ordered by publication year (newest first):

Cohausz, Lea, Kappenberger, Jakob, Stuckenschmidt, Heiner. (2024).
Combining fairness and causal graphs to advance both. In CEUR Work-
shop Proceedings (Vol. 3808, pp. 1-14). RWTH Aachen.

Cohausz, Lea, Tschalzev, Andrej, Bartelt, Christian, Stuckenschmidt, Heiner.
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(2024). Investigating demographic features and their connection to performance,
predictions, and fairness in EDM models. Journal of Educational Data Mining,
16(2), 177-213.

Cohausz, Lea (2024). Thinking Causally in EDM: A Hands-On Tutorial
for Causal Modeling Using DAGs. In Proceedings of the 17th International
Conference on Educational Data Mining (pp. 1021-1023).

Cohausz, Lea, Tschalzev, Andrej, Bartelt, Christian, Stuckenschmidt, Heiner.
(2023). Investigating the Importance of Demographic Features for EDM-
Predictions. International Educational Data Mining Society.

The author contributed significantly to all the publications mentioned, leading
the conceptualization, experiments, and writing.

Moreover, the author was involved in the following publications, which are not
part of the dissertation project, ordered by publication year (newest first):

Cohausz, Lea, Dieing, Thilo I., Merkle, Belinda, Scheffler, Marc, & Janke,
Stefan. (2025). Smart Start: A Critical Analysis of Chatbots as Tools to
Support Study Orientation. In 23. Fachtagung Bildungstechnologien (DELFI
2025) (pp. 113-127). Gesellschaft fiir Informatik eV.

Dieing, Thilo I., & Cohausz, Lea. (2025, July). Where’s the f*** ing filter?
A survey on handling problematic and sensitive questions in open educational
chatbots. In International Conference on Artificial Intelligence in Education
(pp. 108-115). Cham: Springer Nature Switzerland.

Wilken, Nils, Cohausz, Lea, Bartelt, Christian, & Stuckenschmidt, Heiner.
(2024). Fact Probability Vector Based Goal Recognition. 27th European Con-
ference on Artifical Intelligence.

Dieing, Thilo I., Scheffler, Marc, & Cohausz, Lea. (2024). Enhancing chatbot-
assisted study program orientation. In Proceedings of DELFI Workshops 2024
(pp. 10-18420). Gesellschaft fiir Informatik eV.

Scheffler, Marc, Dieing, Thilo 1., & Cohausz, Lea. (2024). Developing a
personalized study program recommender. In Proceedings of DELFI Workshops
2024 (pp. 10-18420). Gesellschaft fiir Informatik eV.

Wilken, Nils, Cohausz, Lea, Bartelt, Christian, & Stuckenschmidt, Heiner.
(2023, September). Planning landmark based goal recognition revisited: Does
using initial state landmarks make sense?. In German Conference on Artificial
Intelligence (Kiinstliche Intelligenz) (pp. 231-244). Cham: Springer Nature
Switzerland.

Wilken, Nils, Cohausz, Lea, Schaum, Johannes, Liidtke, Stefan, Bartelt,
Christian, & Stuckenschmidt, Heiner. (2023). Leveraging planning landmarks
for hybrid online goal recognition. arXiv preprint arXiv:2301.10571.

Wilken, Nils, Cohausz, Lea, Schaum, Johannes, Liidtke, Stefan, & Stucken-



schmidt, Heiner. (2023). Investigating the Combination of Planning-Based and
Data-Driven Methods for Goal Recognition. arXiv preprint arXiv:2301.05608.
Cohausz, Lea, Wilken, Nils, & Stuckenschmidt, Heiner. (2022, March). Plan-
similarity based heuristics for goal recognition. In 2022 IEEE International
Conference on Pervasive Computing and Communications Workshops and other
Affiliated Events (PerCom Workshops) (pp. 316-321). IEEE.

Alturki, Sarah, Cohausz, Lea, & Stuckenschmidt, Heiner. (2022). Predicting
Master’s students’ academic performance: an empirical study in Germany.
Smart Learning Environments, 9(1), 38.
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Chapter 2

Background

As highlighted in the introduction, this dissertation is concerned with questions
starting with words such as why and what if. In other words, it concerns
causality. Before we can discuss how causality or methods that are causal in
some way can be used, we first need to explain what causality is and how we
can establish it. Afterward, we will also introduce the concept of ML fairness
and how this relates to causality. Before starting with either, we will briefly
explain which notation convention is used in this work. We want to preface
this chapter by stating that we adopt Pearl’s view of causality and that all
information in this chapter, unless otherwise stated, is taken from Judea Pearl’s
book “Causality” [118§].

2.1 Notation

Throughout this work, the following notation conventions are used: Sets are
denoted by calligraphic capital letters (e.g., X'). Elements of sets are written
using lowercase letters (e.g., € X'). Matrices are denoted by bold capital
letters (e.g., X). Vectors are denoted by capital letters (e.g., X). Scalar values
are also represented by lowercase letters (e.g., x). When referring to indexed
values, subscripts are used (e.g., z;). Indices (e.g., i) are used to refer to
specific components of vectors or entries of matrices. Functions are written
using lowercase letters (e.g., f). Probabilities are denoted by P(X), where X
is a random variable and vector, and conditional probabilities are written as
P(Y|X). Note that throughout this work, capital letters are used to denote
both random variables and vectors; in probabilistic expressions, the former
reading applies, and the intended meaning will otherwise be clear from context.

2.2 Causality

As stated in the previous chapter, informally, we speak of a causal relationship
between two variables when intervening on one variable, i.e., actively setting its
value rather than merely observing it, produces a change in another variable.
We can express such relationships with (causal) graphs [118]. More specifically,
these causal graphs are often directed acyclic graphs (DAGs). ADAGG = (V,€)
consists of vertices {vy, ..., v,} and directed edges (v;,v;) € € where v; directly
causes vj, i.e., v; — v;. Hence, a vertex represents a variable, and an edge
represents the causal relationship.

An immediate question is how we can determine which variables cause others
and quantify this connection. One option can be to use random experiments.
When we force a variable to take a random value (i.e., we intervene) for a

9
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sufficiently large number of cases, while keeping everything else the same, and
we observe a change in the other variable depending on the assignment of values
to the other variables, then, simply put, we may speak of a causal connection.
But, for various reasons (e.g., ethics, cost, feasibility), truly random experiments
are often impossible. As the dissertation concerns machine learning, which
typically uses observational datasets, we cannot base causal graph modeling on
experiments. Observational data alone are not sufficient for causal conclusions
without additional assumptions; if we observe that the value of one variable
is associated with the value of another variable, we cannot know whether
this is because one causes the other or because both are caused by a mutual
confounder, i.e., a third (observed or unobserved) variable causing both of
them. The following sections, therefore, examine how we can construct DAGs
(or more general versions of DAGs) even with observational data, starting with
a historical perspective. While doing so, we will also further motivate why the
causal perspective is so valuable.

2.3 Historical Perspective and Motivation

This dissertation is concerned with identifying causal relations in observational
data. Thus, we are in the area of statistics and those who apply statistics.
In the world of statistics, causality and to what extent we can even speak of
causality when using observational data is historically an incredibly contested
topic [118], 1120, [149]. Although humans tend to make causal claims based on
observations, many statisticians and quantitative social scientists believe that
we should abandon causal thinking based on observation only altogether—a
view firmly in the tradition of statisticians such as Karl Pearson [120]. To put
it in the words of statistician Terry Speed [149]: “ Considerations of causality
should be treated as they have always been in statistics: preferably not at all.”
Maybe not entirely surprising, voices contesting this view come from other dis-
ciplines. Physicist Hans Reichenbach introduced the Common Cause Principle
[130]. It states that even with the tools of statistics applied to observational
data—namely in the form of independence tests—we can learn something about
causation. Because if we know that two variables are not independent, then
either one causes the other, or both are caused by a third variable. This view
shifts the attention away from modeling the distribution of the observational
data (classical statistics) towards modeling the mechanisms that generated the
data.

An example often cited as a motivation for explicitly considering the data-
generating mechanism is Simpson’s paradox [118]. Simpson’s paradox describes
the reversal of an association between two variables when a third variable is
taken into account. A concrete example of Simpson’s paradox is the following:
Two schools are testing a new teaching style experimentally, but teachers can
decide which style to use. The schools are interested in the effect on students’
standardized test performance when using the new teaching style compared to
not using it. In other words, we are interested in comparing the probability of
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Overall New style Old style
School  # students % good perf. || # students % good perf. | # students % good perf.
A&B 200 Lo 100 i 100 £
80 18 62
A 100 £ 20 1s 80 &2
30 30 0
B 100 i 80 2 80 2

Table 2.1: The table shows how many students received teaching in the new
versus the old style and how many of them performed well for each school
separately.

a good performance given that a person was taught in the old way versus in
the new style[l]

As shown in the first row of Table (i.e., looking at both schools together),
upon first glance, it seems obvious that the new teaching style leads to a worse
performance: The probability of a good result given that someone was taught
in the new teaching style is 0.48. The probability of a good result given that
someone was taught in the old style is 0.62. However, when looking at each
school individually—as shown in the other two rows of Table [2.1}—we observe
that the new teaching style leads to a much higher probability of performing
well for each school. For school A, the probability that someone performs well
given that they were taught in the new style is 0.9 versus 0.775 in the old
style. For school B, the probability that someone performs well when taught in
the new way is 0.375 versus 0 when taught in the old way. The associations
have reversed. What seems like a paradox from an association-based point
of view is not a paradox at all from a causal theory point of view. Figure
2.1 shows the data-generating mechanism underlying the scenario. School A
is more likely to teach in the old way, but also has way more students who
generally perform well. The opposite is true for school B: They are much more
willing to teach in the new style, but have fewer high-performing students.
The paradox arises when we confuse P(good performance | new teaching style)
with P(good performance | do(new teaching style)). We should not ask for the
probability of a good performance given that we observe the employment of a
new teaching style, but for the probability of a good performance given that
we force the employment of a new teaching style. The latter embodies what we
mean by causality: not correlation but an expression of cause and effect that
could be tested using random experiments. Concretely, because school acts as
a confounder between teaching style and performance, conditioning on school
is required to correctly estimate the effect of teaching style. Why conditioning
on school achieves this, and how we can determine which variables to condition
on in general, will be made precise in Section using the do-calculus.
Perhaps no person is as firmly connected to re-introducing causality to statistics
as computer scientist Judea Pearl, who built his calculus of causality on the

IThe example and all numbers are completely made up by the author.
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. Performance

Teaching Style

Figure 2.1: The data-generating mechanism behind the example as a graph.

Common Cause Principle and whose views on causality are largely the basis
of this dissertation [118]. One of his major contributions lies in inventing the
ladder of causation and the do-calculus, which helps us decide when and how
interventional (i.e., causal) effects can be inferred from observational data and
causal models. Before we can discuss these topics, we need to introduce DAGs,
explain how to establish causal graphs, and discuss related notions.

2.4 Properties of DAGs

As mentioned before, causal relationships are typically expressed in DAGs.
DAGs encode probabilistic (conditional) independence relationships between
random variables. Formally, let 1V denote the set of vertices of the graph
again. Each vertex v; € V is associated with a random variable V;. We say
that two random variables X,Y are independent, i.e., X 1L Y, if and only
if for all values x € X and all y € Y it holds that their joint distribution
P(X = z,Y = y) can be factorized into P(X = z)P(Y = y). Independence
between two variables implies zero correlation, but the converse is not generally
true (i.e., zero correlation does not necessarily imply independence)E]. Two
variables are conditionally independent given a third variable Z, i.e., X 1l Y|Z,
if and only if for all values x € X,y € Y,z € Z with P(Z = z) > 0, the
conditional joint distribution factorizes as P(X =z, =y|Z =2) = P(X =
x|Z = z)P(Y = y|Z = z). Intuitively, conditional independence means that
once the value of Z is known, knowing Y provides no additional information
about X and vice versa.

An important property of DAGs, the local Markov condition, is that each
random variable V; is statistically independent of its non-descendants given
its parents, i.e., V; AL Vi Desc(v;)|VPa(v;) Where Pa(v;) encodes the parents of
vj. A variable is then a function of its parents and independent noise N, i.e.,
Vi = fi(Vpa(,), Nj) [118]. The local Markov condition allows us to decompose
the joint probability:

n

P(Vi,.,Va) = [ [ P(VilVeaqw,) (2.1)

=1

2Here, correlation refers to linear (Pearson) correlation. Zero linear correlation does not
imply independence, as variables can have nonlinear dependencies that Pearson’s r fails to
capture.
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Further, note that a variable is independent of all other variables given the
corresponding node’s Markov blanket (MB), which is comprised of the node’s
parents, children, and children’s parents (spouses).

The global Markov condition allows us to determine conditional independence
relationships between random variables from the graph structure. For any
two distinct vertices v;,v; € V and a set § C V, we say that v; and v; are
d-separated by this set S if every path between v; and v; is blocked by S. This
then implies that the corresponding random variables V; and V; are conditionally
independent given Vs. A path ¢ between v; and v, is blocked by S if:

e Lither ¢ contains a chain v; — v, — v; or a fork v; <— v, — v; and the
middle node vy, is in S;

e Or ¢ contains a collider v; — vy, <= v; and the middle node is not in S,
i.e., vy ¢ S, and such that no descendant of the middle node vy, is in S.

As explained, the graph encodes probabilistic relationships. The underlying
assumption is that of causal faithfulness: the probability distribution P is
faithful to DAG G if, for all 7,7 and S C V, the variables V; and V; are
conditionally independent given Vs in P if and only if the corresponding
vertices v; and v; are d-separated by S in G. It should be noted that causal
faithfulness is not empirically testable. We cannot verify from data alone
whether all conditional independences in the distribution are reflected in the
graph and vice versa. Violations are known to occur in practice, e.g., in linear
models where causal effects along different paths cancel each other out [123].
Moreover, we assume causal sufficiency: all relevant nodes (i.e., all confounders)
are included in G. There are no unobserved confounders. Models for which this
holds are also called Markovian [118].

The assumptions of causal faithfulness and sufficiency, as well as the global
Markov condition, are the foundation of learning causal graphs from data.
Under these assumptions, a graph G is considered compatible with the data
distribution P if, for all 4,5 and S C V, d-sepg(v;, v;|S) <= V; L V}|Vs € P
[83]. These assumptions are the basis for constraint-based structure learning,
which allows us to identify a causal DAG from data up to its Markov equivalence
class (MEC) [118].

Two graphs are Markov equivalent if and only if they have the same skeleton, i.e.,
contain the same undirected edges, and the same v-structures. A v-structure is
a structure of three vertices and two edges in which one vertex is a collider,
i.e., v; = v < v; (where vy is the collider). Any two DAGs sharing the same
skeleton and v-structures are based on the same probability distribution and
independence relationships.

The MEC of a true graph G can be uniquely defined by a complete partial
directed acyclic graph (CPDAG). A CPDAG is a skeleton where edges are
directed in the following way:

e All v-structures are identified, and edges are oriented accordingly.
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CPDAG DAG | DAG Il

Figure 2.2: An example of a CPDAG and two DAGs being constructed based
on this CPDAG.

e Subsequently, edges are now oriented so that new v-structures or cycles
are avoided.

The resulting graph is a CPDAG, in which some edges may not be oriented.
All DAGs that share this CPDAG are in one MEC [118|. Figure [6.2 shows an
example of two DAGs being in the same MEC and sharing the same CPDAG
(leftmost graph). The difference between the two is highlighted in yellow.
The above procedure is essentially the same as that used in constraint-based
structure learning [83|. For constraint-based structure learning, we start with a
fully connected but undirected graph. Then, each pair of variables is tested for
its (conditional) independence. If two variables V;, V; are (conditionally) inde-
pendent, a separating set S; ; is stored and the edge between the corresponding
vertices v;,v; is deleted. Once this phase is completed, edges are oriented
as described above. A v-structure is identified, if three vertices v;, vy, v; are
connected like this: v; — v, — v; and vy, is not in the separating set S; ; for v;
and v;. Then, edges are oriented like this: v; — v, <= v;. Subsequently, other
edges are oriented to avoid new v-structures and circles.

As an example, consider the leftmost graph in Figure [2.3] which shows the
skeleton of the graph after performing independence tests. In addition, we know
that all separating sets include ﬂﬂ except for the separating sets of A and B as
well as A and C. Hence, we know that A, D, B and A, D, C form v-structures
and orient edges accordingly in the middle graph in Figure (blue edges).
Next, we orient other edges to prevent new v-structures (green edges) or cycles
(red edges) in the rightmost graph. This procedure highlights that, in theory,
when the independence tests return the correct results, we obtain a partially
directed graph in which the directed edges represent causal relationships [118].
It may be that the above-mentioned rules for edge orientation disagree for
one or more edges. Such cases indicate the existence of a latent, unobserved
variable and can be handled in different ways. Typically, such a disagreement
is modeled by inserting a bidirectional edge [118].

3In this example, upper case letters are used to name nodes.
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ONEBOROYEOROYRC

Skeleton v-Structure Orientation CPDAG

Figure 2.3: An example of orienting edges in the skeleton after performing
independence tests.

By now, we have established that CPDAGs can be constructed from observa-
tional data alone and that these CPDAGs show causal relationships. Other
structure learning approaches exist, most notably score-based methods, which
instead search for a DAG that optimizes a global goodness-of-fit score over
the space of possible graphs [83]. These do not carry the same theoretical
guarantees regarding causal identifiability as constraint-based methods, but are
widely used in practice and will be discussed where relevant throughout the
dissertation. Of course, our goal is not only to construct any DAG but a causal
DAG—Dbe it from CPDAGs or via other structure learning methods. While
there may be several DAGs within a single MEC (or that can otherwise be
reasonably inferred), we are interested in the one DAG that actually represents
causal relationships. However, because constraint-based learning only recovers
the MEC rather than a unique DAG, additional information is needed to
identify the true causal DAG. This can come in the form of domain knowledge,
additional assumptions about the functional form of the structural equations, or
interventional data. Throughout this dissertation, and particularly in Chapter
6] we will return to this challenge and discuss how even minimal background
knowledge can help narrow down the set of candidate DAGs.

These causal graphs then allow us to already talk about causal relationships
and connections between variables. Often, however, we are interested in asking
even more involved causal questions, such as: What if we assign a student to a
specific teaching style (versus observing a student being taught in a specific
style)? What if we had assigned a different teaching style to a student?

2.5 Ladder of Causation

To better distinguish between different causal questions and the assumptions
required to answer them, Judea Pearl introduced the ladder of causation [11§]
as shown for illustrative purposes in Figure 2.4 The ladder consists of three
distinct rungs, with higher rungs requiring more assumptions and more involved
modeling. We will now go through the three rungs, starting with the lowest
one.
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The Ladder of Causation

What if I had done?

Counterfactuals

What if I do?

Intervention

What if I see?

Association

Figure 2.4: The ladder of causation.
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2.5.1 Rung 1: Association

The first rung consists of mere association-based questions that can be answered
by simply considering the observational distributions [118]. A typical question
on this rung is: How likely is it that we observe high performances by students
taught in a specific teaching style? And a possible answer would simply be
the posterior distribution P(performance|teaching style). The questions that
can be answered on this rung are not causal, do not require any causal model,
and do not require interventions to answer them. Accordingly, the answers
do not allow causal conclusions. We do not know whether there is a causal
connection between the two variables or if there is a confounder (here: the
school). Typically, machine learning (and all steps in the machine learning
pipeline) operates on this rung.

2.5.2 Rung 2: Intervention

The second rung consists of interventional questions, i.e., questions that ask
about the effect of some external manipulation (i.e., of doing something)—this
is what an experiment would answer [118|. A typical question might be: How
would students’ performance be affected if we assigned them to a specific
teaching style? Note that answering these questions requires interventional
distributions P(performance | do(teachingstyle)). We already contrasted this
question with the one on rung 1 when discussing the example and introducing
the do-operator. The do-operator allows us to bridge probability theory and
causality by representing the external intervention. Graphically, an intervention
modifies the graph in the sense that incoming edges to the intervened graph
are removed (as we now intervene on the setting of this variable). Hence, the
intervention has both a probabilistic and a graphical representation.
Whether we can compute the interventional distribution from observational
data depends on assumptions and the DAG. Generally, causal effect estimation
requires the absence of unobserved confounding (causal sufficiency) [11§]. It
also requires that the causal graph be correctly specified. Moreover, certain
graphical conditions must be met for causal effect estimation. Pearl invented
the do-calculus to determine whether the graph allows the identification from
observational data. Concretely, do-calculus consists of three rules, and their
applicability can be determined via the graphical condition of d-separation.
The overall goal of applying the rules of do-calculus is to eliminate the do-
operator—the consequence of being able to remove the do-operator is that we
can estimate causal effects with only observational data.

Do-Calculus

Rule 1: Insertion/deletion of observations. The first rule defines the
conditions under which conditioning variables can be added or removed once
the intervention has been completed. Let Gg, denote the DAG obtained after
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intervening on the variable X, i.e., all incoming edges into the vertex v; € V
are removed. Let X, Y, Z W C V be disjoint sets of vertices. Denote the sets
of corresponding random variables as: Xy = {V; : v; € X},Y), ={V; 1 v; €
V. Zz ={Vi:v € Z}, Wy = {V, : v, € W}. Then, the following equality
holds: P(Yy|do(Xx), Zz, Ww) = P(Yy|do(Xx), Wy) if and only if the set of
vertices ) is d-separated from Z given W U X in the intervened graph Gy, ,
ie,Y L ZIWUX in Gx,. In other words, if J and Z are d-separated given
W U X, then the conditional probability of Yy, does not depend on Zz, so the
variables in Z can be removed as they are probabilistically irrelevant.

Rule 2: Action/observation exchange. The second rule defines the

conditions under which interventions can be replaced by observations. Let G¢ z
denote the DAG obtained from G by:

e Removing all incoming edges into the vertex set X (corresponding to the
intervention do(Xx));

e Removing all outgoing edges from the vertex set Z (a hypothetical graph-
ical operation to test d-separation, which does not have a probabilistic
interpretation).

Then P(Yy|do(Xx),do(Zz), W) = P(Yyldo(Xx), Zz, Wyy) if and only if the
vertex sets )V and Z are d-separated given YW U X in the graph Gx 4, ie.,
Y U ZWUX in QXZ. In other words, after intervening on X, if ) and
Z are d-separated in Q;Q z, then an intervention on Z can be replaced by an
observation when the probability expression already contains do(Xy).

Rule 3: Insertion/deletion of actions. The third rule defines conditions
for adding or removing interventions altogether. Let us denote as QXW a
DAG where all incoming edges into the vertex set X have been removed and
where all incoming edges into those vertices Z C V that are not ancestors
of any vertex in W C V in the graph G5 have been removed. We have
P(Yy|do(Xx),do(Zz), Wy) = P(Yy|do(X~), Wyy) if and only if the vertex sets
Y and Z are d-separated given WUX in the graph QXW’ ie., Y U ZIWUX
in Gg zayy- Hence, in this case, we can remove the interventions do(Zz)
entirely—we do not only replace them with their observations. The probabilistic
interpretation behind this rule is that if the intervention on Zz neither changes
the distribution of Wy nor the distribution of Y3, once Wy, and Xy are fixed,
then the intervention on Zz is redundant. We want to stress again that it
is important to distinguish between the vertices in Z that are ancestors of
variables in W versus those that are not. We can only remove the incoming
edges of the non-ancestors because otherwise, an ancestor vertex v; € Z may
change the distribution of W), which will lead to problems because Wy is
being conditioned on.

To summarize, reaching the second rung requires a DAG and the causal
sufficiency assumption; the causal faithfulness assumption is, in addition,
needed when learning the DAG from data. Moreover, we can only compute
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the causal effects if, with the help of the rules of do-calculus, we manage to
eliminate the do-operator.

In our example with the teaching style, when we graphically intervene on
teaching style (in an experiment, we would assign teaching style randomly), we
remove the edge from school to teaching style, i.e., we have teaching style —
performance <— school. Because the school still directly affects performance, we
cannot ignore it and must condition on it. Using Rule 2, the intervention can be
related to an observational quantity once we condition on the school, because
in the modified graph, the teaching style is independent of the assignment
mechanism given the school. Then, using Rule 1, we can express the inter-
ventional distribution as a weighted average over schools, since performance is
conditionally independent of the assignment of the teaching style once both
the teaching style and the school are fixed. We get the formula:

P(performance|do(style)) = Z P(performance|style,school) P(school)

school

This formula is essentially equivalent to computing the effect of the teaching
style within each school and then averaging according to the distribution of
students across schools.

2.5.3 Rung 3: Counterfactuals

The third rung consists of questions that ask about alternative worlds, imagining
what would have happened if someone had received an alternative treatment
[118]. A typical question may be: If a student had been taught in a different
teaching style, would she have performed better? Answers to these questions
require counterfactuals: What would the performance of a student taught with
teaching style A look like if the student had been taught in teaching style B
instead? On the third rung, we can reason about changes at the individual
level (which is not possible on rung 2). To compute counterfactuals, we have
the same requirements and assumptions as for rung 2, but we also need the
concrete data-generating interpretation accompanying the DAG.

Structural Causal Models

This can be done using the structural causal model (SCM) framework [118|. The
SCM of a specific system is a collection of structural equations specifying the
causal mechanisms. In SCMs, one typically discriminates between endogenous
and exogenous variables. The values of exogenous variables are determined
outside the model, so they cannot have parents in the causal graph. These values
are assumed to be given and to have no measurement error. The exogenous
variables capture background factors and unmodeled influences. In contrast,
endogenous variables are variables whose values can be determined within the
model by using the other variables. Hence, they are children of other nodes in
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the graph. This also means that each endogenous variable can be defined as a
function of its parents and exogenous noise terms that represent unobserved
causes and randomness. Hence, for an endogenous variable X; associated with
vertex v; € V, we have:

X = in(pa(Ui)7UXi) (22)

where pa(v;) C V denotes the set of parent vertices of v; in the DAG, and
Uy, represents the exogenous noise associated with X;. The noise terms are
typically assumed to be mutually independent across equations, representing
the assumption that there are no unobserved confounders jointly influencing
any two variables in the model (i.e., the model is Markovian).

With these structural equations, we can then compute counterfactuals. For
this, we need the abduction-action-prediction procedure |118|.

Step 1: Abduction. The first step consists of inferring the posterior dis-
tribution over the exogenous variables using the observed data: P(U|Xy =
zx,Yy = yy) where U denotes the set of all exogenous noise variables, and
Xy, Yy are the observed random variables associated with vertex sets X, C V),
respectively. With this, we can then explain the observed outcome in terms
of latent disturbances. It allows us to connect the counterfactual world to the
actual individual that we have observed.

Step 2: Action. The second step consists of the actual intervention. In
the structural equations, we replace the random variable Xy associated with
the vertex set X C V with the counterfactual values: Xy := z’y, where 2/
represents the counterfactual value that we have not observed. Intervening
on the variable can again be seen as a graph modification. Importantly, all
exogenous variables stay fixed at their values.

Step 3: Prediction. In the final step, we compute the counterfactual by
propagating the fixed exogenous variables U (calculated in step 1) through
the modified structural model (modified in step 2). That is, we compute
P(Yy xy=at, | Xx = 71, Yy = yy) where, again, 2’y denotes the counterfactual
values of the variables Xy that were not observed, and Yy and Xy are the
random variables associated with vertex sets ) and X', respectively.

Note that, because of the individual-level analysis, we can attribute the effect
of one variable on another [118]. It allows us to conclude, e.g., that a specific
student would have performed poorly if she had received a different teaching
style, or that she would have still performed well. However, the assumptions,
especially due to the exogenous variables, are also strict and hardly testable.
It should be noted that there exists a framework that can be seen as an
alternative to the SCM framework, the potential outcomes framework, which
shares the same fundamental notion of causality. The potential outcomes
framework is widely used in statistics to estimate average treatment effects
[133]. The framework defines causal effects in terms of counterfactual outcomes,
that is, the comparison between the observed and the hypothetical outcome
under the observed and the hypothetical treatment is the causal effect—this
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is conceptually similar to the SCM framework [118, |133]. Also similar to
the SCM framework, the potential outcomes framework focuses on the unit-
level. In contrast to it, though, no explicit causal structure is needed, and
assumptions are typically stated as statistical conditions only. As such, it
is less expressive than the SCM framework, less specific in clarifying what
is assumed and identified, and what cannot be answered, and, from Pearl’s
perspective, also does not allow the natural progression on the rung of the
ladder that SCMs allow. Because of the shared notion of causality but the
higher expressiveness of the SCM framework, we mostly refer to the SCM
framework in this dissertation. In related literature, the two frameworks are
often treated as relatively equivalent [99].

2.5.4 Overview

To briefly summarize the ladder of causation: The rungs present a strict
hierarchy with a natural order. When we are on higher rungs, we can answer
questions on lower rungs. That is, if we can compute counterfactuals, we can
also compute interventional distributions and observational distributions (by
marginalizing out). Accordingly, higher rungs require more modeling (no DAG,
DAG, DAG with structural equations) and increasingly stricter assumptions
(none, unconfoundedness, modeling of exogenous variables, etc.).

2.6 Causality and Observational Data

As mentioned in the chapter’s introduction, other disciplines typically hold
a more rigid view of whether we can even speak of causality when basing
our conclusions on observational data [149]. As we have seen throughout this
chapter, under specific assumptions, we can construct a causal graph and
even estimate causal and counterfactual effects from observational data alone.
Nonetheless, it is certainly the case that it is not always possible to construct
a (unique) causal graph from observational data alone and that it is also
not always possible to estimate causal effects or counterfactuals. Prominent
problems are incorrect independence tests or spurious correlation (for graph
construction), unobserved confounding, and misspecified structural equations.
These problems are well known and prominent in the literature [123]. We argue
in this dissertation that these problems and the way they are perceived are
part of the reason the causal perspective has received so little attention in
machine learning. With a causal perspective, we mean any kind of explicitly
causality-based decision-making or the employment of a specifically causal
method (more on what this practically means will follow in the next chapter).
As explained in the introduction, the goals of this dissertation are to make the
case for why the causal perspective is valuable and to make it more practical in
different ways. Clearly, considering the problems and assumptions introduced
in this chapter is a major part of this.
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2.7 Fairness

Throughout this dissertation, we will repeatedly discuss aspects concerning ML
fairness, as this is one of the areas in which causal methods are most established
and recognized. For this reason, we will now also provide some background on
ML fairness.

Fairness is a highly contested theoretical construct, subject to multiple inter-
pretations across diverse social and scientific domains [73|. For example, while
some define fairness as providing equal opportunities for all, others argue that
it requires either equal treatment or equitable outcomes——which may then
involve redistributive measures—to truly promote fairness [40]. With the rapid
proliferation of ML in various applications, concerns regarding the fairness of
decisions made by these systems have become increasingly prominent [54]. In
the quest for more just and equitable ML-based decision-making, researchers
have proposed a wide range of operationalizations of fairness. Many of these
approaches rely on the idea of algorithmic bias, which refers to systematically
varying model performance across individuals, resulting in disadvantages for
some of them [107].

In general, measureq]| proposed to quantify algorithmic bias either aim to
produce similar predictions for similar individuals (i.e., individual fairness)
or, more commonly, for different social groups (i.e., group fairness) [100|. To
meaningfully cluster individuals into such groups, these measures rely on
sensitive variables, which are typically demographic characteristics [9}, [100].
Demographic features include, among others, attributes such as gender, age,
and socio-economic status. Baker et al. [9] define demographic features as
variables that remain immutable within the context of the ML application.
For instance, in an educational setting, features like gender are considered
demographic and potentially sensitive because they cannot be altered within
the setting (unlike, for example, educational attainment). This definition of
sensitive features typically means they are either root nodes in a graph or
descendants of other sensitive variables (as opposed to descendants of regular
variables). This property will be discussed more in Chapter @

In this dissertation, we will focus on the following most often used measures
of group-specific, non-causal algorithmic bias, where Y represents the binary
prediction of random variable Y, Y is the binary ground-truth, and A is a binary
random variable that is sensitive (e.g., demographic) attributeﬂ Subsequently,
we will also discuss causal fairness measures.

e Demographic parity (DP) codifies the notion that predictions should
be independent of the sensitive attribute. Thus, it requires that the

4We use the term notion for the general concept, measure for a quantity that assigns
numerical values, and metric only for symmetric quantities that impose fixed numerical
relations.

5All the following definitions can be and already have been extended for the non-binary
case.
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positive prediction rate is equal between all groups across the sensitive
attribute |45], i.e.:

PY=1A=0)=PY =1A=1) (2.3)

If the values are not roughly equal, a bias has been detected according to
DP.

e Conditional demographic parity (CDP) does not require full inde-
pendence between the sensitive feature and the target but rather implies
the conditional independence of the prediction and the sensitive attribute
given a set of “legitimate” variables [78]|. Thereby, it effectively frames
fairness as the parity between smaller subgroups, i.e., for an additional
variable R:

PY=1A=0,R=r)=PY =1A=1,R=7), Yr (24)

¢ Equalized Odds takes the ground-truth into account and defines fairness
as the equality of false positives and false negative rates across the groups
examined [64], i.e.:

PY=1A=0,Y=y)=PY =1|A=1,Y =y) (2.5)

Again, if the values are not roughly equal, a bias has been detected
according to EO.

DP and CDP belong to the group of independence measures that consider
only the distributions of features and predictions. In contrast, the separation
measure EO also incorporates the ground-truth Y [129].

Simultaneously with the development of these prominent group fairness mea-
sures, the causal fairness community developed its own set of causal fairness
measures [99]. This development came in response to criticism concerning these
group fairness measures. Particularly, scholars pointed out that the sole focus
on model output and the distribution of the sensitive features can lead to very
different interpretations depending on the fairness measure chosen, and that it is
often not clear what measure to choose |28, 99, [144]. As a motivating example,
scholars often refer to variants of Simpson’s paradox where the assessment
changes drastically even within the family of independence-based measures
and where we may arrive at wrong conclusions (especially when confusing an
associational with an interventional distribution), which we cannot afford in
critical settings [99]. As typically no justification for one or another notion or
measure is provided and, indeed, cannot really be provided without considering
the data-generating mechanism, measuring fairness with non-causal measures
can lead to wrong beliefs about the actual bias in a system and is prone to
fairness-hacking [144].

Causal fairness measures, in contrast, measure biases using the SCM framework
[99]. There are many different causal fairness measures that Makhlouf et al.
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[99] organized into a taxonomy in a survey paper. Their taxonomy is largely
based on the rung of the ladder of causation that this notion reaches and, thus,
the assumptions underlying the SCM. For the remainder of the dissertation,
we will focus on two notions (but three measures) in particular, which we
consider the most prominent and are on the third rung of the ladder, and differ
in whether they allow explaining variables. Explaining variables are variables
through which information from the sensitive feature is allowed to travel to
the target [99]. Conceptually, they play a similar role to the variable R in
CDP, because both define a subset of the sensitive feature’s influence that is
considered legitimate, although they differ structurally: R is a conditioning
variable in an associative expression, whereas explaining variables are mediators
in a causal path. Generally, causal fairness measures on the third rung also allow
an individual fairness assessment, as we can, via the equations, estimate for
each person how a change in a sensitive feature would affect their outcome [99).
This capability of causal fairness measures can also be seen as an advantage,
but empirical evaluations are typically conducted at the aggregated level rather
than the individual level.

With regard to the specific notions, the first notion is actually split up into two
measures: the natural direct and the natural indirect effect [119).

e The natural direct effect (NDE) quantifies the direct effect of the
binary sensitive variable A (associated with a vertex v4 € V) on the target
variable Y (associated with vy € V), i.e., along the pathway v4 — vy,
independent of any mediating variables Zz. It captures the change in
the probability of ¥ = 1 when switching the sensitive attribute from
a baseline value aqy to an active value a;, while keeping the mediating
variables Zz fixed at the values they would naturally attain under A = ay
(denoted as Zz 4,) [118,|119]. Hence, we consider a counterfactual setting.
Formally, we write:

NDEq, 00(Y) = P(Yaza,, z2-22., = 1) = P(Yaza, = 1). (2.6)

e Conversely, the natural indirect effect (NIE) quantifies the indirect
effect of A on Y via the mediating variables Zz, i.e., along the pathway/(s)
vq — vz — vy. It captures the change in the probability of Y = 1 when
setting the mediating variables Zz to the values they would attain under
A = a; (denoted as Zz,,), while keeping the sensitive attribute fixed at
A = qg [118,119]. Formally, it is defined as:

NIEq, a0(Y) = P(Yazap, 22=220, = 1) = P(Yazay = 1).  (2.7)

Together, these measures quantify the overall influence of A on Y. A closely
related notion is the path-specific effect (PSE), which also captures a
counterfactual setting |28, |118]. In contrast to the NIE, the PSE calculates
the effect along a specific path 7 from v4 to vy, rather than summing over all
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indirect paths. This allows us to exclude certain paths from the overall effect if
the information traveling through them is considered legitimate (i.e., it allows
us to define so-called explaining variables) [27]. For a given path 7 from v4 to
vy, the path-specific effect PSE] _ (Y) is defined as:

ai,ao

PSE; (V) = P(YA:aHmA:amﬁ =1) — P(Ya—q, = 1). (2.8)

ai,ao

Here, YA:aum A=ag)s denotes the counterfactual random variable where the value
of A is set to a; along the path 7, while it is set to a¢ along all remaining paths
7 from v4 to vy.

For all measures, the larger the resulting value in absolute terms, the greater
the algorithmic bias.

While there are many more (often closely related) causal fairness measures, the
mentioned ones are most prominent and exemplary for the family of causal
fairness notions [99]. Again, we want to highlight that they require a fully
specified SCM, for which certain additional assumptions hold. NDE and NIE
are identifiable in Markovian models if, in addition, there are no intermediate
confounders between the mediating variables Zz and the outcome variable
Y. The PSE additionally requires the assumption that the recanting witness
criterion is not satisfied. This criterion is satisfied when there is a node along
the causal path 7 : v4 — ... — vy that is connected to vy through another
causal path that is not in a subpath of 7 [8]. For example, assume we aim to
estimate the PSE of 7 : vy — vw — vx — vy, but there also exists a path
va — vy — vy. Here, vy is the recanting witness. In such cases, the PSE
along 7 cannot be identified from observational data alone, even in an otherwise
Markovian model, meaning that no estimation procedure can reliably recover
the PSE without additional assumptions or interventional data. If the models
are not Markovian, the identifiability hinges on even more rigid assumptions.
Later in the dissertation, we will discuss the consequences of the rigidity of
these assumptions.

Before we continue to the next chapter, we want to introduce our running
example, which we will repeatedly refer to and use throughout this dissertation
for illustration.

2.8 Running Example

The running example is a fictitious scenario for which we defined a synthetic
SCM. The scenario is as follows: A university offers fast-track admission
to its Master’s program for students who are in the process of completing
their Bachelor’s program at this university. Whether they admit a student
mainly depends on whether they think the student will complete their Master’s
degree, which has a relatively high dropout rate. Because they already have
detailed information on the academic performance of their Bachelor students,
their dataset is rich, containing many variables on performance in past courses.
Their dataset also includes demographic information that students must provide
when applying. The ground-truth graphical representation of how the variables
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Socio-
Economic

Figure 2.5: The causal graph that represents our running example.

in their dataset relate to the target variable Complete Master can be seen
in Figure 2.5l The target variable is colored in blue. We can see that the
variable disability directly affects the performance of two courses and indirectly
affects the performance of one course through Course 1. This subnetwork is not
connected to the target variable, however. Using this disconnected subnetwork,
we will test whether the variables are indeed found to be irrelevant in subsequent
chapters. Further, we can see that the variable Mother Tongue affects Course 4,
Course 6, and the grade in the Bachelor Thesis directly and Course 5 indirectly
through Course 4. It also indirectly causes the target variable through the
Bachelor Thesis grade. The variable Socio-Economic Status also affects Course
6 and the Bachelor Thesis. Gender impacts Course 7 and both directly impact
the target variable. Similarly, Course 9 affects Course 10, and both affect the
target variable. Race and Course 11 affect Course 12 and Course 11 also
impacts the target variable.

The construction of the equations of the SCM is presented in Appendix [A] We
developed this SCM to accommodate many different structural types, which
will be relevant to later parts of the dissertation. In its basic form, there are
no latent confounders in the SCM, and the DAG allows the identification of
the causal effects of all predictive variables on the target variable. We sampled
data from the SCM, which we use throughout this dissertation. The data
sampled from this SCM represents an exemplary dataset D = {X, Y}, where
X represents the available features and Y the target variable, completing the
Master program, in this scenario, as it could be used in a machine learning task.
The target variable is binary (complete Master or not), representing a simple
binary classification task. Note that random noise is part of the structural
equations.



Chapter 3

Framework

This chapter presents the dissertation’s overall arguments, highlighting the value
of causality for ML while introducing some of the obstacles to adopting a causal
perspective. Generally, we believe that the causal perspective can be helpful
for individual steps in the ML development pipeline (to make models more
explainable, fairer, or even more efficient). However, it can also be seen more
holistically as a way to connect different steps and to rethink the development
of ML applications for areas involving decision-making about humans. Because
of this, we will first briefly discuss the general steps in developing an ML
application; subsequently, we will dive into specific steps that can benefit from
the causal perspective and which we are concerned with for the remainder
of the dissertation. Finally, we will introduce our research questions, which
address specific obstacles to bridging causality and ML while also connecting
the different steps back together.

3.1 Machine Learning Pipeline

Figure presents the development pipeline of a machine learning application.
Before an application can be developed, the problem that the application is
supposed to solve needs to be defined [164]. We refer to this step as step 0
because it is not a technical step and because all subsequent steps can only
occur if a clear problem can be defined. Typically, ML tools are developed to
make processes more efficient and data-driven.

From a purely technical perspective, the first step when developing an ML
application is the extraction and subsequent preparation of data [164]. The
data can be structured or unstructured, and stationary or temporal. This thesis
is mostly limited to structured, stationary data, although many of the aspects
discussed throughout it are relevant to other data, too (e.g., time series data).
Typically, data is extracted that is believed to be helpful for solving the task
stated in step 0; accordingly, data may need to be merged from different sources
initially. The data preparation depends on the type of data and is concerned
with making data machine-readable (encoding text as numbers); optional but
helpful parts are concerned with preparing the data in such a way that the
subsequent model training is made more efficient and stable, e.g., by selecting
relevant features or by normalizing values.

Once the data is prepared, appropriate ML methods are selected, and models
are trained and evaluated to eventually choose the best-performing model
for deployment [164]. The selection of appropriate methods depends on the
data used and the problem attempted to be solved, but there are typically

27
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Step 0:
/_’ Problem Definition

Step 4:
Deployment

Figure 3.1: The life cycle development pipeline of an ML application adapted
from and including step 3 following . The steps we discuss in depth
throughout this dissertation are highlighted in color.

many different options. All trained models are compared against each other.
This evaluation is conducted on a different, previously unseen part of the
dataset and involves comparing one or more key metrics. Traditionally, the
evaluation focuses on performance metrics that compare how accurately the
models predict the ground-truth values—although the exact measure depends
on the problem definition. More recently, evaluation in critical applications,
i.e., when decisions are made about humans, also involves metrics that assess
algorithmic fairness, as explained in the previous chapter . As already said,
based on the evaluation, one model is typically selected and then deployed.

As an intermediate step, we have the explanation and intervention generation
step. Traditionally, this step is not part of the pipeline [5| [164], but in high-risk
settings (such as education), understanding the mechanisms behind a model’s
predictions is often important, and in some cases even required by law [151].
Accordingly, this step has been included in some recent work [95]. Research has
shown that understanding the factors that contribute to a decision facilitates
trust in the system and can even be used to further improve the model .
Gaining insights into the prediction mechanism can either be done by directly
looking at the model if the model is not overly complex and decision rules can
be understood easily (white-box model) or by employing separate methods to
extract important parts of the mechanisms if models are complex (black-box
models) . Depending on the requirements of the initial problem definition,
the prediction explanations may even become part of the deployed model,
providing explanations to users and serving as the basis for interventions.

The deployment step involves integrating the model into a production envi-
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ronment [164]|. This step also means that the model now sees new data and
makes online predictions. It should be noted that this step is only sensible
if the model is believed to be sufficiently well working (according to relevant
metrics).

Because the data the model is faced with after deployment may differ or may
eventually (e.g., due to temporal shifts) differ from the data seen during training
and evaluation, and because the use of the ML application may have unforeseen
consequences, it is important to continually monitor the model’s behavior, the
consequences of the model prediction, and to store new data as it emerges.
Based on the monitoring and new data, the process ideally continues with
refined decision-making at each step.

In the subsequent chapters of this dissertation, we focus on specific topics
within the steps of the ML pipeline until and including step 3—these steps
are also highlighted in green in Figure [3.1] Generally, the causal perspective
lends itself particularly to steps that directly involve data manipulation and
insight generation from the data and predictions. Step 4, in contrast, is
usually not considered in depth in the ML literature, as it is more seen as
a part of software development. Step 5 is not a focus of this dissertation.
This is partly due to the practical constraint that datasets for deployed ML
tools are generally unavailable, making an empirical treatment of this step
difficult. Nonetheless, we briefly touch on how the causal perspective can inform
monitoring conceptually, thereby illustrating its full potential across the entire
pipeline. We also highlight the importance of step 0 in all subsequent chapters,
to varying degrees. Although step 0 is not a technical step and is therefore
highlighted separately in Figure [3.1] it is included as a focus of this dissertation
because the causal perspective has particularly concrete implications for how
the problem is framed, and these implications, as we will argue, propagate
through all subsequent technical steps.

3.2 The ML pipeline and the causal perspective

Next, we will discuss how specific aspects within these steps can benefit from
the causal perspective, highlighting the motivation for doing so and briefly
noting to what extent causal methods are already used, thereby introducing
existing hurdles. As stated, we start by highlighting the importance of the
problem definition.

3.2.1 Step 0: Problem Definition

The most influential step in the ML pipeline is the often implicit problem
definition, as it affects all others [164]. Introducing the causal perspective at
this step mostly involves extending the problem definition, thereby already
framing the problem and the solution within a causal structure. In our running
example, the university may want an application that preselects promising
candidates currently in their Bachelor’s program based on their likelihood of
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completing the Master’s program, to reduce the admissions office’s workload.
Immediately framing the problem definition with the causal perspective leads
to asking questions such as what the relationship between different variables
and finishing the Master is, what variables are believed to causally matter, and
which do not, or should not, and what causal dynamics in the data exist. To
answer such questions, it is typically sensible to address not only the admissions
office but also previous and current Master’s students and teaching personnel,
as they may offer different insights. Asking causal questions may make it more
apparent that we need broader stakeholder involvement, since the admissions
office may not even be able to answer them.

The stakeholders may then reveal that certain courses in the Bachelor program
are important preparation for the Master program and that the Bachelor thesis
is particularly important, as the Master program places a lot of emphasis
on scientific writing. Some stakeholders may also report that women are
discriminated against in one course during the Bachelor’s degree. Furthermore,
stakeholders may acknowledge that having strong language skills—which is
information not directly available in the data but indirectly through the variable
mother tongue—affects the performance of students in several courses and the
Bachelor’s thesis.

From these observations, it becomes clearer what a good prediction is and that,
in this case, specific fairness metrics are important to consider. For example, it
may be most important to us that all students who will complete the Master’s
be identified (compared to identifying all students who will drop out or fail).
This tells us that recall is likely a more appropriate metric than accuracy
or precision. Regarding fairness, we may believe that the impact of gender
through courses due to discrimination is problematic, but that mother tongue
may contain legitimate information as long as it does not directly influence the
target.

We argue that asking explicit causal questions can help clearly specify require-
ments and, subsequently, operationalize aspects such as evaluation in a way
that closely matches stakeholders’ expectations and establishes trust in the tool.
Hence, by simply extending this step by asking precise causal questions, we
can kick off a development process that clearly entails the causal perspective
and that, thereby, is continually including stakeholder perspectives, which has
been named as an important component of responsible ML systems.

3.2.2 Step 1: Data Extraction and Preparation

From the previous step, we have an idea of what data is needed or could be
collected, if feasible. Once the data are available, causal methods are particularly
valuable for selecting truly relevant variables to feed into ML models [170].
Generally, feature selection is an important step in ML and can significantly
improve ML model performance and stability, especially for tabular data tasks
with many features [92]. Using fewer features also makes model training more
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efficient [92]. Causal methods for feature selection are based on the property of
DAGs that every variable is independent of any other variable given its Markov
blanket, as explained in Chapter 2] From this property, it follows that the MB
is the ideal feature subset for model training, containing all information relevant
with respect to the target variable [170]. Since identifying MBs is trivial once
the DAG is known, the challenge of causal feature selection is to construct
the DAG. Consequently, many algorithms have been developed for efficiently
identifying an MB from observational data, typically by using constraint-based
methods without even learning the full DAG; however, learning the full DAG
is also a frequent strategy for feature selection [84} |172].

Causal feature selection not only leads to a theoretically ideal feature subset
and, therefore, accurate and efficient models, but, because it requires a DAG or
at least a subpart of the DAG (the MB), also allows us to retrieve interesting
insights about the data generating mechanism, potentially providing an indi-
cation for interventions, and additionally brings model explanations closer to
causal interpretability by ensuring that only causally relevant features enter
the model. In our running example, the MB of the target variable consists of
the parent nodes Bachelor thesis, Gender, and Course 7, 9, 10 and 11. There
are no children or spouses in this or most relevant scenarios because the value
of the target variable is a prediction and follows the other variables temporally.
From the DAG, we may learn that, e.g., the Bachelor’s thesis is important
because academic writing skills are relevant for the Master’s program. If we
wanted to allow more students into the Master’s program and increase their
chances of completing it, we could offer additional academic writing tutoring.
Explanations can also be derived from a DAG. For example, if a person is
rejected, they could be informed that this was due to their poor performance
in certain courses, which indicates a lack of understanding of relevant con-
tent. It should be noted that the concrete formulation of the intervention
still requires background knowledge best provided by stakeholders. In most
scenarios, variables are mostly proxies for more difficult-to-measure concepts.
For example, we need to infer that the important part of the Bachelor’s thesis is
the difficult-to-measure academic writing skill. Though including stakeholders
in this step again takes effort, we argue that it is actually a benefit of causal
methods. A final advantage of causal feature selection is that features can be
selected to meet fairness requirements by simply considering the causal graph.
In the simplest form, all variables could be excluded that are descendants of
variables we do not want to affect the final prediction [87]. More on fairness
will follow in the next subsection.

Generally, causal feature selection theoretically offers many advantages. For all
of these reasons, causal feature selection is, in a sense, an established research
area; the causal structure learning community often highlights feature selection
as one of the direct use cases of causal methods [84]. At the same time, the
broader ML community has only rarely considered causal feature selection
methods in surveys or comparative works, and a real-life evaluation of causal
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feature selection methods is typically missing |21, 26| |38, 75]. In the educational
data mining community, causal feature selection methods are essentially never
used [128|, 160]. The biggest obstacle to using these methods is constructing
DAGs. Not only do few ML practitioners have a deeper understanding of
how structure-learning methods work, but the methods also have a reputation
for being unreliable when applied to real data |36, 56]. Using stakeholder
information to construct DAGs could mitigate problems with data-driven
structure learning, yet despite this idea having been around for years, this
strategy is rarely evaluated [35].

3.2.3 Step 2: Model Training and Evaluation

Once the data is prepared, we can train models using different ML methods
and evaluate them on appropriate metrics. Theoretically, if we have a fully
and correctly specified SCM, the structural equations already encode the data-
generating mechanism and could, in principle, serve as a prediction model since
the equation for the target variable directly expresses how it depends on its
parents. In practice, however, obtaining a correctly specified SCM is rarely
feasible, and even then, a well-trained ML model may achieve comparable or
better predictive performance precisely because it is optimized for prediction
rather than for capturing the true mechanism. We will briefly return to this
topic in Chapter [9] Generally, in this dissertation, we do not focus much on
the actual prediction model to emphasize that transparent and reliable ML
tools need to achieve more than score high on a performance metric.

Both the refinement of the model during training and the final model selection
are based on their performance according to relevant metrics, informed by
step 0, as highlighted above. Causal methods are particularly well-suited for
evaluating the model’s fairness, as already explained in the previous chapter.
The structures present in a DAG reveal, at least when combined with additional
stakeholder insights and the problem definition, a fine-grained picture of what
can be considered fair and provide stakeholders with a basis for their decision-
making [28,99]. Accordingly, and as explained, many causal fairness measures
have been developed to account for different fairness notions [99]. Regarding
our running example, stakeholders may decide, upon viewing the DAG, that
the direct impact of gender on the target variable is legitimate but that the
indirect impact is not. Causal methods may allow us to disentangle these effects
[27]. In addition, some causal methods have been developed to mitigate biases
(what we call causal bias mitigation methods); these are then often based on
the corresponding fairness notions [87]. In the previous subsection, we already
mentioned causal feature selection methods as one family of approaches. Other
approaches impose constraints on the model during training or at prediction
time (in- and post-processing methods, respectively) 23], 58|.

The advantages of causal fairness have gained some traction in the general ML
fairness literature, and the need to view fairness through the causal lens has
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become somewhat recognized, at least [9,(99]. Still, the employment of causal
fairness notions is rare, and causal methods for mitigating fairness problems are
almost never used in practice. Again, the problem with these methods is that
they require DAGs or fully specified SCMs in this case, and that some notions
and methods require even more assumptions to hold. Moreover, they put a
focus on stakeholder perspectives, which is an advantage but requires some
effort. In addition, the literature on causal notions and methods is tricky to
place for the broader ML community. While causal fairness notions underline
the importance of structure- and context-specific assessments, mapping the
structures to notions has not been discussed extensively yet [28]. With regard
to methods for mitigating unfairness, there is no clear taxonomy yet, and
requirements are often not explicitly named, which also makes it difficult to
contrast them with non-causal methods.

3.2.4 Step 3: Explanation and Intervention Generation

Once we decide on a model based on its evaluation results, it may be necessary
to construct explanations for predictions, which involves testing methods for
explanation generation, so that when new data is encountered after deployment,
new explanations can be created on the fly. As already mentioned, explanations
may be a legal requirement but may also be needed to foster trust in a
system |41, [151]. Imagine that a current Bachelor’s student receives the
news that they were not admitted to the Master’s program. Of course, the
student will ask why that is—in the hope of changing something that changes
the prediction [110]. Research showed that, typically, people understand
explanations in a counterfactual and sometimes even causal sense [18, [105]:
When an application is rejected and the explanation states that a contributing
factor was the poor Bachelor thesis grade, people (here, there admission office
or the student who applied) will likely understand it as because of the grade
and even as if the grade were different, the decision would be different—this
matches the expectation when asking question starting with Why?. The most
prominent explainability methods (LIME and SHAP), however, do not produce
explanations that match these counterfactual interpretations. Although this
mismatch between expectations and explanations has been recognized, especially
in the educational domain, but also beyond, relatively few approaches have
actually taken on the problem, though a few, albeit less well-known methods
(in application scenarios at least) exist [110} [152].

However, there exists a related but potentially even more problematic and
nuanced misinterpretation: Stakeholders may not only interpret an explanation
as a counterfactual explanation with regard to the prediction but also with
regard to the real-life data-generating mechanism, i.e., they may understand the
explanation as: If the grade/the academic writing skills were better, the student
would complete the Master’s. Such an interpretation is not only unachievable
with standard explainability methods but also unfounded when predictions
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are based on non-causal MLL methods. However, the idea that ML methods
may be able to identify interesting data patterns that may tell us something
we did not know before about the data-generating mechanism is valid—after
all, we use these methods in the hope that they pick up on complex data
patterns. Based on these insights, it may then be possible to arrive at sensible
and targeted interventions |41} |42, 71}, [111]. Still, it is not directly possible to
make claims about the true data-generating mechanism, as also highlighted by
e.g. Mu et al. [111], and there are no explicit explainability methods that try
to integrate these causality-based expectations with the actual explanations.
Using only the MB as input (a procedure that may follow from step 1) removes
non-causal features from the prediction and is thus a necessary condition for
drawing causal conclusions from the model outputs, though it is not by itself
sufficient, as the model may still learn associations within the MB rather than
causal relationships. Especially if we do not restrict the input features (e.g.,
because we have few features or little trust in the learned DAG or MB), we
need to directly introduce causality into the explainability step. Doing so would
again require a DAG to make the proposed data-generating mechanism explicit
and could also involve updating a DAG proposed in previous steps but not
considered reliable.

Generally, in contrast to the other steps for which causal alternatives exist
that theoretically provide advantages over non-causal methods, this step has
few causal alternatives and simultaneously requires counterfactual or causal
methods to meet expectations.

3.3 Bridging causality and ML: Research Ques-
tions

Throughout the previous section, we highlighted the advantages of the causal
perspective for individual steps of the ML pipeline, but even throughout this
section, we have repeatedly linked the different steps together. For example,
causal feature selection may help with fairness and explainability; a causality-
based problem definition defines the fairness evaluation. We argue that this is
one of the advantages of the causal perspective: it seamlessly binds together
different steps and objectives. This linking also limits the additional effort that
causal methods may require—a constructed DAG can be helpful not for one
but for many steps. To also connect this advantage to step 5, an agreed-upon
(by different stakeholders) DAG can inform us of what we need to monitor and
which relationships between variables may change over time, requiring a partial
retraining of the model. For example, if a lecturer who discriminates against
women retires, then an edge in the DAG would disappear.

Generally, the requirement for DAGs binds together the different ways of in-
cluding causality; DAGs can be reused but also refined and updated throughout
the ML development life cycle. At the same time, DAG construction is also
arguably the major obstacle to using causal methods. We have repeatedly
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highlighted that stakeholder involvement may inform and improve DAG con-
struction, but we also acknowledge that stakeholder inclusion alone is unlikely
to yield accurate DAGs. Still, stakeholder inclusion is another aspect that
naturally emerges as we employ the causal perspective: it makes apparent that
we need stakeholders’ input, e.g., for selecting appropriate fairness notions.

In the following chapters, we will delve deeper into the concrete steps, identifying
obstacles and proposing solutions to better bridge causality and ML, making
causal methods accessible to the broader ML community.

By doing so, the dissertation highlights the interconnectivity of the different
steps throughout and also highlights it as a natural consequence of the causal
perspective. Accordingly, our research questions (RQS)EI that guide the indi-
vidual chapters of this dissertation can both be assigned to one specific step
while also having implications for other steps.

Concretely, in Chapter |4, we start with two RQs:

RQ1: What is the current state of causal bias mitigation in re-
search? We start with a literature review on causal bias mitigation for mainly
two reasons: First, including causality is relatively established in the area of
algorithmic bias assessment and mitigation and can, thus, reveal much about
what advantages but also limitations that prevent researchers and practitioners
from using causal methods exist. Second, although causal bias mitigation is
mostly part of step 2, some bias mitigation methods rely on feature selection,
which is part of step 1. Hence, by investigating RQ1, we will see that many
of the obstacles about the use of causal methods that emerge will be present
in several steps. It should be noted that some causal bias mitigation methods
discussed in this chapter (specifically those that are based on feature selection)
will be empirically evaluated in Chapter [7}

RQ2: How can we classify different bias mitigation approaches?
RQ2 directly addresses one of the key gaps identified in answering RQ1. What
we highlight as a problem with the current state of causal bias mitigation right
away is that the field currently lacks a clear taxonomy that helps organize
approaches according to their assumptions and notions. Hence, we ask how we
can construct an appropriate taxonomy that further helps clarify the current
state of causal bias mitigation research.

One of the major aspects we highlight as a result of RQ1 is that most research
focuses relatively narrowly on improving scores that represent algorithmic
bias, while the topics of which influences even need to be mitigated and how
to construct DAGs to perform causal bias mitigation are neglected. Thus,
Chapters [f] and [6] focus on these topics.

Our RQ in Chapter [5] is:

!Some of the RQs that we present here are split up into more fine-grained RQs in the
respective chapters. These fine-grained RQs have a letter behind the RQ (e.g., RQ4a).
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RQ3: How can we select appropriate fairness measures and sub-
sequent bias mitigation strategies? We show that the combination of
causal graphs and the explicit consideration of context shapes the decision
of whether a fairness issue may have to be investigated and how to mitigate
it. As such, while this chapter deals with model evaluation and is therefore
mostly part of step 2, it necessitates careful problem formulation and the clear
definition of goals (to incorporate context), making this chapter particularly
closely connected to step 0.

As the previous chapters already highlighted the necessity of DAGs, Chapter [0]
deals with the learning of DAGs. Concretely, we examine whether including
background information when using data-driven structure learning improves
DAG learning, both generally and with respect to assessing algorithmic bias.
Concretely, the RQs of this chapter are:

RQ4: Does the correctness with which DAGs are learned increase
when including background knowledge? As the construction of DAGs is
relevant for all steps, this RQ most clearly spans all steps.

RQ5: What does the inclusion of background knowledge mean for
the assessment of algorithmic bias? Here, we again especially focus on
aspects relevant for step 2, as we are concerned with the meaning of evaluating
fairness.

After showing that background information indeed improves the learning of
DAGs, but also showing that even on synthetic data, some errors still persist,
we are interested in investigating what these results mean for applying causal
methods to real-life data for which no ground-truth exists. As causal methods
for feature selection and bias mitigation theoretically guarantee results that
cannot be improved upon if the used DAG is correctly specified, we ask the
following RQs in Chapter [}

RQ6: How do causal feature selection methods compare against
other methods with regard to predictive performance?

RQ7: How do fair causal feature selection methods compare against
other methods with regard to algorithmic bias?

Clearly, both of these RQs are mostly concerned with step 1, although evaluat-
ing this step is more part of step 2. Moreover, as our results also indicate how
well DAGs are learned and, thus, how well applicable causal methods are, the
implications of this chapter are much more far-reaching.

Our final RQs concern step 3. As highlighted in this chapter, the expectations
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stakeholders have regarding explanations of ML models do not match the ex-
planations they receive in two distinct ways. Consequently, we ask in Chapter 8}

RQ8: Given that stakeholders typically interpret ML predictions
in a counterfactual sense, how can we retrieve explanations for ML
predictions that match these counterfactual expectations?

RQ9: Given that stakeholders often interpret explanations of ML
models as insights into the real-life data-generating mechanism, how
can we generate explanations that are meaningful with respect to this
mechanism rather than merely reflecting model-internal associations?

RQ9 again involves a construction of DAGs, although in a different way
compared to before. As such, although this chapter is clearly focused on step
3, it is also highly connected to the other steps.

Hence, the dissertation focuses on each step in different chapters, while at the
same time, no step can be seen individually, especially the construction of
DAGs, which connects all chapters.
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Chapter 4

Causality and Bias Mitigation

As we have established already in Chapters [2] and [3] a good estimation and
evaluation of ML fairness in a specific scenario requires an understanding of the
data-generating mechanism as expressed with, e.g., DAGs [28, 99]. In Chapter
Bl, we will highlight more nuanced advantages of considering the data-generating
mechanisms even further.

Based on the observation of the importance of understanding the data-generating
mechanism, the research area of-—what we call—causal bias mitigation has
evolved as a subarea of bias mitigation, i.e., the area of ML that is concerned
with eradicating dependencies between predictions and sensitive groups in a
way that matches the chosen fairness notion |20} |69]. We characterize all those
papers as belonging to the causal bias mitigation area that claim a causal
approach to bias mitigation. Often, this claim is underscored by the papers
coming with their own or an established causal fairness notions (compared
to the purely association-based group or individual fairness notions) |27, [87].
The interesting aspect of causal bias mitigation is that, on the one hand, it is
relatively well established as a strategy, and even non-causal literature reviews
have begun to acknowledge the existence of causal methods and the idea that
they are well-suited for this task. This popularity makes causal bias mitigation
an interesting area to observe existing obstacles when employing causal methods
(hence, our RQ1). And on the other hand, these reviews typically do not go
into depth when it comes to causal methods and do not focus on them |20
25, 169]. Researchers with a non-causal focus typically ignore the methods in
their practical evaluations of bias mitigation methods |24} [127]. Chen et al.
[24] provide the probably largest empirical study comparing bias mitigation
approaches—mnone of the 17 methods are causal bias mitigation methods. Hort
et al. [69], who provide the most complete survey on bias mitigation, only
dedicate very little space to causal methods. This slight disregard may, in part,
stem from the difference of those methods compared to other bias mitigation
approaches (e.g., use of different notions, specific assumptions, additional re-
quirements) that makes it difficult to compare them directly, but the area itself
is also heavily heterogeneous with very different ideas concerning causality,
different assumptions, and different stages of ML in which the bias mitigation is
employed. This heterogeneity makes it difficult to discuss them cohesively as a
single branch of research and to navigate the area. Observing a similar problem
with causal fairness measures, Makhlouf et al. provided a literature survey of
causal fairness measures to tackle the problem of diverse measures with often
vague assumptions and provided several options to place these measures in
relation to each other [99]. We argue that a literature survey that develops

39
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a taxonomy for causal bias mitigation is currently missing, and thus aim to
provide such a taxonomy and a characterization of each family within it (hence,
our RQ2). By doing so, we can also recommend which approaches may be
particularly well-suited for specific situations. Additionally, it may allow a
broader research community to interact with the presented ideas.

In this chapter, we, therefore, provide a review of bias mitigation approaches
for tabular datal] used for ML predictions as the result of a detailed literature
search. To the best of our knowledge, we are the first to conduct a review
in the area of causal bias mitigation. We detail our taxonomy based on the
ladder of causation and the stance of explaining variables, and briefly introduce
each family in Section [£.4] Finally, we highlight general findings to further
address RQ1, thereby describing current obstacles and how to address them,
and discuss practical implications in Section [4.5]

4.1 Background: Causal Bias Mitigation

Bias mitigation is concerned with removing the influence of a set of sensitive
variables A on the prediction Y of the target variable Y. In the following and
in accordance with Chapter [2 a sensitive variable is represented by A € A,
X € X represents a predictive variable that is not in A, and Y represents the
target variable. Y denotes the prediction of Y.

What is meant by the influence of A that is supposed to be mitigated depends
on the fairness notion and subsequent fairness measure chosen [99]. As discussed
before, these are either, and most prominently, group fairness measures, less
prominently individual fairness measures, or, alternatively, causal fairness
measures [19]. Many fairness notions are mutually incompatible under realistic
conditions [19]. Some approaches allow the developer or stakeholder to choose
among several measures, whereas others work with only one or a few similar
measures |24, 166|. Bias mitigation approaches are generally often classified
based on the stage in ML model development in which they are employed,
and this also partially determines which notions can be served: pre-processing
techniques are typically used on the data directly before the model is learned
(e.g., by de-correlating features); in-processing techniques are used during the
model learning process (e.g., in the form of a loss function accounting for the
fairness constraint); post-processing techniques are used after model training
(e.g., by adjusting the prediction thresholds for different sensitive groups) [51].
Causality-based approaches for bias mitigation can, in principle, be applied at
all stages, depending on the specific method.

A clear definition of which approaches fall under the category of causality-based
bias mitigation (causal bias mitigation, for short) does not exist. Cheng et
al. [25] describe two different bias mitigation approaches they consider causal:
propensity score matching and counterfactual data augmentation. However,
these are only two approaches from a much more diverse area. Cheng et al. [25]

Note that results may look different for, e.g., computer vision research.
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also highlight the general potential value of causal graphs for bias mitigation.
Somewhat in line with this, we define those bias mitigation approaches as
causality-based that: a) either use DAGs or base their work on DAGs or
the potential outcome framework, or b) clearly state that they consider their
approach to be causal and that relate their work heavily to other approaches
that are causality-based. The lack of a definition of what causal bias mitigation
is already reflects the lack of a literature on causal approaches; most notably,
there are few reviews or surveys in this area.

4.2 Related Surveys

Existing surveys have either focused on causal notions of fairness but not bias
mitigation [43, 122] or on bias mitigation but not with a focus on causal bias
mitigation [69]. Pessach and Shmueli [122] discuss bias metrics and datasets
used for fairness tasks, but causal fairness was only given a small subsection.
Dunkelau and Leuschel [43] discuss different notions of fairness, one of which is
causal fairness, but no bias mitigation strategies. Makhlouf et al. [99] compared
causal-based fairness notions in their comprehensive survey but did not discuss
mitigation; still, this is the paper most clearly related to ours. Su et al. [150|
review several causal fairness notions and also discuss causal bias mitigation as
part of their review. However, this is not their focus.

Hort et al. [69] surveyed different bias mitigation papers for tabular data.
Although some are in the causal mitigation domain, they are not discussed in
detail.

Caton and Haas [20] wrote a survey on different notions of fairness and types
of bias mitigation techniques. One of the categories of bias mitigation they
identified as part of the pre-processing techniques is causal methods. Although
they discuss the general family of methods, it is not their focus, and our survey
also shows that not all causal bias mitigation approaches are pre-processing
techniques. Zhu et al. [179] surveyed, among other topics, mitigation strategies
and causal inference, but only for recommendation systems, which has a very
different literature.

Cheng et al. [25] wrote a review on using causality for socially responsible
artificial intelligence. They named bias mitigation as one area that can benefit
from causality and, as mentioned before, discussed two approaches. However,
they do not provide a comprehensive taxonomy or definition of causality-based
bias mitigation approaches, and are also not focused on tabular data.

So, again, these surveys clearly show a lack of a taxonomy or a general higher-
level discussion of the area of causal bias mitigation.

4.3 Selection of Papers and Procedure

For this review, we attempted to find as many papers as feasibly possible
that claim to introduce a causal bias mitigation approach and to construct a
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taxonomy from this set of paper§?] The reason for proceeding this way was
that we want our taxonomy to hold across as many approaches as possible and
avoid the fallacy of only including papers that fit a predetermined taxonomy.
Moreover, this procedure allows us to draw more general conclusions about
trends (e.g., concerning datasets or evaluation procedures) and problems we
observe.

We first selected papers from the surveys mentioned above and identified
18 relevant papers. Then we searched Google Scholar in private mode to
ensure that previous searches did not influence the recommended articles using
the search terms “causal bias mitigation”, “path-specific bias mitigation”, and
“causal fairness improvement”. This search yielded 51 additional papers. Finally,
we conducted a forward search from five frequently cited and very different
papersﬂ, yielding an additional eight papers. In total, we selected 77 papers.
The following criteria were relevant for selection:

e The paper introduces a new bias mitigation techniqueE]

e The bias mitigation technique is applicable to tabular data and prediction
tasks (i.e., not only for image or textual data, not for recommendation
methods, or for attempting to learn a policy), and it does not only handle
a very specific situation (e.g., streaming data or domain shifts).

e The paper clearly states that the authors understand the approach to be
causal, following what we already stated in Section 4.1}

The list of papers and their characteristics can be found in Appendix .
Having such a list of papers on causal bias mitigation may help other researchers
and practitioners better understand the research area and enable us to draw
more general conclusions.

4.4 Rungs of the Ladder and Explaining Vari-
ables: A Taxonomy

The papers resulting from this search vary widely in many dimensions (assump-
tions, metrics, processing stage of mitigation, etc.). One may be tempted to
classify them by the stage at which mitigation is employed, as bias mitigation
techniques are often classified this way |20, 69]. However, as Caton and Haas
[20] observed, many causal approaches are used in the pre-processing stage.

2Note that this does not mean that we claim to have identified all papers establishing a
causal bias mitigation method.

3A forward search means that we searched through the papers that cited each of the
selected papers, using them as a starting point for the search.

4If two papers from the same group of authors introduce the same method without any
adaptation, the more elaborate paper is selected.

°In addition, the repository detailing the surveyed papers can also be found here: https:
//github.com/lea-cohausz/CausalBiasMitigationSurvey.
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Still, these approaches vary widely, and some applied during pre-processing
are more closely related to post-processing approaches than to others applied
during pre-processing. Instead, we believe it makes sense to classify them on
two dimensions. Additionally, two special cases result in two additional families.

Makhlouf et al. [99] classified causal fairness measures according to the rung
of the ladder they reach. As the fairness measure chosen for causal bias
mitigation also determines which assumptions about the SCM must be met and
which information is kept or discarded, we largely follow their logic. However,
we rather focus on the fairness notion that the authors claim to base their
mitigation strategy on, and not on the actual measure used in the paper, as
approaches often try to achieve fairness according to a notion, but measure it
using a measure that does not directly align with that notion. For example,
some approaches attempt to satisfy a fairness notion on a higher rung, e.g.,
counterfactual fairness (a notion on the third rung), but then assess the resulting
fairness using a measure on a lower rung (e.g., total effect, a measure on rung
2). Hence, we assign approaches to the notion that they are motivated by and
try to satisfy. To summarize, the first dimension is to classify them by the
rung of the ladder on which the fairness notion the paper focuses on is situated.
We discuss methods that focus on notions at the second and third rungs, and
methods that use causal graphs but do not reach rung 2 because they do not
use interventions. In correspondence with other work [99|, we place these latter
approaches on a rung of their own (rung 1.5). We do not discuss methods that
focus solely on notions on rung 1 without any causal considerations, as these
are the regular, non-causal bias mitigation methods covered in other reviews.

In the second dimension, we classify the approaches based on their views on
explaining variables, which, of course, is also connected to the notion of fairness.
Explaining variables, as we discussed in Chapter [2] are a subset of the predictive
variables through which information from sensitive variables is allowed to pass
[99]. They are also often called admissible variables. For example, an influence
of gender on college admission through department choice may be admissible,
but the influence of gender on college admission through the evaluation of
an interview may not be admissible. Hence, department choice may be an
admissible variable, but interview evaluation may not. Thus, the stance on
explaining variables (i.e., whether they are allowed) is indicative both of what
information is allowed and of the scholars’ views on what they consider fair.

By classifying approaches based on the rung and stance on explaining variables
that the chosen fairness notion has, most families can be characterized by
being based on one or a few tightly related fairness measures. In the few cases
in which an approach clearly belongs (based on the cited literature and the
fairness notion) to a family that does not allow explaining variables but itself
allows explaining variables, we still classify it as belonging to the family that
does not allow explaining variables.

As already mentioned, we have two other families of approaches that we believe
need to be discussed separately: one is on the third rung but concerns the



44 CHAPTER 4. CAUSALITY AND BIAS MITIGATION

prediction rather than the ground-truth for evaluating fairness, and the other
is characterized by allowing fairness measures on different rungs—we call the
latter methods that are on the escalator, as they easily move between the rungs.
Figure shows an overview of the taxonomy.

We do not claim that our assignment to the different families is perfect; in-
deed, there are some ambiguous cases. We believe, however, that discussions
surrounding the placement of methods could actually help the area move for-
ward, as causal assumptions and views on fairness need to be made explicit.
Our taxonomy, which also addresses our RQ2, may help set the discussion’s
dimensions.

We start with the notions on the third rung, as these are arguably the ones
most characteristic of causal bias mitigation and also make up the majority of
approaches. Then, we descend the ladder.

When introducing the different families of approaches, we usually describe
the main idea of the performing bias mitigation according to this family.
Subsequently, we discuss the assumptions that must be met for most of the
approaches to work. We highlight the required assumptions using our running
example. Finally, we discuss some defining characteristics.

No Explaining Variables

Prediction-Based ¢—— 3 - Counterfactuals

Explaining Variables

No Explaining Variables
2 - Interventions

Explaining Variables

| ... 1.5.-Graphonly. ..

Regular Bias Mitigatiom_
(not covered)

a-- 1 - Association

Figure 4.1: The image provides an overview over the proposed taxonomy. The
texts in red represent the families within the taxonomy.

4.4.1 Rung 3

As explained in Chapter [2], the third rung of the ladder of causation allows
one to answer counterfactual questions, which is only possible when strong
assumptions are made. Exact identification of counterfactual quantities gen-
erally requires a fully specified SCM, although several approaches attempt to
approximate counterfactual reasoning under weaker assumptions. The full spec-
ification includes the explicit modeling of latent (unobserved) variables whose
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posterior distribution is estimated using the SCM, which allows us to produce
counterfactual samples using the abduction-action-prediction procedure [118|.
As a reminder, when the SCM is fully known, including P(U), counterfactuals
are identifiable for Markovian models. Counterfactual fairness is primarily
framed as an individual-level fairness notion rather than a purely group-based
one. Further assumptions necessary for each family of approaches are discussed
specifically for that family.

No Explaining Variables

Approaches on the third rung that do not allow explaining variables typically
perform so-called counterfactual bias mitigation. Counterfactual bias mitiga-
tion usually operates on the notion of counterfactual fairness; the introduced
measures NIE and NDE are examples of such measures [87]. The terminology
is a bit unfortunate, as the other families on the third rung also make use of
counterfactuals, but in more specific ways. Counterfactual fairness is a very
strong notion of fairness in the sense that it requires a predictor’s outcomes
to be equal for the actual observations and the counterfactual world in which
the sensitive attributes are different for each individual separately. Note that
this is not simply the same notion as Fairness Through Unawareness (FTU),
which is satisfied by not including sensitive variables, as the impact sensitive
variables have on other predictive variables also needs to be accounted for [100].
Following the definition of Kusner at al. [87] to measure counterfactual fairness,
a predictor is counterfactually fair if under any context X =z and A = a, it
holds that P(Y—o(U) = y|X = 2,A =a) = P(Ya—a(U) = y|X = 2, A = a)
for all y and for any o’ attainable by A. Many practical approaches evaluate
counterfactual fairness by generating counterfactual samples. A predictor is
then given the observed and the counterfactual samples; for counterfactual
fairness to hold, the prediction must be equal. Many counterfactual bias mitiga-
tion approaches also use the counterfactual samples to produce fair predictors
[58, |181]. Because having a complete SCM is a significant assumption, some
approaches have sought to circumvent the need for one. For example, some
approaches focus on generating counterfactual samples even when the SCM
is unavailable, using variational autoencoders [82| or adversarial learning [58].
Sanchez-Martin et al. [138| only require the DAG, not the SCM, using a
graph variational autoencoder that takes the graph structure as input and
approximates the counterfactual distribution. Madras et al. [9§] try to satisfy
the counterfactual notion of fairness even under unobserved confounding.

Still, sampling accurate counterfactuals is tricky, and verifying whether the
counterfactual distribution is correctly specified is hard. Kusner et al. [87]
show that any predictor that is only trained using non-descendants of A is
automatically counterfactually fair under the assumption that A is a root
node—in such settings, a counterfactually fair predictor is achieved without
the need of producing counterfactual samples. Zuo et al. [180] show how
to identify the relevant variables to exclude even when the DAG is not fully
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specified. However, in many realistic scenarios, the vast majority of predictive
variables will likely be descendants of at least one sensitive variable, severely
impacting utility. According to Kusner et al. [87], if latent variables can be
inferred, they can be used for the predictor instead of the predictive variables
that are descendants of sensitive variables—thus transporting information from
the excluded predictive variables. Hence, several approaches have also focused
on retrieving more information from predictive variables without compromising
counterfactual fairness and without requiring counterfactual samples, e.g.,
Duong et al. [44] learn an invariant representation that is unchangeable with
sensitive variables.

Because measuring the exact counterfactual fairness is difficult, many use
approximate measures [134], other individual fairness measures [44, 98], or
measures on the second rung [180]. Notably, Ehyaei et al. [46] define a fairness
metric based on counterfactual fairness to measure the similarity between
individuals and use causal adversarial perturbation and adversarial training to
create a stable regularizer.

Assumptions: As mentioned, testing for counterfactual fairness requires a
fully specified SCM and the additional modeling of latent variables. Even
then, counterfactual fairness cannot always be measured. Wu et al. [165]
define a criterion for the identification of counterfactual fairness and lower and
upper bounds for it when the identification is not possible. Approaches that
mitigate the counterfactual fairness measure do not necessarily need to fulfill
the requirements of a fully specified SCM and latent variables. However, if we
aim to preserve relevant information for the prediction, i.e., if we do not want
to give up too much predictive power (utility), counterfactuals are typically
needed. Approaches that relax assumptions often come with uncertainty about
their correctness (especially because they no longer measure counterfactual
fairness). Moreover, most approaches assume that sensitive variables are root
nodes |44, |87].

If we assume that the information about our running example is fully available,
meaning that the DAG and the structural equations are known with no hidden
variables being present, then all methods in this class can be used. If there were
a hidden variable, e.g., a variable U; were an additional, unobserved parent of
Bachelor Thesis, then we would need to additionally model this variable in our
DAG and estimate its posterior distribution. Still, in this case, the assumptions
would be fulfilled. If we did not know that a (truly existing) latent variable is
missing or model the relationships inaccurately, then the assumptions required
to estimate counterfactual effects can no longer be fulfilled. Note that in real-life
settings, this is an extremely strict requirement. Moreover, as the models (with
few exceptions) need to be Markovian, there are also requirements with regard
to the exact relationships of these unobserved variables. For example, if there
is a latent variable U, that is a mutual confounder of Gender and Course 7,
then the model is no longer Markovian. Figure illustrates these examples.

Characterization: Counterfactual bias mitigation approaches are very diverse.
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Figure 4.2: Our running example now includes two latent variables (colored in
gray).

While all approaches selected to be in this family motivated their approach with
the notion of counterfactual fairness, many papers only evaluated their approach
on approximations of measures of counterfactual fairness or on other measures
[134]. The approaches are doubly in a field of tension concerning the strict
assumptions and the impact on utility. When one relaxes the assumptions, this
either heavily affects the utility or affects how well the method approximates
the true counterfactual distribution. Many approaches try to find different ways
to relax assumptions while preserving high utility. Fittingly, counterfactual
bias mitigation approaches span all processing steps, although pre-processing
methods dominate [23], 58, |82]. As explaining variables are not allowed, this
makes the notion very rigid and further reduces the utility of the resulting
models. Some notable exceptions allow explaining variables through which
sensitive information may pass [181], but these are special casesﬂ It should
also be noted that, at least when counterfactual fairness is defined exactly,
approaches from this family require human involvement to incorporate latent
variables, which assumes that reliable expert knowledge exists. More on the
inclusion of expert knowledge will follow in Section [4.5]

Explaining Variables

Methods on the third rung that allow explaining variables all fall under the
path-specific bias mitigation approaches. Methods in this area typically aim
to achieve path-specific counterfactual fairness |27} 66, [113], [169] and use the
measure of path-specific effects (PSE), as introduced in Chapter . Hence,
when performing bias mitigation, the goal is to remove the effect of A on Y

6Clearly, this is an ambiguous case as mentioned before.
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via unfair pathways while preserving the information conveyed through fair
pathways. For example, Zhang et al. [176] remove all edges in the causal graph
that are part of a path with discrimination. Afterward, they use quadratic
programming to adjust the conditional probability tables so that the data
distributions of the original SCM and the resulting SCM are close, while
discrimination is removed. As another example, Chiappa [27] uses a variational
autoencoder framework to learn a latent representation of the data that reflects
the underlying causal structure, allowing the model to isolate and control the
specific influence of A on Y through each causal pathway (preserving other
information). Through methods such as adversarial training, the approach
encourages path-specific independence between the problematic latent variables
and the sensitive variable. This method preserves more information than that
of Zhang et al. [176], as non-discriminatory information is still allowed to
be transported along the path. Because achieving individual fairness is only
possible under assumptions regarding the functions (most notably, they assume
additive noise), some approaches avoid this assumption by either averaging
over individuals |113] or by defining a slightly different measure (the probability
of individual unfairness) whose estimated upper bound is forced through a
penalty function to be nearly zero [29]. Other methods account for unobserved
confounders |30} 66] or extend the approach to capture the effect of sensitive
variables at multiple levels [103].

Assumptions: An additional requirement for PSE to be identifiable is that the
recanting witness criterion must not be satisfied. As a reminder, this criterion
is satisfied when there is a node along the causal path 7 :v4 — ... = vy that
is connected to vy through another causal path that is not in a subpath of 7
[8]. Zhang et al. [176] provide bounds in cases where the recanting witness
criterion is satisfied.

In our running example, there is no recanting witness, but Figure 4.3 shows a
changed DAG with a recanting witness when measuring the effect of Mother
Tongue, which may be seen as a sensitive variable, on the target. In this
DAG, Course 5 causes the target Complete Master and there is an additional
path Mother Tongue— Course 4 — Complete Master. Here, Course / is the
recanting witness. Note that, in addition, the same requirements as before have
to hold.

Characterization: All methods in this area use PSE (or variants of it) to
measure unfairness, which require a fully specified SCM['} Moreover, many are
pre-processing methods, although there are some in-processing methods [29].
In general, there is much less diversity than for the counterfactual approaches.
Approaches in this class offer a nuanced view of fairness and high flexibility in
what information is included through the manual specification of admissible
pathways. This also means that they preserve more information useful for the
predictor than the methods for counterfactual bias mitigation. The approaches
also assume that some information from sensitive variables is fair, a view that

"With a notable exception of Chikahara et al. |[30] who can work with candidate graphs.
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Figure 4.3: Our running example is altered to show an example of a recanting
witness when measuring the effect of Mother Tongue on the target. The new
edges are colored in red, and so is the sensitive variable.

may be contested and context-dependent. Moreover, this class of methods
also requires human involvement to define admissible pathways, which assumes
that the human-in-the-loop is well-meaning, understands the SCM well, and
has some preconceived notion of what is considered admissible. Hence, the
question arises of who is allowed to define admissible pathways. We want to
highlight these last points in particular, as they are not usually discussed in the
literature but, in our opinion, are as problematic as the technical assumptions
underlying the methods. We will highlight these aspects more in Section [£.5]

Prediction-Based

Finally, there are a few approaches on the third rung that do not fit in either
category because they are concerned with the unfairness of the prediction
(whereas the other approaches are concerned with unfairness in the data) and
thus encode the notion that the ML model should not introduce unfairness.
These approaches use the measures of counterfactual error rates or individual
equalized counterfactual odds [106} [175]. These measures are based on the same
notion as the separation notion in non-causal fairness, e.g., measured through
equalized odds, but in contrast to equalized odds, they aim to measure unfairness
via counterfactuals and, thus, in an individual rather than group-based way.
As such, they are the only measures that condition on the true Y for fairness
assessment. Zhang and Bareinboim [175] try to achieve fair counterfactual
error rates by finding an optimal classifier from a set of candidate classifiers,
such that the loss function (measuring prediction error) is minimized while the
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counterfactual error rates are within a specified fairness threshold. Mishler et
al. [106] try to satisfy approximate equalized counterfactual odds by applying
a weighted classification error.

Assumptions: As for all families on the third rung, a full causal model is
typically needed. For this family, however, because the measures rely on Y
to assess the fairness of Y, there are issues with the identifiability due to Y
being a collider of other variables, leading to unobserved confounding, which
can be problematic. Moreover, interventions on Y need to be possible for the
individual equalized counterfactual odds.

Characterization: Because the notions underlying the family of approaches
rely on the relationship between Y and Y, the approaches are typically not
implemented purely as pre-processing methods. Although the assumptions
required for this family are similar to those for counterfactual bias mitigation,
the underlying view of fairness is vastly different: the historically observed
values of the target variable are treated as unbiased, and the aim is not to
introduce biases through the model.

4.4.2 Rung 2

The second rung concerns identifying the causal effect of intervening on a
variable. Compared to counterfactual quantities, interventional effects require
weaker assumptions. They are often identifiable from the graph and the
observational distribution, as explained in Chapter [2| which leads to group-
based measures. However, the ease with which the causal effects can be
identified depends on the graph. Typically, approaches on the second rung do
not require a fully specified SCM but only the DAG (in contrast to those on
the third rung), which clearly reduces the assumptions. As most approaches
on the second rung allow for admissible variables, we will start with this class.

Explaining Variables

The most prominent measure present in approaches on the second rung that
allows explaining variables is justifiable fairness, which is a relaxed version
of interventional fairness that itself does not allow admissible variables [137].
Interventional fairness is a group measure that intervenes on all variables
X € X. A predictor is fair if for any assignment of values X = x and outcomes
Y =y, it holds that: P(Ya—y =y, X = x) = P(Ys—w =y, X = z). Justifiable
fairness is a relaxation of this notion that allows admissible variables, i.e., these
do not need to be intervened on. Salimi et al. |137] introduce a pre-processing
system that adjusts the data by inserting or removing samples which “changels|
the empirical probability distribution to remove the influence of the protected
attribute on the outcome through any causal pathway that includes inadmissible
attributes.” (p. 794). In practice, they ensure conditional independence of Y
and A given the admissible variables and introduce several ways to do so (e.g.,
via matrix factorization). Salazar et al. [136] take a different approach, using
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feature construction and selection methods and then dropping inadmissible
variables. Apart from retaining more information from inadmissible variables
and avoiding interference with the probability distribution, this approach also
does not require binning continuous variables. Ling et al. [94] also perform
feature selection by only considering the MB of the sensitive and target variables.
Galhotra et al. [53] introduce a human-in-the-loop approach that allows humans
to flag samples for which they suspect unfairness. From these samples, they
hope to identify proxy variables for unobserved sensitive variables and then
intervene on them. In another paper, they extend the justifiable fairness
measure and identify features that can safely be used while ensuring their
variant of justifiable fairness [52]. A related measure is proxy discrimination.
Proxy discrimination may exist if there is a path from A € A to Y that is
blocked by a variable defined to be a proxy variable. A proxy variable is seen
as an inadmissible variable. Proxy discrimination is prevented by intervening
on the proxy variables [81].

Assumptions: Justifiable fairness can theoretically be evaluated and mitigated
without explicitly requiring a fully specified SCM or causal graph, and is
identifiable whenever the model is Markovian or Semi—MarkovianE] [137], al-
though the question then emerges how decisions (especially about admissible
variables) are being made. In contrast, proxy discrimination requires the causal
graph 99|, and the extension of Galhotra et al. [52] does, too. Rather obvi-
ously, approaches in this family require the distinction between admissible and
inadmissible variables.

Compared to the families on Rung 3, the modeling effort for this family
is substantially reduced, as structural equations are no longer needed, and
unobserved confounders do not necessarily invalidate the approach, as semi-
Markovian models are supported. The primary remaining requirement is again
the need for reliable domain knowledge or stakeholder input to determine
admissible variables and, depending on the exact method, the construction of
DAGs.

Characterization: The approaches in this family are pre-processing methods.
Unlike the families of the third rung, this family of methods requires weaker
assumptions but does not allow the same level of insights. Like path-specific bias
mitigation, it allows some information to be passed through certain predictive
variables, which means that the methods require human involvement. We want
to highlight, for justifiable fairness in particular, that, although a causal graph
is not strictly needed, defining it is still advisable. Otherwise, it might be more
difficult (compared to path-specific bias mitigation) for humans to decide which
variables are admissible, as they do not know how the variables interact with

8Generally, semi-Markovian models are causal models that allow for the presence of
unobserved confounders, i.e., latent variables that are mutual causes of two or more observed
variables. In contrast to Markovian models, causal sufficiency is therefore not required.
Identifiability in semi-Markovian models is more restricted than in Markovian models.
Whether a causal effect can be identified depends on the specific graph structure and can be
determined using the do-calculus or graphical criteria [148|.
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others.

No Explaining Variables

Approaches that focus solely on fairness notions on the second rung and do not
allow explaining variables are rare. Some papers explicitly handle the case when
there are no admissible variables when otherwise discussing justifiable fairness
[137]. Moreover, many approaches are motivated by counterfactual fairness
but evaluated using total effect, which is a measure relevant to this family [82]
180]. However, this is often done because an evaluation using counterfactuals
hinges on strong assumptions; the motivation for the methods is based on other
notions. Additionally, the total effect is often considered in the few papers that
explicitly work with several different fairness measures, which we will discuss
later.

4.4.3 Rung 1.5

Several approaches operate under the causal bias mitigation umbrella by bas-
ing their mitigation strategy on causal graphs but without mitigating based
on explicit causal fairness measures or requiring interventions or counterfac-
tuals—hence, they are somewhere between the first (pure association-based)
and second rung, but we consider them clearly causal. Basically, all of the
approaches allow explaining variables, and thus, we saw no need to define a
separate, so far mostly empty class for methods that do not allow explaining
variables. As an example that allows for admissible variables, Ghai and Mueller
[55] developed a tool for constructing causal graphs using a mixture of data-
driven structure learning and expert knowledge, and a linear model is trained
for each variable. Then, based on human evaluation, edges can be declared
unfair, and the data is debiased by reducing the corresponding weights in the
linear models and recalculating the values using these updated weights. A
similar approach is taken by Gonzalez et al. and van Breugel et al. [57, 157].
Jiang et al. |74] directly adjust the graph during structure learning.
Assumptions: The approaches of this family often assume that a valid DAG
exists partially or completely; some require a complete SCM. Whether the
assumption of no unobserved confounders is required is usually not explicitly
mentioned. No interventions or counterfactuals need to be identified, thereby
severely reducing the complexity and the impact of modeling errors on fairness
estimation.

For most approaches in this class, the existence of the DAG of our running
example typically suffices. Latent variables can exist, do not need to be
modeled, and are typically unproblematic. Only unobserved confounding can
be a problem.

Characterization: Most approaches place importance on the DAG, with Ghai
and Mueller [55] requiring a human-in-the-loop for construction and also explic-
itly consider stakeholder involvement as an advantage. This participation can
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lead to interesting insights for human users and allow them to better specify
which relationships are problematic. Typically, approaches in this area use
non-causal group or individual fairness measures for evaluation.

4.4.4 On the Escalator

A few recent papers propose methods that perform well across several causal
fairness notions at different rungs [166, [177]. As such, they are capable of
moving easily from rung to rung—figuratively, they are on the escalator—and,
therefore, sit outside the taxonomy dimensions otherwise specified. For example,
Xu et al. |166| construct a causal fairness-aware generative adversarial network
to generate fair data, which takes a given DAG as input and works with two
generators whose structures reflect those of the DAG and the interventional
graph. To achieve fairness according to different notions, they adjust the
structure of the second generator. They can change the structures to achieve
fairness according to the measures of total effect (rung 2), direct discrimination
(rung 2), and even counterfactual-based measures (rung 3).

4.4.5 Conclusion and Recommendations

With the above taxonomy, we hope to answer RQ2 and to have established
a way for researchers to better communicate their assumptions regarding the
fairness notion and measure, the SCM, and how their approach relates to
others. Accordingly, the taxonomy can also be seen as a way for practitioners
to pick an appropriate method suited to their situation. It should also be
highlighted, and this is relevant for RQ1, that the assumptions regarding
causal modeling required especially for methods on the third rung are both a)
extremely rigid and it is hard to verify whether they actually hold, and b) hard
to understand for more general ML practitioners. Related to this problem, we
want to highlight some aspects and make recommendations for practitioners
and future research.

First of all, quite obviously, the higher the rung of the method is, the harder it
tends to be to fulfill all required assumptions at least when aiming to preserve
some predictive power. While it may still be reasonable to assume no mutual
unobserved confounders (although this can be a tricky assumption and may also
be a good reason to include more variables during data collection), the explicit
modeling of all latent variables is typically impossible. As such, we argue that
approaches that require DAGs and leverage the causal information they entail,
but make fewer assumptions, are often better suited for bias mitigation than
approaches that require more assumptions or that do not really use causal
information to inform decision-making (non-causal approaches or approaches
that do not focus on DAGs). In particular, we believe that methods on Rung 1.5
appear more practically tractable as do approaches on rung 2 that use the whole
DAG, because the comparatively lighter assumptions are easier to communicate
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to general ML practitioners and ML practitioners may feel more comfortable
using them. Methods on rung 1.5 may be particularly attractive because
they only allow working with traditional group fairness metrics. Clearly, the
complex fairness measures and assumptions often present on the higher rungs
(particularly rung 3) are more challenging to communicate, also to stakeholders,
though, of course, group fairness measures can also be used to finally assess
the results. At the same time, one has to recognize that approaches on higher
rungs theoretically enable an individual-based mitigation, which is not possible
on lower rungs, and, theoretically, the most nuanced conclusions if the used
measure is also on this rung; however, repercussions of not meeting some
assumptions or mis-specifying the SCM may be much more severe than the
advantages the methods bring. As such, if a situation exists in which one is
certain that the assumptions of methods on higher rungs can be met, then they
may still be the ideal choice despite their complexity. And of course, there are
methods attempting to fulfill notions on the highest rung that require fewer
assumptions, though often at the cost of reduced predictive performance. In
general, we argue that any method that uses DAGs will provide more nuanced
results than pure association-based methods—even if there is some debate
about their correctness as well. Additionally, we believe that methods that
allow explaining variables are usually favored. In practice, it will often be the
case that some variables are admissible. These methods have the additional
advantage that the utility of the resulting models will be higher, which may be
an additional selling point for ML practitioners.

4.5 Other Findings and Implications

Next, we want to discuss other interesting findings that the survey of the
identified papers revealed, thereby focusing on RQ1. In particular, we want to
highlight additional obstacles to practical adoption and their implications for
future research and practical applications.

4.5.1 General Findings

First of all, even though having a valid causal model is a major assumption,
many papers that require at least a DAG do not state how they obtained
their DAG. Figure shows that many papers either do not mention DAG
construction at all or only mention how it can be done in theory but not
how they concretely constructed the DAG. The two most prominent methods
mentioned for obtaining a DAG are expert knowledge and TETRAD’s PC
algorithm. The use of PC may be questionable, as it is one of the oldest
methods for DAG learning, and several adaptations of the algorithm address
issues such as the unjustified influence of node ordering on the results [83]. In
Chapter [0, we also show that even the adaptation PC-Stable, which solves the
problem of node ordering, struggles with complex relationships and tends to
insert too few edges. In particular, with respect to fairness, this behavior may
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be problematic if sensitive variables truly influence some predictive variables
but are not connected in the DAG learned by PC. If bias mitigation is based
on this learned DAG, then the resulting model may still be unfair.

DAG Creation Method by Count
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Figure 4.4: The plot shows how many papers that require DAG construction
state how they constructed the DAG structure and how they constructed it.

Regarding the evaluation, we can observe in Figure that the most commonly
used dataset is the Adult dataset, followed by the COMPAS, German credit,
and law school datasets. The prominence of the Adult dataset has also been
noted in the overall fairness literature. The use of the dataset has received
criticism, in part because it is outdated and lacks documentation, and also
because the dataset’s outcome variable has been transformed from continuous
to binary, with the threshold for creating the binary variable affecting results
[39]. Many papers we reviewed also use (sometimes among others) synthetic
datasets. While the choice of datasets can be questioned and criticized, more
than 70% use at least two datasets, as can be seen in Figure [£.6] This finding
is a positive surprise, as the practical evaluation of causal bias mitigation
approaches is often seen as a major hurdle to their use [122]. The existing
papers show that an empirical evaluation is possible—at least on the datasets
already widely used in the fairness literature. The question, however, remains
how DAGs were constructed.

Interestingly, as shown in Figure [£.7] very few approaches were evaluated
with more than one sensitive variable, and some even explicitly excluded cases
with more than one sensitive variable [59]. Most often, the sensitive variable is
categorical. It is usually not explained why variables were defined as problematic
and, in the case of admissible variables, how these were or could be selected,
e.g., using the DAGs. This is problematic because bias mitigation can become
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Figure 4.5: The plot shows the most common datasets used for evaluation. It
only includes datasets with at least ten uses.

easier or harder, depending on where exactly the sensitive variable sits in the
DAG and depending on which variables are defined as admissible.
Approaches used for comparison vary heavily. Many approaches (roughly 33%)
are only compared against an unfair baseline (i.e., the ML model trained without
any fairness restrictions). The most frequent other baseline compared against is
that of fairness through unawareness (about 17% of papers evaluate against it).
One of the causal bias mitigation approaches most evaluated against is that of
Kusner et al. [87], which excludes all sensitive variables and all descendants of
sensitive variables—making the model fair but leaving little predictive power.
About half of the papers published code, and newer papers were more likely
to do so. This development may eventually lead to a larger, better-defined
set of baseline comparisons and increase practical usability, as reproducibility
increases.

4.6 Implications, Future Work, and Conclusion

From our observations, we now derive some implications.

4.6.1 Implications and Future Work

Papers that deal with general bias mitigation, so do not focus on causal variants,
often state that causal methods are difficult to use practically because of the
difficulty in obtaining correct causal models [122|. While some methods do
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Figure 4.6: The plot shows how many datasets papers use for evaluation.

not require a (full) causal model, it is true that most approaches either need
or make assumptions about the underlying SCM, and that obtaining it is
challenging—as just mentioned, a problem mostly ignored by papers detailing
causal bias mitigation. This finding also led Plecko and Meinshausen [125|
to remark that the subarea of causal bias mitigation needs real-world dataset
benchmarks with agreed-upon causal graphs to better compare causal bias
mitigation methods. We believe that having such benchmarks would also
open the subarea to the broader bias mitigation research and enable better
comparisons and more nuanced views. However, we also want to highlight that,
first, many approaches rely on strong assumptions about the SCM underlying
the data, and that constructing DAGs is non-trivial, which would still cast
doubt on the real-world performance of such methods. As such, we make
recommendations concerning future research on the technical aspects of bias
mitigation to tackle obstacles in the way of adopting causal methods:

e A future research endeavor is the creation of benchmark datasets with
agreed-upon SCMs. Ideally, this is done in a way that allows researchers to
incorporate data and SCM into their pipeline straightforwardly. Moreover,
we advise that the benchmarks already include a set of possible admissible
variables so that cherry-picking results is impossible.

e Future research on causal bias mitigation should make assumptions con-
cerning SCMs explicit and include a discussion of the consequences when
the assumptions are not met (e.g., unobserved confounders, recanting
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Figure 4.7: The plot shows whether more than one sensitive variable is used
during evaluation for a given dataset.

witness criterion). Our taxonomy may serve as a starting point for situ-
ating an approach within the broader literature on assumptions. Related
to this, papers should mention how DAGs were constructed. The conse-
quences of learning or constructing incorrect DAGs, particularly overly
sparse ones, need to be addressed. Some works are already concerned
with settings where certain assumptions may not hold. For example,
work has been dedicated to approaches that work even under unobserved
confounding [141], can handle multiple possible graphs (so-called possible
worlds) [134], or still meet some fairness guarantees even under graph
misspecification [125]. We would like to encourage work in this direction.
In particular, we would like to encourage work on approaches that can
provide theoretical guarantees even under relaxed assumptions. This
recommendation is particularly valuable for practical applications, which
are currently severely hindered by a lack of clarification.

The topic of DAG construction needs to be addressed more in research, as
many things depend on the accuracy with which DAGs are constructed,
and the uncertainty surrounding this topic clearly hinders researchers
from the non-causal community from using it [122].

Further connected to the previous points, as assumptions are often unre-
alistic to be met, more focus should be given to methods on rungs 1.5 and
2, which are, so far, less prominently placed in the literature compared to
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methods on rung 3. Methods on these two lower rungs already use many
of the advantages of causal methods, but not only can they be used more
easily, but they are also likely to be understood better by researchers
and practitioners outside the causal community. Thus, these methods
have the ability to bridge causality and ML. As a consequence, in the
remainder of the dissertation, we use the term rung 1.5 more generally
to describe those approaches (beyond bias mitigation) that use a DAG
but do not estimate or require interventional or counterfactual effects.

e The theoretical strength of the causal perspective needs to be used more
in the sense that decision making about the fairness notion, measure, and
mitigation method is also based on them. Right now, which paths are
seen as problematic or not is rarely discussed, but is an important step
in estimating and mitigating bias.

We also recognize a few further practical obstacles that need to be handled.
As we addressed in our last point, using causal bias mitigation methods re-
quires making a decision about what is considered fair. While many papers
point to including stakeholders to make this decision, there are no clear crite-
ria—potentially based on causal graphs—that help the stakeholders make these
decisions. This clearly limits the practical advantages that causal methods
theoretically provide: giving a nuanced picture of the data-generating mech-
anism to inform decision-making. Moreover, it should be noted that fairness
decisions may vary across contexts. Considering our running example, we may
see influences of sensitive variables differently depending on whether the model
is used to select students into the Master’s program or to support students
currently predicted to fail the subsequent Master’s. In total, stakeholders may
feel overwhelmed by the fairness decisions, and the complex causal fairness
notions do not help clarify the confusion.

Additionally, causal bias mitigation and causal measures of fairness are vulnera-
ble to fairwashing (e.g., by underspecifying DAGs or defining many variables as
admissible) and thus require benevolent developers and experts. Fair-washing
may be particularly prevalent as utility and admissible variables are in a direct
relationship to each other. With more variables declared admissible, more
potentially relevant information is preserved, leading to higher utility. This
relationship may incentivize developers to declare many variables as admissible.
To counter fair-washing, we want to stress that including representatives from
diverse stakeholder groups with different viewpoints and interests is strongly
advisable. In our running example, this means that former and current students,
teaching personnel, and admission office workers are considered stakeholders.
More on stakeholder involvement will follow in Chapter [6]

4.6.2 Conclusion

To conclude, in this chapter, we created a taxonomy of approaches to causal
bias mitigation to facilitate discussion and use of these approaches both within
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and beyond this area. The taxonomy is mostly based on the rung of the
ladder of causation at which the relevant fairness notion is placed, as well
as on whether admissible variables are allowed, thereby highlighting causal
assumptions and fairness views and answering RQ2. Through the further
inspection of the literature, we furthermore answered RQ1. We found that
the heavy assumptions combined with an unclear construction of DAGs are a
major obstacle to practical adoption. Additionally, the practical application of
causal bias mitigation methods is hindered by relatively complex metrics that
are difficult to understand for non-causal practitioners, especially because there
is no clear framework for mapping causal fairness notions to specific situations.
We also identified additional limitations of current approaches, including the
lack of established baselines and the disregard for settings with more than one
sensitive variable.

Based on these findings, we make several recommendations for future research
and practice. Most importantly, the topic of DAG construction needs more
attention, as does the development of benchmark datasets with agreed-upon
SCMs. Methods on rungs 1.5 and 2 deserve more prominence given their more
tractable assumptions. Additionally, a clearer framework for mapping causal
fairness notions to specific situations is needed: both to guide practitioners and
to counter risks such as fair-washing through underspecification of DAGs or
overclaiming of admissible variables. As a direct consequence of these findings,
and as already introduced in Chapter [3, RQ3 deals with developing such a
framework; this RQ will be answered in the following chapter.



Chapter 5

Causality and Fairness: DAG Struc-
tures

Both in Chapter [2| and in the previous chapter, we discussed that a multitude
of causal fairness measures exist. A causal perspective on fairness, explicitly
considering the data-generating mechanism, promises a more nuanced picture
[99]. Decision-making about appropriate fairness assessments is supposed to be
facilitated and fine-grained through the causal perspective: we should be able
to decide which sensitive variables may be truly problematic and through which
specific paths the problematic information traverses. In the previous chapter,
however, we already highlighted that existing causal fairness approaches neglect
several aspects crucial for the widespread adoption of the causal perspective
for fairness, especially the decision of which variables may be problematic
from a fairness perspective and how to decide whether they are. Consequently,
and to recap RQ3, we ask: How can we select appropriate fairness measures
and subsequent bias mitigation strategies? We will now reinforce some of
the critiques and further detail existing problems with causal fairness, before
providing an answer to the RQ.

5.1 Background: DAGs and Fairness

While Chiappa and Isaac |28 demonstrated through selected examples that
different DAG structures carry different implications for fairness, their work
does not provide a systematic classification of structure types nor does it discuss
the specific implications each structure has for the choice of fairness measures
and bias mitigation strategies in ML applications. This aspect is relevant,
however, as some nuanced implications for ML are not obvious from looking
solely at the data or even the DAG. More broadly, the causal fairness (and
causal bias mitigation) literature often focuses on specific values supposed to
represent fairness again, while the specifics of which measures are sensible or
which paths might be seen as problematic to arrive at this value are ignored (as
shown in Chapter . Likewise, the focus on these values still neglects the idea
(to varying degrees) that fairness is context-dependent and that even the same
structures (and, therefore, causal fairness values) can be viewed very differently
depending on the context. Hence, which measure to choose in which situation
remains an open question.

Additionally, these causal fairness measures are often difficult for general ML
practitioners to grasp and add to the already large zoo of fairness metrics |19,
99]. This problem is further reinforced by the fact that in difference to non-

61



62 CHAPTER 5. CAUSALITY AND FAIRNESS: DAG STRUCTURES

causal measures, there are no established metrics, i.e., there is no established
ratio or threshold (e.g., for DP, the ratio between the largest and smallest
probability for a sensitive group is usually taken and a threshold of 0.8 applied
to decide whether a certain model has a problematic bias) that helps decide
whether the value indicates a problem. This complexity makes it challenging
for practitioners to use causal measures.

Lastly, the measures depend quite heavily on constructing the exact right graphs
or even fully modeling accurate SCMs. This level of accurate modeling is tricky
to achieve and verify. Clearly, the uncertainty surrounding the modeling hinders
adoption.

In this chapter, we will attempt to solve these obstacles. Hence, the objective
of this chapter is to provide a) a classification of different causal structures and
their fairness implications when using the data for ML, and b) a discussion
of how different contexts shape our decision-making even for the same causal
connections. Considering these aspects enables us to select appropriate fairness
measures and subsequent bias-mitigation strategies, thereby answering RQ3.
By doing so, we also show how more classic statistical procedures can be married
with the causal view by, e.g., still using standard fairness metrics or mitigation
strategies but choosing them based on the structures in a causal graph, thereby
softening the boundaries between the causal and the non-causal communities.
As already mentioned, crossing these boundaries is likely an important step for
establishing causal methods in the broader ML area, because causal fairness
measures are tricky to understand and require many assumptions, preventing
practitioners from using them. Likewise, this procedure does not require the
strict modeling assumptions of strictly causal measures, thereby also helping
against this obstacle.

Beyond the concrete obstacles we face in adopting causal fairness, the general
procedure of examining and potentially classifying different structures based on
the relationships among their variables is of interest beyond fairness (e.g., for
identifying potential interventions). As such, the discussion presented is also of
interest for showcasing the advantages of the causal perspective more broadly.
We will now discuss what structures we have identified before moving on to
the topic of context.

5.2 A Classification of Structures

Figure [5.1] shows different exemplary structures containing a sensitive variable
and a target variable that may exist within a DA In general, we differentiate
between four kinds of structures with different implications for fairness or
bias mitigation. As already stated, we will later show that different contexts
can lead to further differences in how we evaluate, measure, and potentially
address unfairness. It should be noted that three of the four structures can be

'As a reminder, the definition of sensitive variables typically leads to sensitive variables
only appearing as root nodes (or children of sensitive variables). Because of this property,
we do not consider any other cases here.
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Figure 5.1: Different causal structures.

identified from the DAG alone. The fourth is an exception: from the DAG, it is
structurally indistinguishable from a problematic variable. The distinction only
emerges from the functional relationships encoded in the structural equations.
As such, identifying opposing effects variables requires either a fully specified
SCM or, at a minimum, empirical investigation of the direction of effects along
different paths.

In general, we speak of a potential problem for ML if it is likely that an ML
model will use the sensitive variable or variables heavily dependent on (observed
or unobserved) sensitive variables (proxies) for its prediction. As we will see,
DAGs reveal different ways in which this can or cannot be the case. The four
different kinds of structures we have identified are:

e First, we have structures that include directed paths from a sensitive
variable to a target variable. These are structures in which the sensitive
variables directly or indirectly impact the target through an ancestor-
descendant relationship (i.e., A — ... = Y)EI Examples of it are DAGs
1, 2, 3, and 4 in Figure [5.1] Here, it is clear from a network perspective
that information about the sensitive variable is transported to the target
(either through other variables or directly). Although, from a pure
network perspective (e.g., consider DAG 2 in Figure , conditioning
on a variable that is a descendant of A and an ancestor of Y (here: X)
makes the two variables independent when X is the only path from A to
Y, ie, A 1 Y|X, the variables are still correlated. Hence, from an ML
perspective, this correlation makes it likely that information from the
sensitive variable is used (either by directly placing weight on the sensitive
variable or by placing weight on any of its descendants). Moreover, even

2For readability and because the distinction is less relevant here, we chose to denote
both the vertices and the corresponding random variables with the upper case letters in this
chapter.
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if we exclude A and attempt to mitigate its influence on other variables,
we still face a potential fairness issue, as the target itself is correlated with
A. We call sensitive variables involved in such structures problematic
variables. All paths that are involved in transporting information from
the sensitive variable to the target are called problematic structures.
All independence-based group fairness measures (such as DP) and non-
error-rate-focused causal-based fairness notions will indicate a fairness
problem in such settings. In contrast, separation-based measures (e.g.,
EO) may or may not indicate a bias depending on whether the model’s
prediction errors are distributed equally across sensitive groups. As we
will discuss later, depending on the setting, making a path-based fairness
decision may be valuable. Generally, if we allow no explaining variables,
fairness could only be guaranteed for such a setting by excluding all
sensitive features and their descendants. However, in practice, as already
noted by others, this will lead to the exclusion of most variables, rendering
the model useless [87]. Hence, more advanced bias mitigation strategies
need to be followed. However, proxy variables that are very highly
correlated with the sensitive feature almost certainly need to be removed.

The exact opposites of this first structure are structures that are un-
problematic both from a network and an ML perspective. They are
unproblematic when the sensitive and target variables are parts of differ-
ent unconnected substructures. An example of such a case is DAG 5 in
Figure [5.1 We call such sensitive variables unproblematic variables.
It should be noted that some ML models may still place a small weight on
such features (e.g., neural networks are known to be sensitive to the pres-
ence of uninformative features [60]), so to be absolutely certain that they
are not used, we should probably still exclude them and their descendants.
Neither group-based nor causal fairness measures are likely to indicate a
fairness problem in this setting. Still, it could be a good idea to monitor
different fairness measures (separation and independence measures) to
ensure that the models do not erroneously place undue importance on
the sensitive variable if the sensitive variable or its descendants are used
for model training.

Another potential case is that A and Y are, on their own, uncorrelated
and independent, but information about A may be transported to Y
nonetheless. An example of such a case is DAG 6 in Figure 5.1} The
transmission of information about the sensitive feature may occur when
a descendant (here, X) of A and another variable (here, M) that is an
ancestor of Y are used in the model. In this case, X is a collider for A and
M, and conditioning on or using a collider makes the parents dependent
on each other, which they are otherwise not—this is a v-structure as
introduced in Chapter [2| In contrast, not conditioning for it ensures that
any influence from A to Y is blocked. A prerequisite for this relationship
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is that there is no outgoing arrow from any variable influenced by A
to any variable influencing Y. From a network perspective, this is as
unproblematic as if there were no connection at all as long as we do
not include (or condition on) X, i.e., the collider. Looking at DAG 6 in
Figure , all information relevant to the target is in M; both X 1L Y'|M
and A 1L Y|M. It is even the case that A is fully independent of and
uncorrelated with Y, which, at first glance, makes it look unproblematic.
However, without conditioning on M, X is not independent of Y, and
in either case, X and Y are correlated. For this reason, if we include
X, an ML model may place weight on X, although this is not necessary
once M is known. As X is correlated with A, information about A will
be used in the prediction after all. However, if X (and, more generally,
all colliders and their children) is excluded as well, we no longer have
a problem, since the target is not correlated with the sensitive feature.
We call sensitive variables part of such structures blocked variables.
Causal fairness measures that are not separation-based will not indicate
a problem in this setting when the correct DAG is used, because the
network structure does not indicate one. Hence, this class highlights the
importance of thinking about specific structures even when using causal
fairness measures. Depending on how exactly the model was learned,
independence-based measures are also unlikely to indicate a problem.
Separation-based fairness measures (e.g., EO), however, are well-suited
to detecting biases introduced by the machine learning model for this
class of structures.

e Finally, we may have cases that look problematic from a network per-
spective but may not be from an ML perspective. These are cases in
which the sensitive variable has a direct and an indirect influence on
the target, and the two relationships are opposing each other (e.g., a
positive relationship of A on X and X on Y, and a negative relationship
of AonY). An example of this case is DAG 7 in Figure 5.1l From a
network perspective alone, this is problematic because information about
the sensitive variable is transmitted to the target. However, such a case
may actually occur if a relevant variable is missing. If, e.g., we cannot
observe M in DAG 6 in Figure [5.1] then we arrive at such a structure. In
this case, A may, in fact, balance out its own effect that is transported
through X, and we may arrive at a Y that is unbiased. In such a case,
bias mitigation strategies that only remove A may lead to more biased
models, as A cannot be used to minimize the impact. We call sensi-
tive variables involved in such structures opposing effects variables.
Whether the different fairness measures detect a problem depends on
the precise fairness measure used; generally, however, separation-based
fairness measures (e.g., EO) are well-suited, and so are causal fairness
measures as long as they take the specific functional relationships into
account (as NDE/NIE and PSE do). Again, it should thus be noted that
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Figure 5.2: The causal graph that represents our running example, now with
sensitive variables colored in red.

recognizing such variables requires more than the DAG; we have to at
least specify the effects of the different values on the variables. How such
functional information can be incorporated into the explainability step
and used to generate insights about the data-generating mechanism will
be discussed in Chapter [8|

5.2.1 Running Example

We will now use our running example to further illustrate the different structures
and their effects on the discussed bias measures. We focus on variables that
may be seen as sensitive and color the corresponding nodes red in Figure [5.2}
Note that all of these variables conform to what Baker et al. defined as sensitive
variables: they do not change in the context we discuss, e.g., race is not changed
in the context of education [9].

Then, Disability is an unproblematic variable. Mother Tongue and Socio-
Economic Status are both problematic variables. Gender may either be a
problematic variable or an opposing effect variable. From the graph alone, this
cannot be decided. Race is a blocked variable. Table [5.Ishows the demographic
parity ratio (DPR), the equalized odds ratio (EOR), the NDE, and the NIE for
each sensitive variable with respect to Y. We first trained a logistic regression
model| (having a macro F1 value of 0.884 on the test dataset) on 80% of
our dataset with 10,000 samples, and computed the values on the remaining
20%. Then, we computed the values for the different measures based on the
model predictions. Note that we included the sensitive variables in training and

3Tt should be noted that the measures may look different for other ML models.
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Table 5.1: The biases indicated by the DPR, EOR, NDE, and NIE on the
ground-truth graph and NDE and NIE on the learned graph on the running
example.

| Variable | DPR | EOR || NDE (GT) | NIE (GT) | NDE (Learned) | NIE (Learned) |
Disability 0.936 [ 0.886 [ 0.000 0.000 0.000 0.000
Mother Tongue 0.687 | 0.703 || 0.000 0.071 0.000 0.071
Socio-Economic Status || 0.772 | 0.654 0.007 0.118 0.007 0.118
Gender 0.827 | 0.665 |  0.057 -0.168 0.000 0.000
Race 0.953 | 0.790 || 0.000 0.000 0.000 0.000

prediction for now. The demographic parity ratio (DPR) is a metric derived
from the DP measure that is computed by dividing the smallest selection rate for
a group by the largest selection rate for a group. In the case of binary sensitive
variables, the smaller selection rate (i.e., the number of samples assigned to
the positive prediction class among all samples belonging to a specific sensitive
class) is simply divided by the larger one. The equalized odds ratio (EOR)
is computed analogously based on the EO measure. We computed the NDE
and NIE once using the ground-truth graph and once using a learned graph
trained with the Hill Climber algorithm in a restricted search space (a detailed
introduction to this algorithm will follow in Chapter @ The latter was done
to create a realistic scenario in which the ground-truth model is unknown. We
averaged the results for NDE and NIE across all instances.

We did not compute values for CDP or PSE because these measures make
additional assumptions about admissible variables that go beyond the scope of
this illustrative example.

As briefly mentioned, for the DPR (and EOR), a rule of thumb is that if a
value of < 0.8 is computed, the model is considered biased with respect to this
sensitive variable. It should be noted that there is no theoretical foundation
for this rule; rather, it is based on regulatory guidance [50|. Still, the value has
emerged as a general indicator of whether a model is biased, though it should
not be considered a strict cut-off point. For NDE and NIE, we can say that
larger deviations from 0 indicate a problem.

Generally, we can observe in Table that no measure shows a bias for
Disability. This fits with the true model structure and with our classification
of Disability as an unproblematic variable. For Mother Tongue, both DPR
and EOR indicate a biased model. The bias detected by EOR indicated that
some weight was given to the variable Mother Tongue directly in the model.
Again, the ground-truth and the learned graphs resulted in the same values.
As expected, the NDE does not show an influence. The NIE is clearly greater
than 0, but it is hard to determine whether we should view 0.071 as a clear
bias already. For Socio-Economic Status, the results are similar, but the NIE is
bigger. All in all, this fits with these two variables being problematic variables,
but also showcases the problem of placing the values of NDE and NIE. For
Gender, we can now see that the DPR does not, or rather does not, indicate
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a bias, but that the EOR does. Likewise, both the NDE and the NIE, when
computed using the ground-truth graph, differ from 0 and have opposite signs.
These findings indicate that Gender is an opposing effects variabld’] Using the
learned graph, NDE and NIE are 0 each. Finally, DPR indicates that there is
no bias for Race, EOR that there may be a small one, and NIE and NDE are 0
again (using both the learned and the ground-truth graphs). This is generally
the expected behavior for a blocked variable structure.

Hence, the running example clearly demonstrates how the different metrics
behave for each structure type. It also shows the difficulty in interpreting
the causal metrics and that they hinge on the accurate learning of the graph.
Moreover, it shows, however, that when the graph is learned correctly, even
the opposing effects structure is clearly identified.

5.2.2 Handling Biases

The different classes of structures have different implications for how to address
fairness issues. For the problematic variables, depending on the context, the
sensitive variable and its proxy variables may be removed, and some or all
paths through which its information is transmitted may be subjected to bias
mitigation methods. In general, this class is the one to which all kinds of bias
mitigation strategies can be applied. Depending on the context, measures of
algorithmic bias need to be monitored. For these variables, knowing the causal
structure will help in deciding which relationships are problematic and which
are not, but this step still needs to be taken. How context matters will be
discussed in the following section.

For the unproblematic variables, we can, to be absolutely certain they will not
be important to an ML model, exclude sensitive variables and all variables
in their subnetworks without worrying about impacting accuracy (since these
variables do not matter anyway).

For the blocked variables, we have to be aware that if we exclude A, we also
have to exclude all variables that are descendants of A to ensure that the
sensitive feature truly has no impact. Regarding the accuracy of resulting ML
models, we also do not need these variables, so we can and probably should
safely exclude them as they and their descendants are not causally related to
the target. It should be noted that a simple analysis of feature correlations
may not reveal a fairness problem at all (since the sensitive feature and the
target are uncorrelated), making this a particularly important case to consider.
For the opposing effects variables, we must also be aware that we need to
exclude the variables that are descendants of A if we exclude A. Otherwise, we
risk biased predictions. However, we may lose valuable information, which can
affect the overall model accuracy. If, however, we leave A in, then we should a)
check that the target is not biased and b) monitor EO or other measures that
are concerned with introducing bias through the model.

4Which is correct, as we defined the formulas accordingly.
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Table 5.2: The biases indicated by the DPR and EOR and the macro F1 value
when excluding the sensitive variable and when also excluding its descendants
(except for the target).

Removing Variable Removing Variable and Desc.
Variable DPR EOR F1 DPR EOR F1
Disability 0.934 0.886 0.883 || 0.933 0.886 0.881
Mother Tongue 0.679 0.657 0.881 || 0.947 0.281 0.795
Socio-Economic Status || 0.768 0.630 0.882 || 0.943 0.798 0.807
Gender 0.777 0.501 0.876 || 0.962 0.752 0.810
Race 0.951 0.790 0.884 || 0.961 0.790 0.884

As we can see, the procedures for investigating and potentially mitigating biases
for the last three classes are relatively straightforward, regardless of context,
in ideal circumstances. For the first class, however, the combination of the
causal structure and the context determines what needs to be done regarding
algorithmic bias. Before moving on to the context, we will show the effects of
removing either the sensitive variable alone or the sensitive variable and its
descendants on the non-causal fairness metrics and the F1 value.

5.2.3 Running Example Revisited

Table depicts the effect that simply removing the specific sensitive variable
or the specific sensitive variable and its descendants (without touching any
other variables) has on the non-causal fairness metrics and the F1 value. We
focus only on non-causal measures for now. Again, the original macro F1
value is 0.884. As expected, for Disability, we barely observe a difference using
either strategy compared to Table 5.1l For Mother Tongue and Socio-Economic
Status, the values hardly change when only excluding the sensitive variable,
but the DPR increases heavily when excluding the descendants, too, while
the F1 value decreases. The EOR increases for Socio-Economic Status but
decreases for Mother Tongue. As the target is truly biased by these variables,
especially the decrease is expected as the prediction deviates more towards equal
selection rates. In general, as mentioned, the EOR is not well-suited to this
scenario. For Gender, as expected, both metrics decrease when only removing
the sensitive variable but increase again (and to greater values compared to
using all variables) when removing its descendant, too. The F1 value decreases
for this scenario as well. Finally, for Race, the values barely change, indicating
that no weight was placed by the model on its descendant Course 12 anyway.

5.2.4 Structures in Real Data

A strategy that is sometimes used to investigate the impact sensitive features
have on the prediction is to include or exclude a sensitive feature and explore
how this changes performance and algorithmic bias |34, [154]. The patterns that
emerge then can but do not have to be indicative of the causal structures in
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which the sensitive variables are involved—in particular, the blocked variables
are hard to distinguish. Generally, we expect the following patterns to emerge
for each class of variables:

e For the unproblematic variables, if the model correctly does not place
weight on these variables, the DPR and performance metric do not change,
and the DPR does not indicate a bias for both models. The EOR does
not change. Should the model learn poorly and place undue weight on it,
removing the variable improves the DPR and EOR, and potentially even
the performance metric.

e For the problematic variables, the DPR and performance metric do not
change, and the DPR indicates a bias for both models when the relation-
ship between A and Y is indirect. When the relationship is direct, DPR
will increase, and the performance metric will get worse. The EOR is
affected if the relationship is direct, but may not be otherwise.

e For the blocked variables, there will either be no effect on any metric
or the DPR will decrease, potentially with the performance metric also
getting slightly worse. The EOR will then change as well. An effect here
will only be seen if the model places weight on these variables, which
is not necessary. If the model places weight on it, this class is hardly
distinguishable from the opposing effects variables class. If the model
assigns no weight to it or its descendants, it is hardly distinguishable
from the unproblematic variables.

e For the opposing effects variables, all metrics, i.e., the DPR, the EOR,
and the performance metric, will get worse if the model learns correctly.

In another paper [34], we found evidence for such patterns emerging; e.g., we
observed the DPR sometimes decreasing when removing variables, thereby
providing further evidence that such structures are not just theoretical. However,
we also want to reiterate that we cannot completely deduce the structures from
these experimental results, as they are difficult to distinguish and depend on
the specific ML model learned. Thus, we still need the DAG to support solid
decision-making on how to measure and address algorithmic bias.

5.3 Context and Causal Graphs

DAGs cannot just help us decide what measures are generally well-suited and
how to mitigate biases; they can also help us with thinking about whether the
concrete influences are problematic or not, depending on the context, which then
allows us to perform more targeted (potentially path-specific) bias mitigation
(28, 133].

Suppose we consider a direct connection between A and Y, such as in Figure 5.3
We may believe that it is generally okay to use the variable and to include its
influence if, e.g., we aim to train a model that predicts heart attacks (for which
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Figure 5.3: Causal graph visualizing a direct connection between the sensitive
variable A and the target Y.

it is known that symptoms differ between men and women). Then, we need to
check using a separation-based measure like EO that the predictive accuracy
is equal for all demographic groups. If, however, there is a direct influence of
gender on passing a course at university, we probably do not think that this is
okay, because we assume that this can only be due to discrimination. In such a
case, because the target is biased in a problematic way, too, we need to remove
the variable and still check for biases using either a group fairness notion like
DP or a similar causal fairness notion. The situation would be different again
if we only aimed to understand why a person might fail a course. Then, the
observation that gender matters should be investigated further. In these cases,
the application scenario, as one important aspect of context, matters a lot.

Similarly, one must investigate the roots of potential historical disparities that
can lead to algorithmic bias. Returning to the example of predicting heart
attacks, a decision system trained on historical data will most likely predict
more heart attacks for men. This result would cause a measure like DP to
indicate biased decision-making, prompting us to take action since this disparity
will likely, at least in part, be caused by the well-established underdiagnosis
and undertreatment of heart attacks in women in the past |85, |L63]—even
though the general inclusion of the variable still seems legitimate. Had there
been greater historical awareness of this problem, the data likely would not
exhibit the same degree of bias, rendering it more readily usable without
accounting for its inherent fairness problems. In contrast, when designing a
system to assign social aid based on past redistributive social programs, one
might view a potential disparity between lower- and higher-income groups not
only as unproblematic but as desired, even though DP might still indicate
bias. In terms of our classification, socio-economic status here functions as
a problematic variable in the purely structural sense — there is a directed
path from the sensitive variable to the target — but the context inverts the
usual interpretation: The path exists precisely because past redistributive
programs intentionally introduced this relationship, and preserving it is the
goal of the application rather than a bias to be corrected. This illustrates
that even within the class of problematic variables, context can determine
whether the detected influence should be mitigated or deliberately preserved,
and highlights a fundamental limitation of purely association-based measures
like DP: they flag statistical disparities without distinguishing between unjust
and intentional ones.
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Socioeconomic
Status
(A)

Having to Work
(0]

Figure 5.4: Causal graph visualizing an indirect connection between the sensitive
variable A and the target Y via a third variable X.

Suppose there is an indirect connection between A and Y (as shown in Figure
or both a direct and an indirect one; now, the context and our personal
beliefs may play an even more fine-grained role. For example, socio-economic
status influences how much people need to work to finance their studies, which
in turn affects their study time, potentially reducing their study success. Then,
there are three possible points of view: One is that this relationship is legitimate,
and we should exclude only A so that no direct relationship is possible. An
alternative one is that this relationship is illegitimate. And the third one is
that it is legitimate to use this path as long as we use it only to help people,
whereas it is not okay to use it to determine who is admitted to the course.
If we believe it is problematic, the influence of A on all intermittent variables
would need to be mitigated using established bias mitigation strategies, and DP
or causal fairness measures would need to be monitored. It is also important
to exclude potential proxy variables in such a case. In general, whenever we
decide that relationships are not acceptable and exclude A and potentially
perform bias mitigation, we should use fairness notions that do not rely on an
unbiased target variable, and we should accept that accuracy decreases as we
acknowledge the target variable to be biased.

Generally, looking at DAGs facilitates decision-making, as it reveals the exact
paths involved. At the same time, context, which includes the concrete appli-
cation, still shapes what we then define as problematic. While the decision
of what is considered problematic should be made by stakeholders, we have
identified a general guideline that we briefly present now: Paths are mostly
problematic when the variables along the way from the sensitive variable to
the target are neither direct properties of the sensitive variables nor actionable
in the specific application scenario. For example, a different presentation of
heart attacks for different biological genders can be seen as a direct property of
the variable gender and is thus not problematic—whereas an effect based on a
difference in data collection is problematic (this is not a property of gender).
The impact of socio-economic status on grades through having to work may
be seen as unproblematic when the application scenario is to help students
achieve better grades (the variable work indirectly becomes actionable, e.g.,
by adjusting the timetable for these students or providing scholarships). In
contrast, it is more problematic when students are admitted to courses based
on this relationship (because the variable work is not actionable). We argue
that both criteria (no direct property and actionability) must be met for a
path to be considered fair. Still, we want to highlight that this guideline can
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only help stakeholders discuss what concrete case applies; it does not automate
the decision. If we decide that only some paths are problematic, we should
turn to path-specific fairness measures or conditional demographic parity and
apply corresponding bias mitigation [27]. Group-based measures or other causal
fairness measures would indicate a stronger bias than actually justified.

5.4 Implications, Future Work, and Conclusion

This chapter clearly shows the importance of adopting a causal perspective and
considering how different structures affect fairness assessment. Even similarly
looking structures can have very different implications, even without considering
context; when context is considered, the decision of which measure to choose
becomes even more nuanced. Because we can clearly see how context matters,
this chapter also highlights that focusing solely on values is not enough.

Our investigation of the different structures also shows, once again, that causal
fairness measures are not always the most practical choice for bias estimation:
their values are harder to interpret, and their estimates rely heavily on accurate
SCMs. This does not diminish the value of the causal perspective: on the
contrary, the classification developed here demonstrates that causal thinking
is essential for selecting appropriate measures and understanding what they
capture. Rather, we argue that combining the causal perspective with regular
association-based bias measures, selecting the latter based on insights from the
causal structure, is often the most practical path forward. Of course, choosing
these measures based on the causal structures still requires the DAG and the
empirical investigation of the direction of effects along different paths (though
not the complete SCM) to be correct—otherwise, we may risk picking the
wrong metric. However, at the same time, it is typically less problematic if
some edges are missing or incorrectly added, as long as the general class of
structures still remains the same. This recommendation for bridging causality
and ML can be seen as another recommendation for rung 1.5. An estimate of
how well structures are recovered during DAG learning is currently missing.
As such, we a) further highlighted the obstacles of using causal notions but b)
tried to overcome these obstacles by providing a classification of structures and
a discussion of contexts (answering RQ3). In addition, we highlighted another
major obstacle, which we also named in the previous chapter: the uncertainty
about the accuracy with which DAGs are learned. We will deal with this topic
in the next chapter.

Another aspect already present in the previous chapters is stakeholder inclusion.
We want to stress again that it is important to discuss who should serve as a
domain expert to avoid the risk of “fair-washing”.

With regard to future work in this area specifically, we call for a change in
procedure: Future work on estimating (and potentially mitigating) biases
should detail the decision for a specific measure by reasoning with causal
structures and context. To facilitate such reporting, it may be helpful to
develop a framework in the future to critically assess the specific case and
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decide on relevant fairness measures—some non-causal frameworks for this
topic are already being developed [159]. Reporting decision-making should
perhaps become the norm.



Chapter 6

Causality and Fairness: Learning
DAGs

The concrete motivation for a chapter dedicated to evaluating the accuracy
with which DAGs can be constructed, and structures relevant for fairness within
the DAG can be identified, should be apparent from the last two chapters. But
the motivation for turning to DAG construction goes far beyond ML fairness.
Every chapter in this dissertation touches on the question of how to construct
DAGs, and this is a major hurdle when wanting to use methods that require a
causal perspective. As such, although the following chapter is rooted in ML
fairness, the findings and the methods we use to learn DAGs are important
beyond this specific area.

As highlighted before, we can often observe in the literature that causal methods
(in ML fairness or other areas) are ignored or only mentioned as a side note
with the remark that DAGs are hard to construct and that inaccurate DAGs
are not helpful [122|. In this chapter, we therefore turn to questions of how
we can improve DAG construction, how accurate the resulting DAGs are, and,
particularly, what this means for the identification of the structures in the
previous chapter. By doing so, we hope to demonstrate that DAG construction
is a hurdle but one that can be overcome when using background knowledge,
thereby making a convincing case for the use of the causal perspective.
Generally, DAGs can be constructed using expert background knowledge, data-
driven structure-learning methods (as we have already introduced in Chapter [2)),
or a combination of both, but each method has downsides. Expert background
knowledge (i.e., knowledge—typically from experience—about the existence
or prohibition of certain relationships between variables) requires an intimate
understanding of all relationships, which is not realistic in many settings and
would, in extreme cases, even make employing ML obsolete. Data-driven
structure learning based on observational data is known to be unreliable,
especially on realistic data [36]. Binkyteé-Sadauskiené et al. [14] showed that
using different structure learning methods on the same dataset leads to very
different results that also have different fairness implications (e.g., a variable is
not connected according to one method and is connected according to another
one). Combining expert-driven and data-driven methods seems to be promising
[35] but has been researched to a very limited extent.

In the fairness context, some background knowledge about the data-generating
mechanism is necessarily known a priori, as discussed before: Namely, we know
that, usually, sensitive variables cannot be influenced by non-sensitive variables
(e.g., gender is not influenced by passing a course) [9] and that the target
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variable cannot influence other variables. With this automatic background
information, we can adapt data-driven structure-learning methods to produce
more accurate results and thus also use causal information to retrieve not just
any DAG but a causal one (or one that is closer to a truly causal one). Hence,
the objective of this chapter is to adapt structure learning methods to the
fairness context and to evaluate the accuracy with which DAGs are learned
when background information is available, compared to when it is not. Our
two research questions introduced in Chapter [3] are further refined to focus on
specific aspects as follows:

RQ4: Does the correctness of the learned graphs increase when background
information is present? With this research question, we aim to determine
whether graphs learned using background information are closer to the ground-
truth graphs than those learned without information. While we expect this
research question to be answered affirmatively in general, in the interest of
this work’s self-containment and to support the remaining research question,
we still need it. Past research on the usefulness of background knowledge [35]
yielded mixed results on this question.

RQ4a: Do different methods benefit differently from background information?
With this research question, we aim to determine whether background informa-
tion benefits methods from different structure-learning families differently.
RQ4b: Do different data sizes benefit differently from background informa-
tion? With this research question, we aim to determine whether background
information is more helpful for larger or smaller datasets. Past research has
clearly shown that structure-learning methods struggle with limited data [36|;
hence, background information may be particularly valuable in such settings.
RQ4c: Are mistakes introduced through providing background information?
With this research question, we aim to determine whether some previously
correct edges are now missing, or whether some previously correctly excluded
edges are now wrongly included, when background information is provided
versus when it is not. The results can help us understand whether there is also
a downside to using background information.

RQ5: What does the inclusion of background knowledge mean for the assess-
ment of algorithmic bias? With this research question, we aim to determine
whether the sensitive variables that can be classified according to the structures
they are part of (as defined in the previous chapter) and the structures they
are involved in are classified accordingly in the learned graph, and whether this
is more accurate when including background information.

RQ5a: Do variables get classified more correctly when background information
is available? With this research question, we focus on classifying the sensitive
variables introduced earlier. In doing so, we check that the relevant structures
have been correctly learned to the extent that the classification is possible.
RQ5b: Do the paths through which problematic influences get propagated
get detected more reliably when background information is available? With
this research question, we aim to determine whether all paths through which a
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problematic variable influences the target are detected (and not just some that
would be sufficient for RQ5a) and whether this is achieved more accurately
when including background information. We focus on those structures that
we define as problematic, as the handling of the variables involved in them is
path-specific.

RQ5c: To what extent does the estimation of causal fairness change when
background information is available? With this research question, we aim
to investigate whether introducing background knowledge and its effect on
learning DAGs yields estimates of causal fairness closer to those obtained
with ground-truth DAGs than without background information. As we saw in
the previous chapter, causal fairness measures are heavily influenced by the
accuracy of the DAGs.

We will start by discussing how to construct DAGs, then introduce our adapta-
tions, and finally present a large evaluation of our results. We also demonstrate
the results on our running example.

6.1 Background: Constructing DAGs

As already touched upon in the introduction, DAGs can be constructed in
several ways:

e Expert background knowledge. While we can construct a DAG using
background knowledge [67], we usually do not know about all causal
relationships, or our ideas might not match the patterns we observe in
the data. Still, expert knowledge is important: we often know about
the temporal ordering of variables and, therefore, know that certain
relationships cannot exist (e.g., grades cannot influence ethnicity). That
is, we know a few things about the DAG structure. In addition, because
expert knowledge is not bound to an existing dataset, we may get an
indication about what additional variables would be interesting.

e Data-driven methods. As briefly mentioned in Chapter [2 research on
causal structure learning has produced several methods to learn DAGs
from data [84]. If certain assumptions hold and data is sufficient, these
methods work rather well [142]. In more realistic cases, however, the
methods cannot reliably produce accurate DAGs [36].

e Combining expert background knowledge and data-driven meth-
ods. We may know that some relationships in the data are impossible or
must exist, but we do not know about all relationships. We can feed this
knowledge into the structure-learning algorithms. Although combining
both methods seems to lead to better results, this approach has been
comparatively little studied, and some data-driven methods do not even
allow the incorporation of background knowledge [35|. In part, this lack of
research stems from the absence of a general procedure for its evaluation
(i.e., which relationships are assumed to be known), and background
inclusion depends heavily on the data, knowledge, and broader context.
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We argue that combining data-driven and expert background knowledge is the
best option—this stance also reinforces our beliefs that stakeholder inclusion
is important and generally necessary for using the causal perspective. Before
we later discuss how we can adapt the structure-learning methods to include
background knowledge, we will now briefly explain which families of methods
exist for this task. We will later evaluate one method from each of the three
most popular families: constraint-based methods, score-based methods, and
methods from functional causal modeling [84][]

6.1.1 Constraint-Based Structure Learning

In Chapter [2, we already briefly discussed how constraint-based structure
learning works when we introduced how causal relationships can be discovered
even in observational data settings. We will now repeat how constraint-based
structure learning works, so that it is clear how we add background knowledge
and how this method is contrasted against others. Constraint-based structure
learning consists of two stages. During the first stage, edges are removed
iteratively from an initially complete undirected graph by performing indepen-
dence tests [84]. Edges can be removed when two variables are (conditionally)
independent of each other. Whenever an edge is removed, the variables that
make these variables conditionally independent are stored in a separating set
S. For example, if random variables A and B are independent given C, i.e.,
A 1L B|C, then C is stored in S4 p. During the second stage, as many edges as
possible are oriented. To do this, we look at groups of three variables A, B, C,
and their separating sets. If we have two variables A, B that are conditionally
independent and both are dependent on the same third variable C' and their
separating set does not include C, i.e., C' ¢ S4 g, then we have that v4 — ve
and vg — ’UcEI. v4, VB, Vo form a v-structure. After all v-structures are iden-
tified and the corresponding edges are oriented, other edges are oriented to
avoid new v-structures. This process concludes the second stage. We want to
point out again that this method does not necessarily return a DAG, as it may
not be possible to orient all edges. Therefore, constraint-based methods do
not return a DAG but a CPDAG. Constraint-based methods are guaranteed
to return the correct CPDAG if the independence tests return correct results
|84, [118]. However, errors during the independence test phase propagate and
can lead to overall poorer results [142]. We use the PC-Stable (abbreviated in
this paper as PC) algorithm [84]. In contrast to other algorithms, PC-Stable
is independent of the order of variables: it checks for independence for all
(combinations of) potential separating variables of a specific separating set size
[83]. This procedure makes the algorithm less dependent on the specific order

'Hybrid methods connecting constraint-based and score-based structure learning also exist
[84]. In practice, hybrid methods have been proven not to work better than the mentioned
individual methods [142], and our pre-tests confirmed this. Hence, we will not consider them
here.

2Here, again, A is the random variable corresponding to vertex v4.
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of variable appearances and guarantees the same graph when the construction
is repeated [83].

6.1.2 Score-Based Structure Learning

In score-based structure learning, we aim to find a DAG that maximizes a score
measuring the compatibility between the DAG and the data [84]. Hence, the
search space of possible graphs must be searched, and the possible graphs must
be compared with a score (e.g., an information-theoretic score). Searching the
space of possible graphs is usually (though not always) done with a heuristic
approach. Despite its simplicity, the Hill-Climber (HC) algorithm [139} |142]
is frequently used, either directly or in variants. HC starts with an empty
graph and iteratively adds or deletes those edges that lead to the highest
increase in the chosen score until the score no longer improves. We chose an
HC variant that selects the single change that yields the largest increase in
the score (versus the first change that increases the score). A DAG that is
at least a local maximum is returned, but reaching the global maximum is
not guaranteed [84]. Other score-based Hill-Climber variants try to make the
search more efficient, e.g., by not allowing once-removed edges to be added
again, or by randomly restarting the algorithm to get out of local minima.
Generally, score-based structure learning cannot guarantee returning a DAG
that encodes causal relationships; it is possible that several DAGs yield similar
scores, or that the best score is achieved by a DAG that does not match the
true DAG.

6.1.3 Functional Causal Models

Algorithms belonging to the family of functional causal models attempt to
recover the true causal DAG by exploiting assumptions about the functional
form of the structural equations and the distribution of the noise terms [147].
This makes them distinct from constraint-based and score-based methods,
which, in general, cannot identify a unique DAG from observational data
alone. One of the most prominent algorithms belonging to this family is
DirectLINGAM [147], which we will just abbreviate as LINGAM later in this
chapter but refer to as DirectLINGAM here to distinguish it from other variants
[146]. DirectLINGAM assumes a linear functional causal model in which each
variable is expressed as a linear function of its parents and an independent,
non-Gaussian noise term. The non-Gaussianity assumption is what enables
the identification of a unique causal ordering, as opposed to just the MEC:
under Gaussian noise, the data distribution is symmetric with respect to
causal direction, making it impossible to distinguish cause from effect from
observational data alone. Non-Gaussian noise breaks this symmetry and allows
the causal direction to be identified. Concretely, DirectLINGAM determines
the causal ordering of variables sequentially. In each step, it identifies the
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variable that is most independent of all others after regressing out the effects of
previously ordered variables, exploiting the mutual independence of the noise
terms. Once the full causal ordering is established, structural coefficients are
estimated via regression. Under the stated assumptions, DirectLINGAM is
guaranteed to recover the true causal DAG |147|. The assumptions of linearity
and non-Gaussian noise, however, are strong and often do not hold in practice.
In particular, our evaluation deliberately includes datasets with non-linear
relationships, which violate the linearity assumption. Despite this, we include
DirectLINGAM in our evaluation for two reasons. First, assumption violations
are the norm rather than the exception in real-world data, and understanding
how methods behave under such violations is itself informative: a method that
degrades gracefully under mild violations may still be practically useful [109].
Second, DirectLINGAM is widely used in practice despite these limitations
[31} |108], and including it allows us to provide a comparative picture of how
the three major families of structure learning methods respond to background
information, including under realistic conditions where assumptions are not
fully met.

6.2 Learning DAGs with Background Informa-
tion

We argue that when constructing a graph to assess fairness, we can use a
standard procedure to combine background knowledge and data-driven methods.
The reason for this is the background information we automatically have when
considering fairness.

6.2.1 Background Information

As mentioned before, it follows from a definition of sensitive features that
non-sensitive variables cannot influence them [9]. Additionally, the target
variable usually follows all other variables temporally. In our running example,
all variables’ values have been determined before the target variable’s value.
Therefore, we can separate the variables into three groups: target variables
(which cannot influence any other variables), sensitive variables (which cannot
be influenced by any other variables), and regular predictive variables, for
which it logically follows that they cannot influence sensitive variables or be
influenced by the target. There may also be situations in which sensitive
variables are influenced by other sensitive variables, or in which we know there
is an ordering among the other predictive variables. However, we generally
have at least three tiers: the target, other predictive features, and sensitive
Variables.ﬂ With the specification of these tiers, we already have a lot of
background knowledge: we can require that data-driven structure-learning

3If there is a case for which it does not hold that other variables do not influence one or
some sensitive variables, we can simply loosen the restriction again or define the specific
relationship we may allow; in the former case, the structure learning then relies more on the
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methods do not include any edges that are impossible under this specification.
Using this background knowledge is particularly helpful, as it is also the
knowledge we need to evaluate algorithmic bias, anyhow: knowing which
variables are sensitive and what the target is. Additional knowledge we have
about the structures can also be specified [ It should be noted that during
structure learning, the information from background knowledge can “propagate”.
As already learned edges (or learned absences of edges) influence subsequent
learning of other edges, prohibiting certain edges may lead to more correctly
learned edge existence/absence than simply allowing or forbidding the concrete
edge according to the background knowledge. Another advantage of using
background knowledge is that we explicitly use causal information, thereby
making the resulting graph better aligned with our aim of obtaining a causal
graph.

6.2.2 Adapting Structure-Learning Methods to Include
Background Knowledge

We will now explain how we can adapt each of the methods introduced in
Section to incorporate background knowledge.

Adapting Constraint-Based Structure Learning

Including background information in constraint-based methods is not straight-
forward, as the first stage (identifying which variables are conditionally inde-
pendent) cannot really be modified, and no implementation so far allows a user
to specify background information [35]. Our approach is to use the background
information at the end of the second stage during edge orientation: if we have
an undirected edge and our background knowledge does not allow one direction,
then the edge is oriented accordingly. Afterward, further edges are oriented to
avoid v-structures again. Compared to the adaptations of the other methods,
this method makes comparatively little use of the background information.
It is also not guaranteed that relationships that go against our background
knowledge do not exist because the edge may already have been oriented during
the v-structure orientation. However, if the CPDAG is correct until we inject
the background knowledge, the resulting graph will also be correct.

Adapting Score-Based Structure Learning

Adapting score-based methods, here HC, to handle the background information
is easier, as we can restrict the search space, i.e., edges that are impossible

data.
4That is, whether certain variables cannot have ingoing edges or cannot be influenced by
certain other variables, or whether edges are definitely in place between certain variables.
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according to our classification will never be added [35|E] Constantinou et al.
[35] recently experimented with different kinds of background knowledge and
their effect on the accuracy of DAGs, but found that restricting edges has
only a small effect on accuracy. However, we limit the search space more
fundamentally, which may also impact the efficiency with which DAGs are
learned.

Adapting Functional Causal Models

To incorporate background knowledge into DirectLiNGAM, we restrict the
set of causal orderings that the algorithm is allowed to consider. Recall that
DirectLINGAM builds the causal ordering sequentially by identifying, at each
step, the variable most independent of its residuals. By specifying that certain
variables cannot precede others in the causal ordering, we can prevent the
algorithm from ever placing these variables in positions that would violate our
background knowledge. Concretely, at each step of the ordering procedure, we
restrict the set of candidate variables to those whose placement is consistent
with the known tier structure. Variables that are required to come later in the
ordering are never considered as candidates for earlier positions, regardless of
their independence scores. This means that the impact of background knowledge
on DirectLINGAM is relatively direct (similarly to HC): inadmissible orderings
and their corresponding graphs are never evaluated. It should be noted that
this adaptation is only meaningful under DirectLINGAM’s assumptions. If
the linearity or non-Gaussianity assumptions are violated, the independence
scores used to select the ordering may be unreliable, which can limit the
benefit of restricting the search space. Nevertheless, as argued above, including
background knowledge provides an additional source of causal information that
can partially compensate for such violations.

6.3 Evaluation on Artificial Data

To evaluate the research questions formulated in this chapter, we need to
compare the learned DAGs with the ground-truth DAGs. As such, we need to
know the true ground-truth, which is only possible when using synthetic data
generated from networks. In total, we chose 10 networks to evaluate; five are
from the bnlearn library [143|, which is frequently used to evaluate structure
learning methods, and we constructed the other five ourselves. We did the latter
for three reasons: unlike the data sampled from the bnlearn library (which is
discrete), we can also sample continuous data. Second, we can additionally
specify non-linear relationships (purposefully violating assumptions relevant
for, e.g., LINGAM), making it more difficult to learn the networks. Third, we
can ensure that all the different structures in which sensitive variables can be
involved, as discussed in the previous chapter, are included. A summary of the

5Similarly, we could also add information that a certain edge needs to exist—then the
edge is directly added and can never be removed.
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Table 6.1: This table provides a summary of the DAGs used in the evaluation. It
states the number of nodes and edges, problematic variables, blocked variables,
opposite effects variables, and unproblematic variables, as well as the number
of distinct paths through which problematic information travels. It also states
whether the sampled data is discrete or continuous and whether non-linear
data was sampled.

Opposing

‘ Name ‘ Nodes | Edges | Problematic | Blocked ‘ Effects Unproblematic | Problematic Str. | Data Type | Non-Linearity

alarm 37 46 9 2 0 0 17 Discrete
asia 8 8 2 0 0 0 3 Discrete

earthquake 5 4 2 0 0 0 2 Discrete

insurance 27 52 1 0 0 0 118 Discrete
sachs 11 17 1 0 0 1 5 Discrete
SD I 9 7 2 1 0 1 8 Continuous No
SD II 10 13 4 0 2 0 7 Continuous Yes
SD III 20 29 3 2 0 1 16 Continuous Yes
SD IV 9 8 1 1 1 1 1 Continuous Yes
SDV 13 13 1 1 1 1 1 Continuous No

different DAGs can be found in Table Our networks are called Synthetic
[-V and are abbreviated as SD I, SD II, etc. In addition, we show the results
on our running example [

For each network from bnlearn, we selected some of the root nodes or children
of root nodes that we had already declared as sensitive to be sensitive. For all
networks, we extracted the class of each sensitive variable (e.g., problematic,
unproblematic) and all ground-truth paths through which information from
problematic variables is transported.

6.3.1 Evaluation of the Accuracy of the Learned DAGs
and Structures

We use the procedure described in Algorithm (1] to conduct the experiments.
We evaluate the structure-learning methods for each network using datasets of
sizes 500, 1,000, and 10,000. We sample 30 times for each data size to achieve
reliable results and compute test statistics. For each sample, we try to learn
the network with each method (adjusting hyperparameters and scores to suit
the data setting), once without and once with background information. The
resulting graph is compared to the ground-truth, and the resulting values are
stored.

When comparing the learned edges to the correct edges, we focus on two
measures, true positives (TP) and false positives (FP), because they allow for a
detailed but easily comprehensible interpretation of the results. We normalize
both resulting values by dividing by the number of edges in the ground-truth
graph in order to compare values across different networks, hence having true

6Code for the automatic inclusion of background knowledge after specifying the target
and the sensitive variables and for identifying fairness structures can be found here: https:
//github.com/lea-cohausz/causalfair.
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Algorithm 1 The algorithm shows the setup of the experiments for each DAG.

for sample size in {500, 1000, 10000} do
for experiment in range(30) do
sample data

1:
2
3
4: for method in {PC, HC, LINGAM} do
)
6
7

for information in {No Info, Info} do
learn DAG
compare to ground-truth

positive (TPR) and false positive rates (FPR)} Note that, for FPR, this can
lead to values larger than 1 as more wrong edges can be inserted than correct
edges exist. Note that for PC, we compare against the ground-truth CPDAG,
which also changes as more information becomes available. Moreover, note that
edges in the learned graph that are undirected but could be directed according
to the ground-truth CPDAG are considered incorrect. As we sample the data
30 times, we report the mean and the 95%-confidence intervals in our results.
To evaluate the discovery of the different classes of sensitive variables and the
problematic structures, we consider accuracy.

6.3.2 Evaluation of the Impact on Causal Fairness Notions

To assess whether differences in the constructed DAGs also affect the estimation
of fairness measures (RQ6), we again employ the NDE and NIE.

To gauge how background information influences the assessment of causal
fairness, we estimate the NDE and NIE five times for each data sample: using
the ground-truth DAG, the DAGs learned by applying LINGAM and HC, and
the DAGs learned by applying LINGAM and HC with background information.
We do not estimate the NDE and NIE for PC because we require directed
edges. Then, for each data sample and each of NDE and NIE, we compute:

dy =
dQI

egt - eno_info

Y

egt - 9inf0|7 (61)
change ratio = —2,

da

where 6 denotes the causal-effect quantity of interest—either the NDE or
the NIE. We write Oy, Ono info, and, Oing for the empirical estimates of ¢

"We deliberately chose TPR and FPR as separate metrics rather than combined measures
such as the Structural Hamming Distance or F1 value. Combined measures conflate the rate
of correctly found edges with the rate of incorrectly added edges into a single value, which
obscures whether an improvement comes from finding more true edges, from adding fewer
false ones, or from both. Since our background knowledge primarily prevents certain edges
from being added (rather than directly promoting the discovery of correct edges), keeping
the two rates separate allows us to distinguish these effects and interpret the impact of
background information more precisely.
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Figure 6.1: The causal graph that represents our running example.

obtained under, respectively, the ground-truth DAG, the learned DAG without
background information, and the learned DAG with background information.
Hence, the resulting ratio can range from 0 (i.e., no change) to infinity. A
value larger than 1 indicates that the fairness estimates from a DAG learned
without information were closer to the estimate using the ground-truth DAG
than the estimate using the DAG learned with information was to the estimate
using the ground-truth DAG. Values smaller than 1 indicate that the estimate
using the DAG learned with information is closer to the estimate using the
ground-truth DAG. After computing the values for each sample, we average the
ratios across the 30 data samples. The reason for computing the ratio is that we
are interested in the changes introduced by the background knowledge rather
than the absolute values of NDE and NIE. These absolute values naturally vary
widely across the example networks and are hard to interpret, as highlighted in
the previous chapter.

6.4 Experiments on the Running Example

In an exemplary fashion, we will now discuss the results for the running example
when considering only a single run (i.e., sampling the data once), thereby further
explaining the evaluation procedure and detailing the result patterns in a more
qualitative way. For simplicity, we use the running example with the variable
names replaced by short, generic ones. Figure [6.1| shows the corresponding
DAG. The sensitive variables are again colored in red.
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6.4.1 Hill Climber

When using HC with 500 samples and no background information, we obtain a
DAG that correctly recovers 14 out of 19 edges. Two edges (A5 — X12, X11 —
Y) have the wrong direction and are thus wrong and missing, as the correct
edge was not inserted.

Three more edges are also simply missing in addition (A4 — Y, X7 — Y, X9 —
Y). And four edges are simply wrong: A3 — A5, A5 — Al, A3 — Al, and
A2 — A4,

Hence, we have the following values:

e TPR: 0.74. 14 out of 19 edges are correctly found; the remaining 5 edges
are, thus, missing.

e FPR: 0.32. 6 edges are wrong.

With respect to the classification of the sensitive variables, it should be noted
that A2 and A3 are correctly identified as problematic and that the paths
through which they transport information towards Y in the ground-truth are
recovered, but also that the other sensitive features are incorrectly classified
due to the learned DAG having edges between the sensitive variables.

When adding background information, we still correctly learn the same 14
edges, maintaining a TPR of 0.74. However, the FPR reduces to 0.11, as only
two edges are wrongly inserted (A5 — X11, A3 — X11). Now, Al is correctly
classified as unproblematic and A2 and A3 as problematic, with the paths
through which information travels to Y again being recovered. Both A4 and
Ab are erroneously classified as unproblematic.

When we increase the number of samples to 1,000 and examine the results with
no background information, the situation changes only slightly. Compared to
the setting with 500 samples and no background information, the following
edges changed:

e Previously, the edge X7 — Y was missing. Now there is an edge, but it
has the wrong direction, which makes it count towards the wrong edges,
too.

e The previously wrong edges A3 — Al and A2 — A4 are no longer
present.

e Instead, the edge A3 — X111 is now wrongly learned.

In total, this leads to the same TPR and FPR as before. The results with
regard to the classification of the structures remain varied.

When we now additionally use background information, only one edge changes
compared to when we used background information before: the edge A5 — X12
is now correctly identified. Thus, the TPR is raised to 0.79. The classification
of the sensitive structures remains as it is, however.
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When we further increase the number of samples to 10,000 and do not use
background information, compared to the setting with 1,000 and no background
information, the edges X7 — Y and A5 — X12 are now correctly learned. The
previously incorrectly learned edges are no longer learned; instead, we have
two new incorrect edges: X10 — X11 and Y — Al. This raises the TPR to
0.84 and decreases the FPR to 0.16. With respect to the classification of the
sensitive variables, this means that A4 is now clearly classified as a problematic
variable (which is incorrect); the remaining classifications (or lack thereof)
remain.

When we now again add background knowledge and compare it to the previous
setting with background knowledge, we also see that the edge X7 — Y is now
learned correctly. The two previously wrong edges A3 — X11 and A5 — X11
are no longer learned, but instead, the wrong edge A4 — X11 is learned. This
leads to a TPR of 0.84 and an FPR of 0.05. The classification results do not
change.

This case study already shows that the DAGs are hard to learn, and that more
data and background knowledge help. The problematic and unproblematic
variables were correctly identified, but the two more complicated structures are
harder to identify. We will now look at the results for PC and LINGAM.

6.4.2 PC-Stable

When using PC, we compare against the CPDAG and not the DAG as explained
before. The CPDAG is shown in Figure [6.2l This means that all edges
not oriented in the CPDAG are counted as correct when they are recovered
as undirected edges in the learned CPDAG. When using the dataset with
500 samples and no information, two directed edges are correctly learned
(X11 — X12 and A5 — X12), and six undirected edges are correctly learned.
Moreover, two edges are learned as being undirected but could actually be
directed (A3 — X6, X10 — Y'). Both are learned as undirected because crucial
edges are missing, and they are counted as wrong. The TPR, thus, is 0.32, and
the FPR is 0.11. Hence, while the TPR is lower than in the same setting using
HC, the FPR is much lower, too. The only sensitive variable correctly classified
as unproblematic is A1. No edge to Y is recovered except for the undirected
one from X10.

When we have background information, the ground-truth CPDAG changes as
shown in Figure [6.3] Except for the edge between X9 and X10, all edges can
now be oriented, showcasing the theoretical advantage background knowledge
provides. In practice, all edges that were previously learned are now learned
again, and all of them are oriented except for this one edge (which is correct)
and the edge between X4 and X5, which is incorrect but happens because the
edge between A2 and X4 is not recovered. This means that we now have a
TPR of 0.47 and an FPR of 0.05. Again, no sensitive variable except for Al is
identified correctly.
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Figure 6.2: The CPDAG of the running example when having no background
information available.

A1

Figure 6.3: The CPDAG of the running example when having background
information available.
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When we now use 1,000 samples with no information, six undirected and two
directed edges are correctly identified, yielding a TPR of 0.42. However, we
now also have two edges that can be oriented but are oriented in the wrong
direction, and four edges that are not oriented but could be. All of these are
counted as incorrect, resulting in an FPR of 0.32. The result with respect to
the classification of the sensitive variables is the same as before.

When adding background information, 13 oriented and one unoriented edge
are correctly learned. No wrong edges or incorrectly oriented edges are learned,
leading to a TPR of 0.74 and an FPR of 0.00. While this is quite a good result,
it is worth noting that A2 is not classified as a problematic variable but as a
blocked one. A4 is classified as unproblematic, which is also incorrect. A3 and
A5 are correctly classified as problematic and blocked, respectively, now. The
structures in which A3 is involved are also correctly found.

When using 10,000 samples but again no background information, five oriented
and six unoriented edges are correctly learned, leading to a TPR of 0.58. One
edge is learned as undirected but could be oriented (A2 — X4), leading to an
FPR of 0.05. A1 is correctly classified as problematic, but the other sensitive
variables are incorrectly classified as unproblematic.

When adding background information, twelve oriented edges and one unoriented
edge are correctly learned, leading to a TPR of 0.68. No incorrect edges are
learned. All sensitive variables are incorrectly classified as unproblematic.

All in all, the PC algorithm results in very few incorrect edges in this example;
only a few edges are incorrectly not oriented. It may seem quite harsh how we
punish the lack of orientation, but one can see it as an additional punishment
for missing relevant edges. The TPR is usually slightly below that of the
HC algorithm, and the problematic variables are rarely correctly identified.
What we can see, however, is that background knowledge is helpful. More data
does not necessarily equate better results here, in contrast. The setting using
1,000 samples generally produced worse results than the one with 500 samples.
However, the largest setting did produce the best results.

6.4.3 LINGAM

Repeating the same procedure for LINGAM, we observe that for 500 samples
and no background information, LINGAM returns 13 correctly learned edges
and five edges that are wrongly oriented. Moreover, LINGAM returns eight
edges that are completely wrong. In total, this leads to a TPR of 0.68 but also
an FPR of 0.68. Only A1l is correctly classified as unproblematic.

When adding background knowledge, 18 edges are correctly learned (TPR =
0.95), but one edge is still wrongly oriented, and two are simply wrong (FPR =
0.16). Generally, all sensitive variables are correctly classified, but there is an
additional edge from X4 to Y, so that the exact structures for the problematic
variables are not identical. This also leads to different NIEs.

When using 1,000 samples and no background knowledge, the TPR is again 0.68.
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Also, the same five edges are wrongly oriented, and the same edge is missing.
However, ten more edges have been added that are completely wrong. This
leads to an FPR of 0.79. Again, only Al is correctly classified as unproblematic.
When using background knowledge, we obtain exactly the same result as before
in the setting of 500 samples and background information.

When using 10,000 samples and no background information, we recover twelve
edges correctly (TPR = 0.63), but also seven wrongly directed edges and 25
completely wrong edges, leading to an FPR of 1.68 (since there are now more
wrong edges than true edges in total). Again, only Al is correctly classified as
unproblematic.

Interestingly, when adding background information, LINGAM returns the
correct result, achieving a TPR of 1.00 and an FPR of 0.00, thereby correctly
classifying all variables and structures.

All in all, LINGAM tends to add too many edges (especially with more data
available), but at least in our simple example, it really benefits from background
information. LINGAM nicely shows how information can propagate, leading to
greater overall correctness.

Having detailed how the evaluation works, we will now turn to the quantitative
results across all evaluation datasets.

6.5 Results on Artificial Data

Figures [6.4] and [6.5 and Table [6.2] show the results for answering RQ4 overall
for each ground-truth DAG and summed over all DAGs. Generally, we can
see that the TPR increases across all settings (Figure when information is
provided. The increase is significant, as indicated by the confidence intervals,
but not extremely large. A larger difference can be seen for the FPR. Here,
providing information leads to a large decrease in incorrect edges being learned,
making the overall learned graph much more correct. This conclusion generally
holds for all individual ground-truth DAGs (Table with a few exceptions.
For the TPR in SD I, we can see that providing information does not lead
to a significant improvement. However, this may be the case because even
before providing any information, the percentage of correct edges was quite
high. For insurance and alarm, the impact on the FPR is not significant. In
general, these networks appear to be difficult to learn from data, likely because
they contain the most nodes and edges. All in all, RQ4 is answered positively,
though, and as expected.

Figures |6.6| and [6.7] and Table [6.3| show the results for RQ4a. Across all DAGs,
we can see that providing information increases the TPR for HC and LINGAM
but not for PC. For PC, there is no effect on the TPR. For the FPR, we can
observe that all methods benefit from having information available, though
LiINGAM seems to benefit the most. LINGAM, however, is also the method
that generally inserts the most FP edges (as we were already able to see in
our running example). Hence, it appears consequential that it benefits the
most from a reduction of the search space. Still, this finding is interesting
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Figure 6.4: Results for the TPR summarized across all DAGs.
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Figure 6.5: Results for the FPR summarized across all DAGs.
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Table 6.2: The detailed results for RQ4. The numbers in brackets indicate
the lower and upper bounds of the surrounding confidence interval. Significant

differences are bold.

CHAPTER 6. CAUSALITY AND FAIRNESS: LEARNING DAGS

‘ Network H % True Pos. without Info ‘ % True Pos. with Info H % False Positives without Info ‘ % False Positives with Info ‘

alarm 0.58 (0.56,0.60) 0.65 (0.63,0.66) 0.74 (0.67,0.81) 0.63 (0.56, 0.71)
asia 0.49 (0.46, 0.51) 0.67 (0.65,0.70) 0.67 (0.63,0.71) 0.31 (0.27,0.34)
carthquake 0.68 (0.65,0.71) 0.86 (0.83,0.89) 0.45 (0.41, 0.50) 0.1 (0.08,0.12)
insurance 0.35 (0.34,0.36) 0.41 (0.39,0.42) 0.67 (0.59,0.76) 0.56 (0.49,0.62)
sachs 0.38 (0.36, 0.41) 0.65 (0.63,0.67) 0.81 (0.75,0.86) 0.34 (0.32,0.37)
SD 1 0.86 (0.85,0.87) 0.87 (0.86,0.88) 0.15 (0.13,0.18) 0.07 (0.06, 0.09)
SD II 0.50 (0.49,0.52) 0.58 (0.56,0.59) 0.35 (0.33,0.38) 0.28 (0.25,0.30)
SD M1 0.64 (0.63,0.65) 0.67 (0.66,0.69) 0.70 (0.65,0.75) 0.44 (0.42,0.46)
SD IV 0.82 (0.79,0.85) 0.97 (0.97,0.98) 0.53 (0.45,0.60) 0.07 (0.06,0.09)
SDV 0.77 (0.75,0.80) 0.90 (0.89,0.91) 0.65 (0.59,0.71) 0.22 (0.20,0.24)

given that several of the networks violate LINGAM’s assumptions. In addition,
it is interesting that PC also benefits from the reduction of FPs, as we do
not even restrict the search space there. As undirected edges count as being
false positives, this does make sense, though. These findings are also reflected
when looking at the results for the individual DAGs in Table by far and
large. Another conclusion that we may draw is that HC has the highest
TPR (although LiINGAM is comparable with information and PC without
information), while having the smallest FPR (together with PC). As such,
when information is available, HC seems to be a very good choice. To answer
RQ4a, HC and LiINGAM benefit more from providing information than PC,
but PC also benefits from it.

For RQ4b, we can clearly see that providing information is helpful regardless
of data size, as evidenced by Figure [6.8] and [6.9 and Table [6.4 All benefit from
information regarding both TPR and FPR. Furthermore, we can observe that
more data generally leads to more TPs being found. For the FPs, it is not
the case that there are fewer of them when more data is available. The trend
rather shows that there are more FPs in this case (although the difference is not
significant). This finding makes sense, as more data is known to lead to more
edges being inserted overall, at least for LINGAM, and we already observed
this for the running example—particularly for LINGAM.

For RQ4c, we can see that providing information only rarely leads to intro-
ducing errors by looking at Table [6.5] On average, only 0.006 edges that were
correct before are no longer there when providing information for HC. The
numbers for PC (0.005) and LINGAM (0.059) are also very small. Note that
these are absolute numbers. Furthermore, providing information only rarely
leads to introducing new edges that are wrong. This result is particularly
reassuring for PC, where the late inclusion of background information could, in
theory, lead to many incorrect edges being inserted if the graph is not quite
correct at this point. Because we only orient edges after all other parts of the
algorithm have been concluded, the following v-structure orientation phase can
propagate errors due to wrong orientation if some edges are simply incorrectly



6.5. RESULTS ON ARTIFICIAL DATA 93

Mean True Positive Rate with 95%—Cls

I o o g
~ o © o
(]

o©
o

Info

None
- Info

TP-Rate (Mean)
© o o o o
[ I\J oo ey [8)]

o©
o

HC LINGAM PC
Method

Figure 6.6: Results for RQ4a and the TPR summarized across all DAGs.
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Table 6.3: The detailed results for RQ4a. The numbers in brackets indicate
the lower and upper bounds of the surrounding confidence interval. Significant

differences are bold.

Network Method || % True Pos. without Info | % True Pos. with Info || % False Positives without Info | % False Positives with Info
HC 0.47 (0.45,0.49) 0.62 (0.60,0.65) 0.54 (0.52,0.57) 0.37 (0.35,0.39)
alarm LINGAM 0.60 (0.58,0.62) 0.65 (0.63,0.66) 1.49 (1.40,1.57) 1.45 (1.38,1.52)
PC 0.8 (0.64,0.71) 0.67 (0.64,0.71) 0.19 (0.17,0.21) 0.08 (0.06,0.09)
HC 0.48 (0.43,0.53) 0.79 (0.74,0.83) 0.53 (0.47,0.60) 0.17 (0.11,0.24)
asia LINGAM 0.46 (0.44,0.47) 0.71 (0.69,0.73) 1.01 (0.97,1.04) 0.50 (0.45,0.54)
pPC 0.52 (0.48,0.56) 0.52 (0.48,0.56) 0.47 (0.43,0.51) 0.25 (0.20,0.30)
HC 0.65 (0.57,0.72) 0.92 (0.88,0.96) 0.27 (0.29,0.45) 0.07 (0.03,0.11)
carthquake | LINGAM 0.72 (0.70,0.74) 0.98 (0.96, 1.00) 0.66 (0.62,0.69) 0.16 (0.12,0.19)
PC 0.67 (0.61,0.73) 0.67 (0.61,0.73) 0.34 (0.37,0.41) 0.08 (0.05,0.10)
HC 0.40 (0.38,0.43) 0.44 (0.41,0.46) 0.30 (0.28,0.31) 0.27 (0.26,0.29)
insurance | LINGAM 0.30 (0.29,0.30) 0.43 (0.41,0.45) 1.56 (1.45,1.68) 1.24 (1.83,1.31)
pPC 0.35 (0.32,0.37) 0.35 (0.32,0.37) 0.16 (0.15,0.16) 0.15 (0.15,0.16)
HC 0.44 (0.41,0.47) 0.77 (0.75,0.79) 0.42 (0.39,0.46) 0.12 (0.11,0.12)
sachs LINGAM 0.17 (0.16,0.17) 0.68 (0.67,0.70) 1.48 (1.44,1.50) 0.55 (0.52,0.59)
PC 0.54 (0.49,0.58) 0.50 (0.45,0.55) 0.52 (0.49,0.54) 0.36 (0.34,0.38)
HC 0.90 (0.89,0.91) 0.92 (0.92,0.92) 0.04 (0.03,0.05) 0.02 (0.02,0.03)
SD I LINGAM 0.90 (0.89,0.92) 0.92 (0.92,0.92) 0.05 (0.03,0.07) 0.02 (0.01,0.03)
PC 0.78 (0.76,0.80) 0.78 (0.76,0.80) 0.37 (0.35,0.39) 0.18 (0.15,0.20)
HC 0.61 (0.60,0.63) 0.71 (0.70,0.72) 0.35 (0.33,0.38) 0.26 (0.24,0.27)
SDII | LINGAM 0.47 (0.45,0.48) 0.59 (0.57,0.61) 0.52 (0.49,0.55) 0.46 (0.44,0.49)
pPC 0.43 (0.40,0.46) 0.43 (0.40,0.46) 0.19 (0.17,0.21) 0.11 (0.09,0.13)
HC 0.77 (0.76,0.77) 0.78 (0.78,0.79) 0.33 (0.32,0.34) 0.33 (0.32,0.34)
SD 11T LINGAM 0.59 (0.58,0.60) 0.67 (0.66,0.68) 1.19 (1.12,1.26) 0.67 (0.65,0.69)
pPC 0.57 (0.56,0.58) 57 (0.56,0.58) 0.59 (0.57,0.60) 0.33 (0.31,0.34)
HC 0.97 (0.95,0.99) 1.00 (1.00,1.00) 0.09 (0.06,0.13) 0.03 (0.01,0.4)
SDIV | LINGAM 0.50 (0.45,0.54) 0.93 (0.91,0.94) 1.21 (1.08,1.33) 0.17 (0.14,0.19)
PC 1.00 (0.99,1.00) 0.96 (0.95,0.98) 0.28 (0.26,0.31) 0.03 (0.01,0.04)
HC 0.84 (0.84,0.85) 0.93 (0.92,0.93) 0.32 (0.31,0.34) 0.24 (0.22,0.26)
SDV | LINGAM 0.51 (0.48,0.54) 0.82 (0.81,0.84) 1.22 (1.12,1.32) 0.39 (0.35,0.42)
pPC 0.96 (0.95,0.98) 0.96 (0.95,0.98) 0.41 (0.39,0.44) 0.02 (0.01,0.04)
Mean True Positive with 95%-Cls
1.0-
0.9-
0.8- T
0.7 -
. I
3 0.6-
3]
=3 Info
% 05 None
DI: -~ Info
'D_. 0.4
0.3-
0.2-
0.1-
0.0-
500 1000 10000
Data Size

Figure 6.8: Results for RQ4b and the TPR summarized across all dag.
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Figure 6.9: Results for RQ4b and the FPR summarized across all DAGs.

Table 6.4: The detailed results for RQ4b. The numbers in brackets indicate
the lower and upper bounds of the surrounding confidence interval. Significant
differences are bold.

Network | Data Size || % True Pos. without Info | % True Pos. with Info || % False Positives without Info | % False Positives without Info

500 0.49 (0.47,0.51) 0.54 (0.52,0.55) 0.66 (0.57, 0.75) 0.55 (0.45,0.65)
alarm 1000 0.56 (0.54,0.58) 0.62 (0.61,0.63) 0.67 (0.58,0.76) 0.57 (0.47, 0.68)
10000 0.70 (0.66,0.73) 0.79 (0.77,0.81) 0.89 (0.73, 1.06) 0.77 (0.61,0.94)
500 0.48 (0.45,0.52) 0.66 (0.61,0.70) 0.64 (0.56,0.71 0.30 (0.25,0.36)
asia 1000 0.43 (0.39,0.46) 0.58 (0.54,0.63) 0.72 (0.65,0.79 0.42 (0.36,0.48)
10000 0.54 (0.50,0.58) 0.77 (0.74,0.81) 0.32 (0.59,0.72 0.20 (0.15,0.25)
500 0.56 (0.50,0.61) 0.72 (0.66,0.79) 0.47 (0.41,0.53 0.13 (0.09,0.16)
carthquake | 1000 0.60 (0.56,0.65) 0.85 (0.81,0.89) 0.63 (0.57,0.69 0.13 (0.09,0.18)
10000 0.88 (0.84,0.92) 1(1,1) 0.27 (0.19,0.34 0.04 (0.02,0.06)
500 0.28 (0.27,0.29) 0.31 (0.30,0.32) 0.51 (0.42,0.59 0.46 (0.38,0.64)
insurance 1000 0.31 (0.30,0.32) 0.35 (0.34,0.36) 0.57 (0.47,0.68 0.50 (0.41,0.59)
10000 0.46 (0.43,0.48) 0.56 (0.55,0.57) 0.94 (0.73,1.15 0.71 (0.57,0.85)
500 0.30 (0.27,0.33) 0.53 (0.49,0.57) 0.71 (0.61 0.81 0.31 (0.27,0.35)
sachs 1000 0.34 (0.31,0.37) 0.63 (0.59,0.66) 0.84 (0.74,0.93 0.35 (0.32,0.39)
10000 0.50 (0.44,0.56) 0.80 (0.78,0.81) 0.87 (0.76,0.98 0.36 (0.31,0.42)
500 0.83 (0.80,0.85) 0.85 (0.82,0.87) 0.19 (0.15,0.23 0.09 (0.07,0.11)

10000 0.91 (0.90,0.92 0.91 (0.90,0.92) 0.11 (0.08,0.14 0.06 (0.04,0.08)
0.35,0.44 0.28 (0.25,0.32)
0.32,0.39 0.26 (0.23,0.30)
0.28,0.34 0.28 (0.24,0.32)
0.62,0.80 0.45 (0.41,0.49)
162,0.80 0.45 (0.41,0.49)
0.61,0.76 0.43 (0.39,0.46)
39,0.63 0.07 (0.05,0.10)
0.42,0.68 0.07 (0.05,0.09)
0.39,0.66 0.08 (0.06,0.11)
0.53,0.73 0.24 (0.20,0.28)
0.55,0.75 0.20 (0.17,0.24)
0.57,0.78 0.21 (0.57,0.78)

500 0.48 (0.46,0.51 0.57 (0.54,0.60) 0.39

SD II 1000 0.53 (0.51,0.55 0.62 (0.59,0.64) 0.36

10000 0.50 (0.46,0.53 0.54 (0.50,0.58) 0.31

500 0.63 (0.60,0.65 0.65 (0.63,0.68) 0.71

SD IIT 1000 0.64 (0.62,0.66 0.67 (0.65,0.69) 0.71

)
)
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500 0.82 (0.77,0.88
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Table 6.5: The results for RQ4c. The column Awvg. Correct to Missing shows
the average number of edges that were correctly found without information,
but not longer once information was provided. The column Avg. New Fualse
Positives shows the average number of edges that were incorrectly found only
when providing information, but not when not providing information.

’ Method H Avg. Correct to Missing \ Avg. New False Positives ‘

HC 0.006 0.049
LiNGAM 0.059 0.310
pPC 0.005 0.000

added. That this does not occur in practice is reassuring, though it is also
consistent with PC’s general tendency to insert few wrong edges regardless of
background information.

For RQ5a, we can see in Figure that problematic variables are detected
better when information is available for HC and LiNGAM. For PC, the back-
ground information does not increase the percentage of problematic variables
found. Moreover, we can see that HC and, to a slightly lesser degree, LINGAM
are able to identify most of the problematic variables, with HC finding, on
average, roughly 87% with the information available.

Somewhat surprisingly, Figure [6.11] reveals that blocked variables are also
detected reliably, at least by HC. This finding is surprising because several
edges must be correctly identified to classify a variable as blocked. Moreover,
alarm and SDIII proved to be difficult to learn when looking at Table [6.2] again,
which makes these results all the more surprising. Having information seems
to lead to a better detection of blocked variables, but the difference is not
significant.

Figure [6.12| shows how many variables that truly have no connection were
classified as such. Only four datasets (sachs and SDIII, SDIV, SDV) contained
such variables. PC found all of these variables even without information
available. This result is expected because PC tends to place too few edges
in general and hardly any wrong edges. LINGAM and HC were also fairly
successful at finding the variables; using information seemed to have a positive
impact on LINGAM but not HC.

Figure shows how many variables with opposing effects are correctly
detected. Correctly classifying these variables is challenging because it requires
the correct insertion of several edges again. Interestingly, we observe that all
methods perform similarly well when information is available and achieve very
good results in this case. In part, this result is explainable through the fact
that only a few datasets (three) contained opposing effects variables. When no
information is available, HC still performs about as well, but LINGAM and
PC perform much worse. The result for PC is relatively easily explainable by
the fact that these variables can only be classified when the edges are oriented.
It may often be the case that this is only possible when using background
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Figure 6.10: Results for RQ5a and problematic variables summarized across
all DAGs, separated by learning methods.

information.

Figure [6.14] shows the results for RQ5b. As a brief reminder, for RQ5b,
we check whether all paths through which a potentially problematic sensitive
variable impacts the target are correctly recovered (not just that a variable
is correctly classified as problematic). Detecting all paths through which
potentially problematic sensitive variables impact the target is a very challenging
task, as large parts of the network must be recovered correctly. In the figure,
we can observe that for HC and LINGAM, providing information leads to a
huge benefit. As before, information does not really help for PC.

Table displays the results of RQ5c, which shows the impact of using
background knowledge on the estimation of causal fairness measures. We only
show the results for HC. Both HC and LINGAM benefit from the inclusion of
background information in terms of graph accuracy, as shown in the results
for RQ4a. However, HC consistently achieves higher overall accuracy than
LiINGAM across the evaluated networks, making it the more informative choice
for assessing what can realistically be achieved when estimating causal fairness
measures with learned DAGs. We need to compute NDE and NIE separately
for each sensitive variable, which we have abbreviated here. We show the results
for all variables that we defined as sensitive in Table [6.1] As explained before,
the values represent the ratio of differences of the estimated values between
learned DAGs with and without information compared to the ground-truth
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Figure 6.11: Results for RQ5a and blocked variables summarized across all
DAGs separated by learning methods.
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Figure 6.12: Results for RQ5a and unproblematic variables summarized across
all DAGs, separated by learning methods.
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Figure 6.13: Results for RQ5a and opposing effects variables summarized
across all DAGs separated by learning methods.

DAG. Hence, values smaller than 1 indicate that the estimate of the fairness
values using the DAGs learned with background information is closer to the
estimate using the ground-truth DAG; whereas values larger than 1 indicate
that background information worsened the fairness estimate relative to the
ground-truth. If using the ground-truth DAG and both of the learned DAGs
estimate an effect of 0, we wrote “Effect Size 0 in all”. An effect of 0 occurs if
the sensitive variable is unproblematic or blocked.

Generally, we can observe that for 52 variable-value combinations, the ratio
is smaller than 1, indicating that the estimate from the learned DAGs using
background information is closer to the estimate using the ground-truth DAG.
19 values are larger than 1; the remaining are either exactly 1 (one occurrence)
or no effect was calculated using any DAG. These results have two important
implications. The first is that our results support previous research that already
highlighted that the DAGs are very important for measuring causal fairness
[14]. Different DAGs lead to very different results (as indicated by values much
smaller and larger than 1). The second is that our RQ5c can generally be
answered affirmatively, although there are some exceptions.

Answering RQ5 more generally, background knowledge indeed also helps with
assessing causal fairness, as the different classes of variables are more often
identified correctly, the structures in which problematic variables are involved
are found to a greater extent, and even the causal fairness measures usually
come closer to the ground-truth. Yet it is also worth noting that learning
DAGs is still far from perfect, potentially with far-reaching consequences for
subsequent steps, such as fairness assessment.
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Table 6.6: Results for RQ5c and HC, summarized across all DAGs. The values
represent the ratio of differences of the estimated values between the learned
DAGs with and without information compared to the ground-truth DAG.

‘ Network ‘ Variable H Relation of Error NDE ‘ Relation of Error NIE ‘

vl 0.705 0.998
v2 0.941 6.357
v3 0.742 0.028
\ 1.241 0.669
vH 0.959 0.968
alarm v6 0.908 0.986
V7 0.744 0.229
v8 6.059 0.684
v9 0.870 1.001
v10 Effect Size 0 in all Effect Size 0 in all
vll 2.167 Effect Size 0 in all
asia vl 2.107 6.697
v2 0.0824 0.031
earthquake vl 15.236 0.030
v2 4.289 0.031
insurance vl 0.470 0.629
sachs vl 0.077 0.317
v2 Effect Size 0 in all Effect Size 0 in all
vl 1.019 0.838
SD 1 v2 0.026 0.037
v3 0.810 1.299
v4 0.043 0.041
vl 3.770 2.909
SD II v2 0.967 20.454
v3 0.117 0.021
v4 0.935 0.931
vl 0.598 0.379
v2 0.475 0.337
SD IIT v3 0.993 1.146
v4d 5.082 2.071
vh 0.003 0.133
v6 0.881 1.853
vl 0.005 0.004
SD IV v2 Effect Size 0 in all Effect Size 0 in all
v3 0.537 0.758
v4 0.000 0.000
vl 0.000 Effect Size 0 in all
SD V v2 0.709 0.589
v3 1.000 1.000
v4 0.126 0.000
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Figure 6.14: Results for RQ5b summarized across all DAGs separated by
learning methods.

6.6 Evaluation on Real Data

As already mentioned, our evaluation of the methods on synthetic data has
limitations regarding the artificiality of the data generation process. Unbalanced,
non-linear data is particularly challenging for structure learning algorithms.
To show that our methods are also applicable in realistic settings, we now
turn to a real dataset. Because ground-truth causal relationships are unknown
for real data, a rigorous quantitative evaluation of the kind performed on
synthetic data is not possible. Instead, we selected a dataset we know well
enough to assess whether the learned graph appears plausible given domain
knowledge. This is inherently a qualitative validation—it can demonstrate
that the method produces sensible results in a realistic setting, but cannot
confirm that the learned DAG is correct. We therefore present this evaluation
as a complementary illustration rather than a substitute for the synthetic data
evaluation.

The dataset is concerned with predicting whether students pass a particular
course on the first try. The course is a mandatory part of a Bachelor’s program
at our university and should be taken in the third semester. It is concerned with
statistics. 16% of students do not pass this course on the first try. To predict
whether a person passes the course on the first attempt, we can use information
regarding which other mandatory courses were passed already by the time the
student takes the exam. To check whether fairness concerns may come into play
when training an ML model on this data, we include demographic information
we have available: age, gender, and nationality. We have student data available
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Figure 6.15: The part of the returned graph that shows the demographic
features and the subnetwork that includes the target.

for the past ten years, which has led to 811 students in our final sample.
Based on our previous results, we used HC on the data and provided information
on the target and the demographics. For a better overview, Figure shows
only a part of the returned graph, including the component that includes the
target (the target is in blue) and the demographic features (the demographic
features are in red). The other courses not displayed are not connected to any
of the courses or demographic features displayed here, but are interconnected
with each other.

We can observe that gender and age are disconnected from all other nodes;
no edges have been learned connecting them to any of the other variables
along a path to the target node or the target node itself. Hence, they are
unproblematic according to our classification, although leaving them out of
ML models is likely still sound advice. Further, we can observe that although
the target is not directly connected to nationality, an indirect relationship
exists. Nationality seems to directly influence the courses Foundations and
Social Psychology 1. Both courses are supposed to be taken before taking the
target course. Both courses also require more language skills than the other
courses. Foundations teaches basic theories and is not concerned with statistics
at all; Social Psychology I teaches both basic theories and employs statistical
methods. It is likely that, in reality, people of other nationalities than the
domestic nationality have poorer language skills and struggle in these courses.
This theory points to another aspect and limitation we already mentioned. We
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rely on the variables that we actually have and construct graphs from them.
As such, some variables may rather act as proxies for truly relevant variables
that are latent.

Going back to the graph, Social Psychology I is influencing Data Analysis.
It is not surprising that these two are connected as Social Psychology I, as
already stated, introduced statistical methods as well. Both Data Analysis and
Foundations influence Analysis of the Social Structure. For us, this also appears
reasonable as this course builds on these two and uses the theories taught in
Foundations and combines them with statistics taught in Data Analysis. Data
Analysis and Analysis of the Social Structure both influence the target course.
For Data Analysis, any other result would have been surprising as the target
course is the de facto advanced course of Data Analysis. That Analysis of
the Social Structure also directly influences the target course is interesting.
Again, we want to highlight that, in reality, there are probably latent variables
that relate these variables together. For example, there may be an unobserved
mediating variable or a confounder that influences both courses, e.g., being
studious. Despite this limitation, our results shows a well-known advantage of
structure-learning algorithms: They indicate which variables are relevant and
which are not (many courses are also not relevant at all for this course).

Binding this together with our discussion of decision-making about fairness
and bias mitigation from the previous chapter, for age and gender, we have
already stated that these are unproblematic because they are unconnected to
the subnetwork that includes the target node. Still, as mentioned, they should
probably be excluded. For nationality, the situation is obviously different. While
there is no direct relationship, information about the nationality is transported
to the target variable via other variables. This affects all variables that are
directly or indirectly connected to the target, and we suspect this will often be
the case in real-life data. If we plan to train an ML model on data intended to
predict whether a student passes, we need to control for biases introduced by
nationality. What exactly we control for depends on both the model’s aim and
stakeholders’ perspectives, as highlighted in the discussion of context in the
previous chapter. In this case, the stakeholders are the courses’ teachers and
previous students. If the model is aimed at identifying who is struggling with
the course and then providing personalized assistance, keeping all variables in
the model may be a valid decision. If the model is used to prioritize who gets
accepted into the course, the stakeholders may decide that at least nationality
needs to be removed from the data and, potentially, that the remaining bias
from the other variables needs to be mitigated. For example, stakeholder
discussion may reveal that the effect of nationality through Foundations is seen
as illegitimate (e.g., because it requires more and different language skills than
the target course), whereas the effect of nationality through the other courses
is seen as fair. Then, path-specific bias mitigation or the non-causal variant of
conditional demographic parity could be employed and monitored.

One aspect that should be highlighted in this scenario is the following: Stake-
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holders are probably much more likely to agree that language skills are a
legitimate reason for different outcomes compared to nationality. Here, how-
ever, it is likely that nationality is a proxy for language skills. Then again, we
cannot be absolutely certain of this. This consideration highlights that knowing
more about the setting and the data and having many variables available
(particularly demographic ones) is very valuable. It also highlights that we
have to be careful when talking and thinking about our decisions.

6.7 Implications, Future Work, and Conclusion

Although our results are promising, this chapter has also revealed several
limitations, aspects that warrant caution, implications for applying the methods
discussed, and future research directions.

6.7.1 Limitations and Implications

While we have shown that including background information helps to learn
more accurate DAGs (answering RQ4), which in turn helps to classify the
variables according to the classes we identified and to estimate unfairness better
(answering RQ5), it is still not the case that the DAGs are always learned
correctly. Learning DAGs is tricky, and several factors contribute to the ease
with which they can be learned. In particular, complex relationships or a
lack of data hinder the learning of DAGs, which is amplified in settings with
many variables. As our results show, having more data available increases the
likelihood of learning accurate DAGs. Thus, causal structure learning may be
unreliable in sparse data settings. Moreover, we must always be aware that
our learned DAG may not be accurate and that we should be careful when
using it to inform future actions. As our approach is intended to improve
fairness estimation and enable better bias mitigation, incorrect DAGs can lead
to problematic outcomes. Still, our results on classifying sensitive variables are
at least mostly promising, allowing us to use these DAGs to inform our fairness
decision-making. Identifying the exact structures of sensitive (and especially
problematic) variables seems trickier and further supports our idea presented
in the previous chapter that causal fairness measures may not necessarily be
better suited than non-causal methods to measure fairness and that we should
focus on rung 1.5.

Moreover, as mentioned before, DAGs can only be learned from existing data.
If variables that would be part of the causal network are not observed, the
edges in the learned network do not directly or necessarily imply a causal
relationship. Likewise, it may be the case that some problematic variables are
not directly observed but still lead to a biased model. For example, imagine that
in our running example, we do not observe variable socio-economic status—the
remaining variables still encode its information, and the model will still be
biased, but we do not know of this problem. Of course, this limitation holds
for any kind of algorithmic bias assessments; still, we have to recognize this
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problem. Hence, we should be very careful with conclusions drawn from the
graph and should think about potentially missing variables and how they would
be included in the graph or change its construction—the topic of including
unobserved variables will also be approached again in Chapter [§ because
unobserved variables are relevant for constructing interventions.

Generally, however, including background knowledge leads to graphs that
are more likely to represent causal relationships. Especially for score-based
methods, which make no theoretical guarantees of returning causal DAGs but
often perform relatively well, the added explicit causal knowledge, which clearly
propagates during learning and leads to generally more causal graphs beyond
the concrete background knowledge, is an advantage. We want to highlight that
for downstream tasks performed with these DAGs, such as bias assessment and
mitigation, it is very important that the learned DAGs do not just represent a
likely data-generating mechanism but an actual causal one: the background
knowledge helps achieve this.

Another limitation, particularly relevant for real-life data and as observed in
the example above, is that sensitive variables may influence all paths leading to
the target. Even if we decide that some paths are fine, this still substantially
affects what we can actually do with the predictive model and the limitations
we impose. As Nilforoshan et al. [115] write, this can lead to extreme cases in
which, e.g., we decide that a model is only fair if everyone receives the same
treatment. We believe that future work should take a holistic approach to
investigate this problem and make recommendations. If the data is highly
biased, we may have to conclude that we cannot create ML models using it.

With regard to decision-making, we again want to highlight the necessity
of involving stakeholders to determine what constitutes legitimate influence
and what does not. Moreover, this chapter clearly highlights the value of
background information and, thus, provides another argument in favor of
including stakeholders: they may be able to provide even more background
information, further helping construct DAGs. Even more so now than before,
however, the stakeholders need a solid understanding of causal modeling. This
requirement presents a time-consuming hurdle, although some workshops have
been constructed aimed at modeling DAGs together with stakeholders [132].
As argued before, we believe that the involved stakeholders should be part of
different stakeholder groups, and that this mix of experts provides the most
background information. Then, of course, an issue may be that stakeholders
disagree on the exact structure. However, varying points of view can even be
seen as valuable insights, and there are strategies to reconcile differing opinions
[132], although this problem is still an ongoing research area. We consider a
deeper discussion of how to obtain expert knowledge as out of scope of this
dissertation, but point interested readers to Rodrigues et al. [132], Taylor et al.
[155], and Barbrook-Johnson and Penn [10].
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6.7.2 Future Work

The aspect of stakeholder inclusion is also part of what we consider interesting
future work: It would be interesting to research the extent to which the
background information provided varies between different stakeholder groups.
Such research could enable us to estimate the reliability of experts and to
reconcile conflicting views.

Moreover, future research should focus on achieving even more accurate DAGs.
Our results show that the inclusion of background information is very helpful.
Hence, future work should attempt to develop adaptations to include back-
ground information even more effectively. Additionally, as indicated by our
results, a focus should be placed on score-based methods, as they achieve the
most promising results. While these have theoretical limitations (regarding
the guarantees they can make), these limitations can be somewhat mitigated
when using more explicitly causal background knowledge. In a similar vein, a
thorough investigation of how difficult (sparse, complex) data settings affect
the accurate learning of DAGs and to what extent background knowledge can
help counter them would be interesting.

Lastly, as it is unrealistic to always achieve perfect DAGs, further research
should investigate the effects of these inaccuracies on downstream tasks. This
investigation will be a part of the next chapter.

6.7.3 Conclusion

In this chapter, we showed how background information available in fairness
scenarios affects the accuracy with which DAGs are learned. We show that the
adaptations of structure-learning lead to more correctly learned DAGs, which
greatly improves the usefulness of DAGs for fairness, as no reliable conclusions
can be drawn otherwise [14]. We also demonstrate that the method can be
applied to real data. Although there are still some limitations, we contributed
important results toward a more causally driven fairness evaluation and the
use of causal methods beyond fairness. Moreover, the evaluation shows that
a marriage of non-causal (less sensitive to modeling errors) and causal (more
nuanced) approaches is sensible.



Chapter 7

Causality and Feature Selection

While we have observed how accurate structure learning methods are for
synthetic data in the previous chapter, the empirical effects of inaccuracies
on subsequent steps have not been investigated, nor has it been possible to
gauge how well models are learned for real-life data, as the ground-truth causal
model is missing in such cases. As such, in this chapter, we aim to test how
well causal models are learned from real-life data without having to know the
ground-truth DAGs. To do so, we turn to causal feature selection (CFS), both
for predictive performance and for fairness, as a method that relies on accurate
learning on DAGs. As essentially all causal methods, CFS relies on DAGs or
at least on extracting the MB. Theoretically, the MB provides the ideal feature
subset for predictive performance, so when the MB is identified correctly, the
subsequently trained model performs at least as well as any model trained
with a feature subset returned from other FS methods under ideal conditions
[170]. Likewise, theoretically, when we identify all descendants of a sensitive
variable and remove them, we get a fair model [87]. As such, the question
of how well CFS performs is another variant of asking how well DAGs are
learned—any poor resulting performance (compared to other methods) can
be directly attributed to an imperfect causal model-—while simultaneously
allowing us to show how causality can be used at step 1 of ML development.

Despite the theoretical advantages of CFS that we just described] and despite
CFS being an established subarea of feature selection more generally, it has
hardly been used in the general ML community—neither for investigating how
well CFS methods perform w.r.t. predictive performance in comparison to other
F'S methods 21}, |75} [160] nor how well extensions of CF'S that mitigate biases
perform w.r.t. to predictive performance and algorithmic bias compared to
other bias mitigation methods [24]. This lack of evaluation within the broader
ML community greatly hinders the widespread adoption of these methods and
is likely due to uncertainty surrounding DAG construction. Hence, if we find
that the CFS methods work comparatively well, even when onlyf| using the
method of combining background knowledge and causal structure learning as
described in the previous chapter, this finding would more generally allow us to
make a claim that causal methods are usable for the broader ML community.
Hence, we need to investigate how well CFS methods perform with respect to
predictive performance and how well fair extensions of CF'S methods perform

!An additional advantage is also that by selecting features based on a DAG, we can
immediately receive insights and know, which variables could be intervened on to change a
prediction.

2We could do much better with more background knowledge.
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with respect to algorithmic bias. Specifically, we again introduce more fine-
grained research questions:

RQ6: How do CFS methods compare against other methods with regard to
predictive performance?

RQ6a: Do ML models trained on the feature subset selected via CFS methods
outperform the baseline of using all features?

RQ6b: How well do ML models trained on features selected via CFS perform
compared to other models trained on features selected via other methods?
RQT7: How do fair CFS methods compare against other methods with regard
to algorithmic bias?

RQT7a: How well do fair CFS methods reduce algorithmic bias compared to
other fair pre-processing methods?

RQ7b: How do fair CFS methods compare to other fair pre-processing methods
with respect to the trade-off of predictive performance and reducing algorithmic
bias?

Before we start describing our experimental setup, we will first provide back-
ground on (C)FS methods for predictive performance and fairness, respectively.

7.1 Background: FS and Predictive Performance

First, we briefly introduce feature selection for predictive performance, with a
special focus on causal feature selection; then, we discuss using CFS to mitigate
algorithmic bias.

7.1.1 Feature Selection

The motivation for applying FS when training an ML model is that not all
features X € X are relevant for predicting a target variable Y [170]. Some
features may provide no useful information on the target variable, while others
may only duplicate information about the target variable already captured by
other variables. By selecting a subset of informative features, we help the model
focus on the important features, improving generalization and computational
efficiency [172]. In this paper, we denote the final set of features used to train
the model as 7. FS is typically employed to boost predictive performance,
reduce the amount of data needed to achieve a given accuracy, and shorten
training time.

FS methods are usually grouped into two main families: filter and wrapper
methods [162, 170]. Filter methods rank features by their association with
the target variable (e.g., via correlation) and select the top-ranked features
[162, 170]. Wrapper methods evaluate subsets of features by training the model
directly and measuring how well those subsets predict Y; features are added or
removed iteratively [162, [170]. Because the ML algorithm itself is used during
selection, the chosen model influences which features are retained. Causal
feature selection (CFS) can be viewed as a variant of the filter method family,
as it does not rely on a trained model.
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Figure 7.1: The causal graph that represents our running example.

7.1.2 Causal Feature Selection

Causal feature selection (CFS) seeks to model the data-generating process of a
target variable using a causal graph and then select the target’s Markov blanket
(MB), denoted M B(Y) [170]. As a reminder, the MB of a node consists of
its parents, its children, and the parents of its children [118]. In our running
example (in Figure [7.1| again in abstract form), the MB of node (and random
VariableED Y consists of the parents A4, X7, X8, X9, X10, X11. No children,
and hence, no children’s parents exist.

Formally, the MB contains all information relevant to predicting Y’; no other
variable adds unique information beyond what the MB provides [11§|. Using
information theory, Yu et al. [170] show that causal and non-causal FS share
the same objective and that a correct MB is the optimal feature subset. The
main challenge in CFS is therefore to construct a DAG (after which identifying
the MB is trivial) or to learn the MB directly. It should also be noted that CFS
operates on rung 1.5 in a way: the DAG or at least the MB is used, but further
estimations of causal effects are not necessary, and no further assumptions are
made.

7.1.3 CFS Methods

Generally, CFS methods for predictive performance only differ in how they
learn the DAG or MB. Regardless of the learning method, the MB of the target
is selected, as this guarantees the ideal set of features if the MB is correctly
identified. Hence, we really compare structure-learning methods well-suited
for subsequent feature selection. These methods can be grouped according

3In this chapter, we again do not differentiate explicitly between node and random variable.
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to whether they rely on global or local structure learning. Local structure
discovery, which we have not discussed yet, focuses on each variable’s MB or
on its parents and children using conditional-independence tests. A DAG can
then be assembled from these local relationships, or, if F'S is the sole goal, one
can learn only the MB of the target variable and use it directly [84]. Local
methods have the advantage that, if we care only about FS and not broader
causal insights, we can efficiently learn just the MB of the target.

For the global approach, we again use the score-based Hill Climber (HC)
algorithm, which we already introduced in the previous chapter. When we
extract the MB from the DAG learned by HC, we refer to the method as
HC-MB.

As a local method for learning complete DAGs, we use the constraint-based
HITON-Parents-Children (HITON-PC) algorithm. Unlike HC’s global search,
HITON-PC first constructs a skeleton by identifying each variable’s parents
and children through conditional independence tests, and then orients edges to
form a full DAG [84]. Parents—children approaches often perform well [84], but
from an FS perspective, they require learning the full DAG from each node’s
parents and children, because the MB also includes the parents of a node’s
children (the spouses), which are otherwise not available.

In addition, we employ the Incremental Association Markov Blanket (IAMB)
algorithm, another local method that directly learns MBs. IAMB is especially
suitable when the goal is to find only the target’s MB and is known to scale well
to large numbers of variables, a setting where FS benefits most [84]. Finally, we
include LRH (lessen swamping, resist masking, and highlight the true positives),
a local algorithm designed to mitigate errors in conditional independence tests.
Its authors report strong performance across a range of conditions [96].

As we stressed before, background knowledge is detrimental, both for construct-
ing causal graphs and for then deciding on fairness or interventions. Because
we lack detailed background knowledge of the datasets in this study, we follow,
whenever possible, the strategy established in the previous chapter, which
incorporates minimal but important domain assumptions: (1) demographic
features (e.g., gender) cannot be influenced by other features, as their values
are fixed before other variables, and (2) the target variable cannot influence
any other feature, as it is determined last in time. More background knowledge
may help make the DAGs more accurate. However, for the aim of this study, it
is not a weakness that the DAGs may not be as accurate as possible, as we
are interested in how imperfect DAGs affect the subsequent steps and whether
causal methods are generally feasible even then.

7.1.4 Related Work: FS for Predictive Performance

A substantial body of research has examined FS on general ML or educational
datasets, with several studies highlighting not only gains in performance and
efficiency but also the potential for deeper insights 13| [174]. Although these
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works also have some limitations with regard to the generalization of their
results (e.g., it is often not investigated whether F'S even improves the predictive
performance compared to using the complete feature set, especially for tree-
based methods |13, 128]), the body of work comparing non-causal F'S methods
is large. The same cannot be said for CFS methods.

Despite being a well-established and active subfield of FS [63] 170], CFS has
received virtually no attention in applied areas of ML such as education [160),
173] but also beyond 21} 75]. While much work surrounding CF'S is dedicated to
handling real data settings, e.g., by discovering MBs when data is missing, non-
linear, or high-dimensional |93, 126, [171] or when the conditional independence
tests failed |61} |62], the evaluation is often focused on synthetic datasets, using
real-world datasets only as proofs-of-concept and with no comparison against
more advanced non-causal F'S methods.

A notable exception is Saarela [135|, who showed that CFS performed slightly
worse than correlation-based F'S. Saarela also demonstrated that simply ex-
cluding sensitive variables via CFS produced fairer models than non-causal
F'S that excluded the same variables. More generally, Yu et al. [170] found,
across synthetic and standard ML datasets, that causal and non-causal F'S
achieve comparable predictive performance. When ample training data are
available, CFS can even outperform non-causal approaches. Yet, with small
sample sizes, correlation-based methods tend to perform better, likely because
causal structure-learning methods incorrectly fail to insert edges between truly
related variables. However, an overall evaluation using multiple datasets and
multiple ML and standard F'S methods is still missing.

7.2 Background: Algorithmic Bias

The topic of algorithmic bias has been frequently discussed throughout the
dissertation. At this point, we again want to highlight that selecting an
appropriate algorithmic bias metric is non-trivial and depends on factors such
as the application context and, critically, the data-generating mechanism.
While we have discussed which fairness measures to use when at other points
throughout the dissertation, in this study, our focus is narrower: We analyze
how using fair CFS and other fair pre-processing methods affects standard
measures of algorithmic bias. We do not claim that the resulting models are
universally “fair”. Indeed, because the evaluation is conducted without a specific
application scenario in mind and without deeper knowledge of the context,
we cannot make other claims, and it is not necessary for the evaluation here.
We evaluate how these methods influence commonly used algorithmic bias
metrics—concretely, the group algorithmic bias metrics of demographic parity
ratio and equalized odds ratio.
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7.2.1 Fair CFS Methods

Kusner et al. demonstrated that removing all variables from the training data
that are either sensitive or descendants of sensitive variables in a DAG yields
a model that satisfies standard measures of algorithmic bias [87]. Hence, the
first approach to learning fair models we include in this study is to exclude
all descendants of the sensitive variable and the sensitive variable. Hence:
T = X \ D where D are the descendants and the sensitive variable. The
sensitive variable is excluded for all of the following methods. We abbreviate
this method as ExDesc. ExDesc is solely focused on reducing biases; it is
not supposed to improve predictive performance, as features are not selected
based on their relationship with the target variable. This objective is different
when compared to the second method to achieve a fair model, which is to
further restrict the training data to those variables that are not descendants
of the sensitive variable and are in the MB: T = M B(Y) \ D. We call this
method MBExDesc. Note that it may be the case that no feature remains after
excluding the descendants. In such a case, no model can be learned. Again, we
use all CFS methods from above. MBExDesc and ExDesc require the complete
DAGs.

In contrast, the FairCFS algorithm proposed by Ling et al. [94] only requires
the MBs of the sensitive M B(A) and the target M B(Y') variable. Then, we
select features according to two rules.

e If a feature X € X is in the MB of the target but not in the MB of the
sensitive variable (i.e., X € {MB(Y)\ M B(A)}, then it will be added to
T if and only if X is independent of A given the Markov Blanket of A,
ie, X L AIMB(A).

e Alternatively, a feature X that is in both MBs (i.e., X € {MB(Y) N
MB(A)}) can be added to T if it is independent of A given a set Z that
is part of the MB of A, ie., X L A|Z,Z C{MB(A)\ X}.

For the proof of why the resulting feature set 7 is unbiased, please consult Ling
et al. [94]. Again, it may be the case that no feature is available for training
the model after these steps.

Our fourth causal method is a novel approach that we call causal de-correlation
(CaDe), which can be assigned to the causal bias mitigation methods that
operate on rung 1.5, because it uses the DAG but employs non-causal methods
to remove the bias. The goal is to preserve more non-problematic information
from variables in M B(Y') that are descendants of the sensitive variable A,
which should better balance the trade-off between predictive performance and
bias mitigation, and to make sure that this method can even be applied when
all variables are descendants of the sensitive feature. Let D again denote the
descendants of A and M B(Y") the target’s Markov blanket. For each feature
X € {{MB(Y)\ A}ND}, we de-correlate X from A, producing X, and replace
X with X in the MB(Y)\ A to form the final feature set 7. CaDe differs from
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the correlation-remover method (which we will introduce later and use as a non-
causal baseline) in that de-correlation is applied selectively only to the variables
in M B(Y) that are descendants of the sensitive variable, rather than globally to
all features. This targeted application preserves more information from variables
unaffected by the sensitive feature while still reducing the sensitive feature’s
influence on the training data. The de-correlation step itself is computationally
straightforward, which motivated this choice over more principled independence-
inducing procedures. It should be noted, however, that de-correlation does
not imply full statistical independence as residual dependencies between X
and A may remain, particularly when the relationship between X and A is
non-linear. As such, CaDe should be understood as an approximation that
trades off theoretical guarantees for practical applicability, and more rigorous
independence-inducing alternatives represent a natural direction for future
work.

Note that all of the fairness strategies are used on the learned structures
returned by all described structure learning methods.

7.2.2 Related Literature: CFS for Algorithmic Bias Miti-
gation

The idea of using CFS to create fairer ML models originated primarily in the
causal fairness community, starting with the work of Kusner et al. [87]. As
we just discussed, subsequent research has proposed alternative strategies that
retain more predictive power, such as methods that block the flow of information
from sensitive variables rather than removing every affected variable [94]. Other
approaches avoid learning a complete DAG altogether [52|, although we argue
that this limits the advantages of causal methods as already discussed in
Chapter [4 These causal bias mitigation methods are rarely compared with
each other or with non-causal methods, and are usually evaluated on only a
few, very specific real-world datasets [87], as we also discussed in Chapter |4} As
stated in the introduction, the concept of fairness-oriented FS has also gained
traction in the broader FS literature. Notably, Belitz et al. [11] introduced a
wrapper method that selects features based on both predictive performance and
an algorithmic fairness metric; however, this was not compared against CFS
methods. Apart from this method, however, most other fair pre-processing
methods that have evolved as standard techniques are not based on feature
selection but rather on removing the influence of sensitive features by adjusting
the values of the affected features [12} |15].

7.3 Evaluation Pipeline

In the following, we will discuss how we evaluated our RQs. First, we will
discuss the choice of non-causal F'S and fair pre-processing methods we compare
against, then the general evaluation pipeline, the ML methods, including the
hyperparameter settings, and the evaluation metrics. Subsequently, we will
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introduce the datasets.

7.3.1 Feature Selection Methods

As noted earlier, FS methods are commonly divided into filter and wrapper
approaches, and our study compares techniques from both families against
the CFS family. We chose only methods well-suited to classification tasks,
as our evaluation is limited to classification to ensure comparability across
experiments.

Filter Methods

Filter methods primarily differ in the scoring metrics they use to assess a
feature’s relevance to the target variable. Two widely used scores are ANOVA
F-values (hereafter SelectF) and mutual information (MI) |21], and we use
both strategies. We selected the methods because they work well for classifica-
tion tasks and impose few restrictions on the data. Both methods require a
hyperparameter k, which specifies the number of features to select.

Wrapper Methods

As wrapper methods, which are generally more computationally demanding
than filter methods, we include two approaches that operate independently
of the downstream ML model (L1-based selection and Boruta) and two that
are closely tailored to the chosen ML model (recursive feature elimination and
sequential forward selection). L1-based selection (L1) leverages the properties
of L1 regularization, which drives coefficients to exactly zero, leaving a set
of presumably strong predictors that have nonzero weights [140]. Boruta
typically relies on random forest feature importance scores [86]. It generates
shadow features by randomly shuffling the original features (preserving their
distributions) and compares the importance of the original features to those of
their shadows. Features that remain consistently less informative than their
shadows are discarded [86].

Recursive feature elimination (RFE) and sequential forward selection (SFS) are
also wrapper methods but rely on repeatedly training ML models on varying
feature subsets and observing how predictive accuracy changes in response [162].
RFE begins with all features and removes the least important ones determined
step by step, whereas SFS starts with none and adds the most informative
features iteratively. Unlike Boruta and L1, which automatically determine
the number of features to retain, RFE and SFS require the user to specify k.
Although RFE and SFS select features based on the performance of specific ML
models (e.g., random forest) using these features, the resulting feature subsets
can be used to train other ML algorithms (e.g., logistic regression) [162].
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7.3.2 Fair Pre-Processing Methods

We compare the fair CFS methods with another non-causal FS fairness method
and two standard fair pre-processing methods: disparate impact removal and
correlation removal. The fair FS method we mentioned earlier is called fairness-
aware feature selection (FA-FS) [11]. It is based on sequential forward selection.
In standard SFS, features are added based solely on their contribution to
predictive accuracy. FA-FS adds a fairness component, selecting features that
balance improvements in accuracy against increases in unfairness. The relative
weight between accuracy and fairness is controlled by a hyperparameter, which
we set to give equal importance to both objectives.

Disparate impact removal (DR) works by modifying feature values so that the
outcomes of an ML model are less dependent on the sensitive features [12]. The
goal is usually to achieve demographic parity. To do so, DR modifies the input
data, adjusting the distributions to reduce potential unfairness, while leaving
the model unchanged. In contrast, the correlation remover method (CR), which
we also use for CaDe, focuses on the relationship between regular and sensitive
features rather than on outcomes |15]. It works by removing linear correlations
between the regular and sensitive features, which effectively decorrelates them.
This approach aims to prevent the model from implicitly learning bias from
the features themselves.

7.3.3 Overview

For each dataset, we employ 5-fold cross-validation. In each fold, we first run
all ML methods without FS or fair pre-processing, followed by all possible
combinations of F'S/fair pre-processing and ML methods. We also evaluate
model-specific wrapper methods with other ML algorithms (e.g., using features
selected by FSF based on random forests as input to logistic regression). After
computing the evaluation metrics for each fold, we average them across folds for
each FS—-ML method combination. We calculate all metrics for all combinations,
including algorithmic bias metrics for F'S methods that do not explicitly address
fairness. Because some FS methods (particularly SFS, HITON-PC, and LRH)
do not scale well, we implemented a 30-minute time—outﬂ If an F'S method did
not finish within 30 minutes for a fold, it was terminated, and we proceeded
with the next method. Random seeds are set to ensure reproducibility.

4In practice, the timeout was triggered consistently for HITON-PC, LRH, and SFS on
the DAP and ELP datasets, and occasionally for OULAD. Given the comparatively large
feature spaces of these datasets (170 and 437 features, respectively, for DAP and ELP), this
is not entirely surprising. As a consequence, results for HITON-PC, LRH, and SFS are not
available for these datasets, which limits the completeness of the comparison. However, the
exclusion of SF'S does not affect the comparison between CFS and filter methods, which is the
primary focus of RQ6b, and the exclusion of HITON-PC and LRH is partially compensated
by the other CFS methods that do scale to these dataset sizes and furthermore sheds light
on existing limitations.
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7.3.4 ML Methods and Hyperparameters

We use seven ML methods in our evaluation to cover a broad range of model
types. Three of them are classical methods commonly employed in FS studies:
logistic regression (LR), support vector machines (SVM), and k-nearest neighbor
(kNN). We also include three tree-based methods: random forest (RF), eXtreme
Gradient Boosting (XGB), and CatBoost. Tree-based methods continue to
outperform other approaches on tabular dataﬂ [49]. Finally, we include a small
feedforward neural network (NN) to represent basic deep learning approaches.
We do not perform hyperparameter optimization as our goal is not to achieve
the best possible results but rather to gain general insights into emerging
patterns with regard to the performance of CFS methods. Additionally, the
computational load of our experiments is already substantial, with a total of 259
models evaluated per dataset. Hyperparameters are set to reasonable default
values across all datasets rather than being tuned individually. Regarding the
hyperparameter k, which is required by some FS methods and determines the
number of features to select, we run each method multiple times per fold with
different values of k. Specifically, we set k to 20%, 40%, 60%, and 80% of the
total number of features in the training dataset, respectively.

7.3.5 Pre-Processing

Similarly to our approach for hyperparameter selection, we applied a consistent
pre-processing strategy across all datasets. Since the ML methods require
numeric input, all non-numeric features were recoded. Binary non-numeric
values were converted to 0 and 1 (e.g., “Yes” to 1, “No” to 0), ordinal categorical
features were mapped to numeric values, and non-ordinal categorical features
were one-hot encoded. ID columns, columns with a unique value in every row,
and columns with only one value were removed. Only some datasets contained
missing values; therefore, the procedure for handling missing values is described
separately for each dataset.

7.3.6 Metrics

As our primary performance metric, we again use the macro F1 value, which is
appropriate for datasets with imbalanced target classes. To quantify algorithmic
bias on a 0-1 scale, we again compute demographic parity and equalized odds
ratios (DPR, EOR) as introduced before. As a reminder, ratios closer to 1
indicate greater equality, and values closer to 0 indicate greater inequality.

We limit the fairness evaluation to gender, as this variable exists across all
datasets and is commonly considered sensitive in educational settings |70, 91].
We want to stress, however, that this choice is a simplification relative to

5Although foundation models and some deep learning methods are closing the gap, they
still have limitations regarding the number of features and samples, making them impractical
or impossible to use for some datasets in this study [49].
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the context-sensitive approach advocated in earlier chapters. A meaningful
fairness assessment would require both detailed background knowledge about
the data-generating mechanism and a concrete application context. Neither is
available here given the breadth of the evaluation across five diverse datasets.
Without these, a principled selection of sensitive variables, fairness measures,
and acceptable thresholds is not possible. This is consistent with our earlier
stated position that we do not claim the resulting models are fair in any absolute
sense; rather, the evaluation here is narrowly focused on how different methods
affect standard algorithmic bias metrics, serving as a relative comparison rather
than a definitive fairness audit. Given that our experiments and, thus, the
results are already extensive, we decided that considering only one variable is
the best choice.

7.3.7 Datasets

We use five datasets in our evaluation. The datasets are summarized in Table
[7.1] We selected the datasets by examining all datasets discussed by Mihaescu
et al. |104] in their review of educational datasets. We included datasets that
either represent a classification task and are in the tabular, stationary data
domain (not sensor, image, or time-series data) or can be transformed to meet
these criteria. Based on these requirements, we selected four datasets (students’
academic performance, student academics performance, open university learning
analytics dataset, dataset of academic performance evolution for engineering
students). Then, we added a fifth dataset (early learning predictors) that was
recently used in a data challenge on the data science competition platform
Zindi and complements the other datasets, as it has a large feature space and
focuses on a different kind of target variable.

xAPI Dataset

The students’ academic performance (xAPI) dataset consists of 480 rows [6].
The goal of the dataset is to assign school students (mostly from Kuwait
and Jordan) to three categories of performance (low, medium, high) based
on demographic and behavioral information. After pre-processing, we have
39 features. There are no missing values in the dataset. Roughly 64% of the
students in the dataset are male, the remaining female.ﬁ The target variable
(low to high performance) is relatively balanced.

SAP

According to the authors, the Student Academics Performance (SAP) dataset
consists of 300 samples, but only 131 are present in the publicly available dataset
[72]. Similar to the xAPI dataset, the goal of this dataset is to accurately

6For this and all other datasets used here, other categories for gender are not reported.
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predict student performance. In this case, college students are categorized
into four groups based on their end-of-semester percentage. Most variables
are demographic or contain information about previous results. After pre-
processing, we have 37 features. There are no missing values in the dataset.
Roughly 55% of the students in the dataset are male, the remaining female.
The target variable’s distribution is imbalanced.

OULAD

The Open University Learning Analytics Dataset (OULAD) consists of informa-
tion on adult learners taking online courses in Great Britain [88]. The dataset
theoretically lends itself to many different prediction tasks. We follow other
papers (e.g., [34]) and predict whether someone passes or fails their course. Pre-
processing for this dataset is more complex, as several tables need to be merged,
and some data (e.g., interactions with the virtual learning environment) need
to be summarized for this prediction task. Variables include behavioral and
demographic information. There are only a few missing values after removing
those students who drop out. Due to the number of samples already available
for this dataset, we discard samples with missing values. After pre-processing,
we end up with 21,189 rows and 32 features. Roughly 54% of the students in
the dataset are male, the remaining female. About 69% pass the course, the
remaining 31% do not.

DAP

The dataset of academic performance evolution for engineering students (DAP)
[37] can be used to predict the global performance of engineering students in
Colombian universities based on test scores achieved in the final year of high
school and a diverse set of demographic information. Usually, this dataset is
used for regression tasks, but we recode the global score into four categories. As
most variables in this dataset have the explicit option of “Missing” information,
we recoded true missing values to this category. After pre-processing, the
dataset consists of 170 features and 12,411 rows. Roughly 59% of the students
in the dataset are male, the remaining female.

ELP

The early learning predictors (ELP) datasetﬂ was presented as part of a challenge
on the data science platform Zindi and contains information about children in
South Africa (mostly aged 5). The dataset includes demographic information
as well as physical, social, emotional, and cognitive assessments, along with
details about the school environment. The goal of the prediction is to classify
each child into one of three categories: “falling far behind”, “falling behind”, or

"https://zindi.africa/competitions/datadrive2030-early-learning-predictors-challenge/
data
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‘ Dataset ‘ # Sample | # Features ‘ Feature-Sample Ratio ‘ Target Dist. ‘ Gender Dist. ‘
XAPI 480 39 0.081 0.26, 0.44, 0.3 | 0.64 (M), 0.36 (F)
SAP 131 37 0.282 0.21, 0.41, 0.32, 0.06 | 0.55 (M), 0.45 (F)
OULAD | 21,189 32 0.002 0.69, 0.31 0.54 (M), 0.46 (F)
DAP 12,411 170 0.014 0.08, 0.16, 0.25, 0.51 | 0.59 (M), 0.41 (F)
ELP 8,475 437 0.052 0.11,0.65,0.24 | 0.48 (M), 0.52 (F)

Table 7.1: A brief description of the datasets.

“on track”. These categories are determined from multiple assessments, so the
dataset captures more than just academic performance. Some features were
dropped due to excessive missing values. For the remaining features, missing
values were recoded as a separate category, since in this context, missing values
may themselves carry meaningful information. As labels are not available
for the challenge’s test set, we use only the training dataset, which, after
pre-processing, contains 8,475 rows and 437 features. Approximately 48% of
the children are male, the remaining female. The target variable is imbalanced.

In total, the datasets vary significantly across many dimensions: the ratio of
features to samples, the age group of the students, the region of the world, and
the prediction goals, which allows for general conclusions.

7.4 Results on the Running Example

For our running example, we decided to use variable A3, because it is a
relatively connected variable that introduces bias. We chose the dataset with
1,000 samples, leading to a feature-sample-ratio of 0.017. Because we have the
ground-truth MB here, we will also compare against the results obtained with
this ground-truth MB. As we have seen before, the network of our running
example is learned well generally, but the connections surrounding the target
variable are not always perfectly learned. Concretely, for feature selection, this
means that most methods return fewer variables as being part of the MB than
would be correct. However, the methods also all return only variables that are
in the MB of the ground-truth (e.g., TAMB returns X 10, X10, and X 11, which
are all members of the ground-truth MB). Consequently, this will most likely
mean that, for predictive performance, the resulting model trained on these
features performs worse than the one trained on the ground-truth MB, as less
information is available. How the model compares to using the baseline of all
features and other F'S methods is open, however. The effect on algorithmic
bias will also have to be seen.

Table depicts a summary of the results w.r.t. predictive performance.
We compare the best non-causal filter-based FS method and the best FS
method separately, as filter-based methods often perform a bit worse than
wrapper methods, but are also the family to which CFS methods can be seen
as belonging.
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Table 7.2: A comparison of the best achieved performance (F1) for different
feature subsets on the running example. Each cell first states the ML method
used for this result, then the FS method used (if any), and then the F1 value.
The overall best result is bold. If two methods are named, their results are
exactly identical.

‘ Whole Data ‘ Ground-truth MB ‘ Best FilterF'S ‘ Best FS ‘ Best CFS ‘
‘ LR - 0.84 ‘ LR - 0.85 ‘ LR, SelectF60 — 0.80 ‘ LR, RFE_LR80 - 0.85 ‘ LR/NN, HC-MB - 0.76 ‘

When using all features (i.e., no feature selection), the best F1 value is 0.84
and is achieved with logistic regression. When using the ground-truth MB, the
best value achieved is 0.85, also with logistic regression. Generally, across all
ML models, the model trained only on the features in the ground-truth MB
performed better than the model trained on all variables. This behavior is
as expected and serves as a sanity check. The best F1 value when using F'S
methods is achieved with the wrapper method RFE, using logistic regression
as both the wrapper and the ML model, and selecting 80% of the features.
The F1 value achieved then is also 0.85 (though smaller than the result for the
ground-truth MB after the second decimal place). The best value achieved
when using a feature subset selected with CF'S is 0.76 using the MB returned by
HC and either logistic regression or the neural network—highlighting that the
network is too sparse around the target variable. As the number of features is
relatively small in our scenario, ML methods generally do not have a substantial
problem with unnecessary features, though reducing them generally helps.

Table depicts the results w.r.t. algorithmic bias. First of all, we can see that
the DPR (first row) shows a small bias across the whole feature set, whereas
the EOR (second row) shows a sizable one. When using Fair CFS methods with
the ground-truth DAG, the bias reduces substantially while performance barely
deteriorates. CaDe proves to be especially valuable here, predictably leading to
a still high predictive performance. When using CFS methods on learned DAGs,
they still generally produce less biased results according to both metrics. Here,
the method of excluding the descendants leads to the best results. Notably,
because we only exclude the descendants, performance is even higher than
with the MB, as the learned MB misses a few relevant variables, as mentioned.
Moreover, we can clearly observe that the best performing fair CFS method
provides a good balance between being accurate—it is at least as accurate as
the best model using the whole data—and being less biased—in both cases,
although the DPR increases only slightly, whereas the EOR increases heavily.
We can also observe that the fairest fair CFS and pre-processing methods
provide roughly the same trade-off of performance decrease and algorithmic
fairness increase.

The running example showcases two aspects very well: When DAGs are learned
imperfectly (here: too sparse around the target variable), this will, of course,
lead to the CFS methods not being as effective in terms of performance.
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Table 7.3: A comparison of the predictive performance (F1) and fairness of
the baseline using all features against: the best performing and the fairest
fair CFS methods with the ground-truth (Gt) DAG, the best performing and
fairest fair CFS method, and the best performing and fairest fair pre-processing
method. The baseline is used as a reference; the difference from the baseline
value is computed for all other results. Red indicates a negative change, green a
positive change. If there is no change up to the second decimal place, the value
is not colored. The first row shows the results for the DPR, the second for the
EOR. The first number refers to the F1 value, the second to the DPR/EOR.

‘ Whole Data H Best Fair Gt ‘ Fairest Fair Gt H Best Fair CFS ‘ Fairest Fair CFS H Best Fair PP ‘ Fairest Fair PP ‘
0.84/0.70 || MLP/CaDe 0.01 MLP /ExDesc 0.09 LR/ExDesc 0.00, RF/MBExDesc 0.14 LR/DI 0.00/0.00 | RF/FFS 0.12
0.84/0.45 || MLP/CaDe 0.01 kNN /CaDe 0.06 LR/ExDesc 0.00, kNN / MBExDesc 0.16 LR/DI 0.00/0.00 | kNN/FFS 0.14

Simultaneously, at least for algorithmic bias, the ML model learned subsequently
can still be predictive while containing less bias. Whether and to what extent
this holds for real-life data will be examined next.

7.5 Results

We first discuss the results for RQ6(a-b). Given that we received results for
259 models per dataset, we cannot show all results and selected only those
based on method performance. However, additional results can be found in

Appendix B.2]

7.5.1 Predictive Performance

Table|7.4] presents the results on predictive performance. With respect to RQ6a,
we can say that the models trained using features selected via CFS either
outperform the baseline of using all features or only marginally underperform.
The only exception is the DAP dataset for which FS generally does not seem
to lead to improvements.

With respect to the comparison to the best non-causal filter method (again, the
CFS methods formally belong to the filter F'S family), we observe that the best
CFS method leads to ML models that sometimes perform better and sometimes
worse with no clear winner apart from the DAP dataset with which the causal
methods struggleﬂ. Generally, the DAP dataset is an outlier in several respects.
For all other datasets, there were at most two ML methods for which a feature
set selected by an RFE method did not yield the best results, whereas for the
DAP dataset, this occurred five times. Moreover, the percentage of selected
features of the best method varied more heavily for this dataset than for any
other. Generally, no F'S method yields substantial improvements on this dataset.
Taken together, we believe that these patterns indicate that it was difficult for
all methods to establish clear relationships between the target variable and
the others. This difficulty may result from recoding the target variable as a

80ur result in Appendix further support this.
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categorical variable. Given that DAP is such an outlier, we still report the
results for it but exclude it from the overall conclusions we derive from the
results.

Overall, it can be said that there is no general disadvantage when using CFS
instead of non-causal filter methods. Moreover, the percentage of selected
features from the whole dataset is typically smaller when using CFS methods,
which has advantages in terms of effectiveness.

With respect to the comparison to the best overall non-causal FS method, we
observe that the best method is typically a wrapper method and outperforms
both the best non-causal filter method and the best CFS method. However,
for OULAD, e.g., the F1 value achieved with the feature subsets derived via
CF'S is still generally close. It is interesting to observe that the best method
is usually recursive feature elimination. The concrete ML method that works
best with this FS method varies and seems to be quite independent of the
ML method used to train the model. For the CFS methods, there is no such
clear best method, although HC-MB appears most often, followed by TAMB.
For the best filter method, there is also no clear best method. Again, what is
very noticeable and interesting is that the best CFS method typically returns a
smaller, sometimes much smaller feature subset than the best non-causal CFS
method. For the SAP dataset, the best CFS method returned a larger subset
than the best non-causal FS method for four ML methods; for the OULAD
dataset, this happens once. For all other datasets and ML methods, the best
CFS method returns a smaller subset. For the ELP datasets, HC-MB returns
only about 1% of features. The selected features are clearly very relevant,
as the results for the best non-causal F'S methods are better, yet not much
better, when using many, many more features. This observation shows that
the CFS methods can return truly relevant features that are also well-suited
for interventions and that they lead to more efficient ML models. Interestingly,
the feature-sample ratio does not appear to be connected to how well CFS
methods perform compared to the baseline of using all data. From the previous
chapter and the existing literature, we may expect that smaller feature-sample
ratios are particularly helpful for learning accurate graphs and, thus, extracting
informative MBs; however, ML methods using the whole dataset also perform
better with fewer features that need to be considered and more data. Likely,
we do not see a significant impact of the feature-sample ratio for this reason,
even though DAGs are learned more accurately at smaller ratios.

Generally, RQ6a is answered by saying that CFS methods lead to ML models
that are generally as good as the baseline whereas RQ6b has to be answered
by stating that the best non-causal filter F'S method performs about as well
as the best CFS method and that the best overall non-causal FS method
outperforms or is at least generally equal to the best CFS method, although the
differences vary by dataset. More generally, our results indicate that the CFS
methods do not yield completely off results, meaning that DAGs are not learned
perfectly, but also not completely wrong (RQ6). One should note that the
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Table 7.4: A comparison of the performance (F1) of each ML method without
feature selection, with the best non-causal filter feature selection, the best
on-causal feature selection, and causal feature selection. The percentage of
features selected by the respective F'S method is also presented. The overall best
result for a dataset is bold, and the best result for a dataset-ML combination is
printed in italics. If two methods are named, their results are exactly identical
(beyond the second decimal point).

% Features % Features % Features

Whole
Dataset | ML Method || Data

Best FilterFS Selected Best FS | Selected Best CFS | Selected
kNN 0.63 MI - 0.63 0.80 RFE_LR - 0.70 0.40 || TAMB, LRH - 0.63 0.21
SVM 0.63 | SelectF — 0.63 0.20 RFE_LR - 0.7 0.40 HITON - 0.68 0.10
LR 0.77 | SelectF - 0.76 0.40 RFE_XGB - 0.77 0.60 HC-MB - 0.75 0.26
xAPI RF 0.80 MI - 0.79 0.80 RFE_XGB - 0.81 0.60 HC-MB - 0.77 0.26
XGBoost 0.78 MI - 0.78 0.80 RFE_RF - 0.78 0.80 HC-MB - 0.72 0.26
CatBoost 0.80 | SelectF - 0.79 0.80 RFE_XGB - 0.80 0.80 HC-MB - 0.75 0.26
NN 0.74 MI - 0.75 0.80 || RFE_RF/MI - 0.75 0.80 HC-MB - 0.75 0.26
kNN 0.47 MI - 0.58 0.20 RFE_LR - 0.65 0.20 HC-MB - 0.48 0.52
SVM 0.45 MI - 0.57 0.20 RFE_LR - 0.60 0.20 HC-MB - 0.47 0.52
LR 0.53 | SelectF — 0.56 0.20 RFE_XGB - 0.58 0.40 HC-MB - 0.56 0.52
SAP RF 0.50 | SelectF — 0.58 0.20 FS_XGB - 0.67 0.36 || TAMB, LRH - 0.60 0.52
XGBoost 0.58 | SelectF — 0.61 0.80 L1-0.62 0.72 HC-MB - 0.62 0.52
CatBoost 0.60 MI - 0.57 0.40 RFE_LR - 0.62 0.20 HC-MB - 0.62 0.52
NN 0.52 | SelectF — 0.54 0.80 RFE_LR - 0.58 0.20 HC-MB - 0.53 0.52
kNN 0.72 MI - 0.72 0.80 RFE_XGB - 0.76 0.20 || TAMB, LRH - 0.73 0.63
SVM 0.73 MI-0.73 0.80 MI - 0.73 0.80 || TAMB, LRH - 0.73 0.63
LR 0.77 MI - 0.76 0.80 RFE_XGB - 0.77 0.40 || IAMB, LRH - 0.77 0.63
OULAD | RF 0.79 MI - 0.79 0.80 RFE_RF - 0.79 0.60 || TAMB, LRH - 0.76 0.63
XGBoost 0.78 MI - 0.78 0.80 RFE_XGB - 0.79 0.80 || TAMB, LRH - 0.78 0.63
CatBoost 0.79 MI - 0.79 0.80 RFE_XGB - 0.79 0.80 || TAMB, LRH - 0.79 0.63
NN 0.70 | SelectF - 0.77 0.80 SFS_RF - 0.78 0.76 || IAMB, LRH - 0.79 0.63
kNN 0.48 | SelectF — 0.48 0.80 RFE_XGB - 0.48 0.40 HC-MB - 0.41 0.01
SVM 0.44 | SelectF - 0.46 0.20 Boruta — 0.47 0.13 HC-MB - 0.43 0.01
LR 0.34 MI - 0.34 0.80 L1-0.34 0.95 HC-MB - 0.43 0.01
DAP RF 0.51 MI - 0.51 0.40 MI - 0.51 0.40 IAMB - 0.47 0.60
XGBoost 0.50 MI - 0.51 0.60 RFE_XGB - 0.51 0.80 TAMB - 0.45 0.60
CatBoost 0.51 MI - 0.51 0.80 L1-0.51 0.95 TAMB - 0.46 0.60
NN 0.49 MI - 0.48 0.80 MI - 0.48 0.80 HC-MB - 0.35 0.01
kNN 0.34 | SelectF — 0.52 0.60 RFE_LR - 0.57 0.40 HC-MB - 0.50 0.01
SVM 0.26 All - 0.26 All RFE_LR - 0.51 0.40 HC-MB - 0.33 0.01
LR 0.36 | SelectF — 0.42 0.40 RFE_LR - 0.59 0.60 HC-MB - 0.45 0.01
ELP RF 0.56 | SelectF — 0.56 0.20 RFE_LR - 0.57 0.40 HC-MB - 0.50 0.01
XGBoost 0.58 MI - 0.58 0.80 L1-0.58 0.8 HC-MB - 0.51 0.01
CatBoost 0.57 | SelectF — 0.59 0.80 RFE_LR - 0.59 0.40 HC-MB - 0.51 0.01
NN 0.43 | SelectF — 0.53 0.80 RFE_LR - 0.58 0.60 TAMB - 0.42 0.28

similar performance of CFS and non-causal filter methods does not necessarily
imply that the learned DAGs are sufficiently accurate; it may also reflect that
all methods are similarly constrained by the information available in the data.
However, the fact that CFS methods are not limited to a greater extent than
other filter methods is itself informative: It suggests that the inaccuracies in
the learned DAGs do not introduce additional noise or systematically wrong
feature selections beyond what is already present in the data. This caveat
(that methods are limited by the data) similarly applies to the fairness results
discussed below.

7.5.2 Fairness

Table shows the results for RQ7(a-b) when considering the DPR; Table
[7.6] shows the same for the EOR. We only show the results for the first three
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datasets because the last two (DAP, ELP) never return a DPR < 0.8 for any
of the combinations looked at and only in very specific combinations is the
EOR < 0.8, which means that employing fairness constraints is not necessary
and that these fairness constraints also hardly make a differencd’} Both tables
show the baseline results using all features for predictive performance and each
fairness metric. The best-performing and fairest CF'S methods, and other fair
pre-processing methods, are compared to it, with green values indicating a
positive change and red values indicating a negative change. The results of
the best method according to the chosen metric are displayed; if two methods
are identical on that metric (e.g., DPR), the results of the method that scored
higher on the other metric (e.g., F1) are displayed.

Generally, both tables reveal a similar pattern. As expected, there is usually
a trade-off between performance and fairness. A major exception (except for
the fairest pre-processing methods) is the SAP dataset, where performance
also increases. The fair CF'S methods and fair pre-processing methods show
similar patterns, and it is not always clear which performs better: the fair
pre-processing methods or the causal methods. Only for some combinations
of the OULAD dataset can it be argued that the fair pre-processing methods
perform better for both DPR and EOR, though the dataset already does not
show much of a bias (especially when looking at the DPR). All in all, we may
answer RQ7a by stating that there is no large difference between causal and
non-causal fair pre-processing methods. RQ7b can be answered by saying
that a trade-off certainly exists, but that its exact magnitude depends on the
specific scenario. All in all, similarly to before, we observe that DAGs are likely
not learned correctly, leading to models that are still biased. However, the
bias is typically mitigated, suggesting that some connections must be learned
correctly (RQT).

Additional observations include that CaDe emphasized predictive performance
more, whereas ExDesc and MBExDesc emphasized algorithmic fairness more.
This finding appears sensible given how the methods work.

7.6 Implications, Future Work, and Conclusion

In this chapter, we examined the performance of causal methods based on
DAGs on downstream tasks. While, in theory, a causal-driven feature selection
approach should work very well, this hinges on the assumption that the causal
network is correctly learned. As seen in other parts of this dissertation, learning
(or, more generally, constructing) these networks is a challenging task and
often not done completely accurately. This study makes the case that we
should look at what these inaccuracies mean for the downstream tasks that
we handle with the information in the DAGs. First, doing so gives us a better
assessment of how well DAGs are learned from real-life data; second, given that
we learn these DAGs with minimal background knowledge, a comparatively

9n addition, DAP can be considered an outlier anyways.
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Table 7.5: A comparison of the predictive performance (F1) and fairness in
terms of the DPR of the baseline using all features with the best performing fair
CF'S method, the fairest fair CF'S method, the best fair other pre-processing
method, and the fairest fair pre-processing method for each dataset and ML
method. The baseline is used as a reference; the difference from the baseline
value is computed for all other results. Red indicates a negative change, green
a positive change. If there is no change up to the second decimal place, the
value is not colored. The first number refers to the F1 value, the second to the

DPR.

| Dataset | ML Method || Whole Data | Best Fair CFS | Fairest Fair CFS | Best Fair PP | Fairest P.P.
kNN 0.63/059 ] 0.01/0.15 (CaDe) 0.01/0.15 (CaDe) 002/015 (CR) 0.02/0.15 (CR)
SVM 0.63/0.65 0.07/0.08 (CaDe) lJl /0.05 (CaDe) 0.00/0.02 (CR) 02/0.08 (DI)
LR 0.77/0.59 | 0.04/0.09 (CaDe) 1/0.09 (CaDe) ).01/0.02 (DI) )u 0.13 (FA-FS-LR)

XAPI | RF 0.80/0.58 | 0.03/0.02 (CaDe) 144 0.10 (FairCFS) | 0.00/0.02 (CR) )10 0 H (FA-FS-LR)
XGBoost 0.78,/0.62 0.04/0.00 (CaDe) 22 0.06 (ExDesc) 01/0.01 (CR) 13/0.06 (FA-FS-LR)
CatBoost 0.80/0.57 0.04/0.01 (CaDe) 33 0.16 (ExDesc) 0.00/0.05 (CR) D 00/0.08 (FA-FS-XGBoost)
NN 0.74/0.61 | 0.02/0.13 (CaDe) j (CaDe) 0.01/0.00 (DI) 08/0.15 (CR)
kNN 0.47/0.00 | 0.00/0.71 (MBExDesc) o oo 071 (MBExDesc) | 0.11/053 (FA-FSREF) | 0 w 071 (FATFSLR)
SVM 045/0.00 | 0.03/0.58 (CaDe) 0.00/066 (ExDesc) 0.050.70 (FA-FS-RF) 000 0.71 (FA-FS-LR)
LR 0.53/0.49 | 0.03/0.00 (CaDe) 0.03/0.01 (MBExDesc) | 0.02/0.06 (FA-FS-RF) % 0.1% (FA-FS-LR)

SAP RF 0.50/0.00 | 0.13/0.45 (MBExDesc) | 0.10/0.61 (ExDesc) 0.16/0.12 (FA-FS-RF) 1 9/0.71 (DIR)
XGBoost 0.58/0.00 0.06/0.46 (MBExDesc) | 0.03/0.57 (ExDesc) 0.03/0.50 (FA-FS-RF) | 0.1 4 HH»( 1)
CatBoost 0.60/0.00 0.02/0.54 (CaDe) 0.0 ”‘ 54 (CaDe) 0.00/0.54 (FA-FS-RF) | 0.( ‘JHW » (FA-FS-LR)
NN 0.52/0.00 | 0.01/0.53 (CaDe) 0.00/0.55 (ExDesc) 0.02/0.55 (CR) 0.05/0.65 (FA-FS-LR)
kNN 0.72/0.83 o(owu (CaDe) ootw [ (CaDe) www(c 0.01, w»( R)
SVM 0.73/0.71 | 0.02/-0.01 (CaDe) 0.14/0.19 (ExDesc) 0.02/0.2 (DR) 0.02/0.24 (DR)
LR 0.77/0.77 o,oo,ro.oo (CaDe) u )1 0.08 (ExDesc) 0.00/0.02 (DR) 0.00/0.10(FA-FS-LR)

OULAD | RF 0.79/0.90 )n £0.05 (CaDe) )/0.00 (ExDesc) 0.000.02 (CR) 0.03/0.05 (FA-FS-LR)
XGBoost || 0.78/0.89 | 0.0 )18 (CaDe) n 21 000 (ExDesc) 0.01/0.02 (CR) £0.02/0.08 (FA-FS-LR)
CatBoost 0.79/0.89 0. ()4 )9 (CaDe) 0.2 )2 (ExDEsc) 0. 00 0.01 (CR) 0.02/0.08 (FA-FS-LR)
NN 0.70/0.85 0.04/0.05 (CaDe) 0. 13 (J O(J ExDesc 0.06/0.05 (DR) 0.06/0.07 (CR)

Table 7.6: A comparison of the predictive performance (F1) and fairness in
terms of the EOR of the baseline using all features with the best performing fair
CF'S method, the fairest fair CF'S method, the best fair other pre-processing
method, and the fairest fair pre-processing method for each dataset and ML
method. The baseline is used as a reference; the difference from the baseline
value is computed for all other results. Red indicates a negative change, green
a positive change. If there is no change up to the second decimal place, the
value is not colored. The first number refers to the F1 value, the second to the

EOR.
‘ Dataset ‘ ML Method H Whole Data ‘ Best Fair CFS ‘ Fairest Fair CFS ‘ Best Fair PP ‘ Fairest P.P.

kNN 0.63/0.54 0.01/0.03 (CaDe) 0.30/0.06 (MBExDesc) | 0.02/0.09 (CR) 0.02/0.09 (CR)
SVM 0.63/0.57 0.07/0.04 (CaDe) 0.25/0.12 (ExDesc) 0. (](J )2 (CR) )5/0.06 (FA-FS-RF)
LR 0.77/0.49 0. ()4/“ 04 (CaDe) 0.04/0.04 (CaDe) 0.01/0.07 (DI) 07/0.13 (FA-FS-XGBoost)

XAPI | RF 0.80/0.48 | 0.03/0.02 (CaDe) 0.44/0.03 (FairCFS) | 0.00/( )(CR) u 16/0 \, (FA-FS-LR)
XGBoost 0.78,/0.50 0.04/0.01 (CaDe) 0.22/0.01 (ExDesc) 0.0 r’().(IT (CR) lS 0.11 (FA-FS-LR)
CatBoost 0.80,/0.42 0.04/0.00 (CaDe) 0.33/0.15 (ExDesc) 0.00/0.0% (CR) 5/0.18 (FA-FS-LR)
NN 0.74/051 | 0.02/0.10 (CaDe) 0.02/0.10 (CaDe) 0.01/0.05 (DI) 3 0.16 (FA-FS-LR)
kNN 0.47/0.00 0.00/0.54 (MBExDesc) | 0.00/0.51 (MBExDesc) | 0.11/0.00 (FA-FS-RF) | 0 HJ /0.56 (FA-FS-LR)
SVM 0.45/0.00 | 0.03/0.11 (CaDe) 0.00/0.16 (ExDesc) | 0.050.54 (FA-FS-RF) | 0.05/0.51 (FA-FS-LR)
LR 0.53/0.00 | 0.03/0.00 (CaDe) 0.03/0.00 (CaDe) 0.02/0.00 (FA-FS-RF) | 0.04/0.12 (FA-FS-XGBoost)

SAP RF 0.50/0.00 5/0.20 (MBExDesc) | 0.10/0.16 (ExDesc) | 0.16/0.00 (FA-FS-RF) | 0.01/0.51 (CR)
XGBoost 0.58/0.00 0.06/0.28 (MBExDesc) 32 (ExDesc) 0.03/0.00 (FA-FS-RF) | 0.03/0.61 (CR)
CatBoost | 0.60/0.00 | 0.02/0.30 (CaDe) 30 (CaDe) 0.00/0.00 (FA-FS-RF) 0 00 /0.00 (FA-FS-RF)
NN 0.52/0.00 | 0.01/0.00 (CaDe) (CaDe) 0.02/0.00 (CR) 05/0.52 (FA-FS-LR)
kNN 0.72/0.66 0.00/0 J (CaDe) ( aDe) 0.02/0.17 (CR) 0.02/0.17 (CR)
SVM 0.73/0.52 0.02/-0.04 (CaDe) 9 (ExDesc) 0.02/0.25 (DR) ).25/0 ’J (DR)
LR 0.77/0.64 | 0.00/0.00 (CaDe) n 21/0.08 (ExDese) | 0.00/0.01 (DR) 0.00/0.20(FA-FS-LR)

OULAD | RF 0.79/0.81 | 0.01/0.00 (CaDe) 0.10/0.02 (ExDesc) | 0.000.01 (CR) 0.000.01 (CR)
XGBoost || 0.78/0.81 | 0.03/0.29 (CaDe) 0.20/ ( .04 (ExDesc) 0.01/0.00 (CR) 0.01/0.00 (CR)
CatBoost 0.79/0.81 .29 (CaDe) 0.21/0.07 (ExDEsc) 0.00/0.02 (CR) 0.00/0.02 (CR)
NN 0.70/0.00 | 0.04/0.51 (CaDe) mw 70 ExDesc 0.06/0.67 (DR) 0.06/0.82 (CR)
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strong performance also builds a case for using more causal methods generally.
As mentioned throughout the dissertation, research in applied ML is often
skeptical of causal methods, often claiming uncertainty surrounding the DAG
construction process |122]. As a consequence, real-world applications of causal
methods are scarce. This study demonstrates that there is value in causal
methods even if the DAGs are clearly not learned accurately—otherwise the
methods would be better. For predictive performance (RQ6), we saw that
causal methods at least achieved a performance equivalent to the baseline and
the other filter methods; given the often drastic reduction of the feature space
and the options for interpretability, this finding shows that causal methods
are of interest for F'S, although they are often less good than wrapper-based
non-causal FS methods. For algorithmic bias (RQ7), fair causal methods often
offer a reasonable trade-off between algorithmic bias and predictive performance,
with the methods not clearly worse than other fair pre-processing methods,
though they can still lead to biased models. Hence, causal methods can be used
on real-life data—even though our learned DAGs are not perfectly accurate.

Of course, inaccurate graphs also mean we should be careful about any ad-
ditional insights we try to gain from them. The conclusion that DAGs are
learned somewhat but not completely correctly further supports our claims
from the previous chapters that a) practitioners should not blindly trust a
learned graph but rather embed more background knowledge, and that b) the
resulting DAGs are better suited for further analysis on rung 1.5 than for
rungs requiring even more accurate modeling. We want to stress again that
including more background knowledge could not only provide better insights
and improve accountability but also drastically improve predictive performance
and reduce algorithmic bias. Given the very limited background knowledge we
used here, our results even represent a lower bound of performance when using
CFS methods. Still, even when including background knowledge, interpreting
the DAG should be done carefully, as we will also demonstrate in the following
chapter, where we turn to the question of how causally grounded insights
can be generated from ML models by incorporating expert knowledge when
constructing DAGs.

In addition, we cannot exactly know how close or how far away our DAGs
are from the (unavailable) ground-truth. Future work should investigate (then
again using synthetic data) how changing, removing, and adding edges in an in-
creasingly incorrect manner affects the performance on subsequent downstream
tasks. It should be noted that it is unclear which error patterns emerge in
real data (e.g., are edges incorrectly oriented or removed); for this reason, we
went directly to real data. However, we believe this is a very interesting future
research endeavor.

When it comes to the concrete evaluation, one may argue that the number of
datasets we used is still limited. While true (and we do generally encourage
even broader evaluations), the datasets used are already quite different, and
reporting all the results is challenging. Still, regression tasks should be looked
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at in the future, especially.

With regard to the methods, it could be criticized that we could have compared
different or more causal structure learning methods. We selected methods we
deemed well-fitting, but there are certainly others, and given that few studies
employed these methods on real-life data, it is not yet clear which methods
might be particularly promising. We see our study as a contribution to judging
the methods accordingly. The same can be said for fair causal methods, which
are fewer in number than structure learning methods to date. As in all chapters,
we encourage future research to learn DAGs more accurately here as well. In
this chapter in particular, we encourage the development of fair causal methods
that operate on rung 1.5. Our novel method, CaDe, shows promise but can
also be improved. In particular, as de-correlation does not imply independence,
different steps can be taken to make the variables truly independent of the
sensitive variable.
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Chapter 8

Causality and XAI

This chapter, the final one before turning to the general discussion of the
dissertation’s results, addresses embedding causality into step 3 of the ML
development process we introduced in Chapter 3l As it is the latest step in the
development pipeline we discuss, several aspects we briefly mentioned before
and that are of greatest importance for this step, such as that we also need
to consider factors we have not observed, will be discussed in this chapter,
and the modeling focus will shift to a more stakeholder and theory-driven one,
complementing the other chapters. In addition, this chapter also focuses on
causality on rung 1.5, which we have emphasized as the way forward in the
previous chapters. Generally, step 3, i.e., the generation of explanations and
insights for interventions, requires the inclusion of causality to meet stakeholder
expectations, which, we argue, has not not been considered enough so far. We
further argue that two connected but different parts of this step require more
attention: Explanations need to be of the counterfactual kind, and insights
generated through the ML model should not be taken as insights about the
real-life data-generating mechanism directly, but rather require causal input to
be usable.

As we already discussed in Chapter [3| explaining a prediction is of fundamental
importance (and often a legal requirement) in ML settings involving decision-
making about humans [151]. A student wants to know why they were not
admitted to a program; the admissions office wants to ensure the decision-
making is reasonable; and the program manager may want to know which factors
contribute to the overall decision. All of these stakeholders want explanations,
albeit potentially different ones. The trust stakeholders place in ML systems
depends critically on these explanations. And humans tend to understand
the explanations in a counterfactual way |18, 105]. However, the most widely
used post-hoc explainable Al (XAI) methods (arguably, SHAP and LIME),
i.e., methods that derive explanations from an existing model, do not provide
explanations that allow counterfactual claims of the sort of Had the student
performed better in this course, he would have been predicted to pass the Master.
[97, [131]. Thus, as a reminder, in this chapter, our RQ8 asks: Given that
stakeholders typically interpret ML predictions in a counterfactual sense, how
can we retrieve explanations for ML predictions that match these counterfactual
expectations? As an answer, we develop an efficient method that allows these
kinds of claims while still making use of the most popular XAI methods.
Even more far-reaching, the explanation generated by XAI methods may also
be understood not only in terms of the model but also of the real-life data-
generating mechanism. That is, people may understand the explanation of

129



130 CHAPTER 8. CAUSALITY AND XAI

Had the student performed better in this course, he would have been predicted
to pass the Master. as Had the student performed better in this course, he
would have passed the Master.—the model or at least the explanation of the
model is seen as conveying information about real life. Indeed, a prominent
notion is that we can gain new insights and thus construct interventions or
recommendations from features that are relevant for predictions (according, to,
e.g., XAI methods) stemming from powerful black-box models via explanations
[1, 2 142, |71, 153] [168]. For example, Mu et al. [111] directly derive interventions
form explanations [111]. Dovsilovic et al. [41] more generally state that XAT
can provide a basis for reasoning about the data-generating mechanism in their
broad survey on XAI, and Swamy et al. [153] evaluate whether educators can
derive actionable insights from explanations in educational data mining. The
underlying assumption behind these procedures is that the model uncovers
truly relevant patterns in the data, which are then meaningfully derived using
the XAI method. Of course, the general advantage of powerful ML methods
is that they can discover meaningful patterns we did not know about before
and that less powerful (i.e., less complex, shallow, linear) methods could not
uncover. At the same time, and as highlighted before, both most ML methods
and, subsequently, most XAI methods are association-based and do not allow
such causal conclusions straightforwardly. As such, we do not disagree with the
idea of deriving interventions from explanations; rather, we argue that doing
so requires a careful causal framework that embeds these insights within an
explicit causal model.

Consequently, our RQ9 asks: Given that stakeholders often interpret explana-
tions of ML models as insights into the real-life data-generating mechanism,
how can we generate explanations that are meaningful with respect to this
mechanism rather than merely reflecting model-internal associations? As an
answer, we provide a framework that aims to include as much guided causal
thinking as possible and shows how to develop a DAG from the explanations
and expert knowledge, thereby formalizing the causal ideas.

We want to remark that our focus on counterfactual explanations with respect
to the model (RQ8) occupies a different position in the dissertation’s overall
argument than the other contributions. While most chapters and also RQ9
focus on using causality to reason about the data-generating mechanism, RQ8
focuses on counterfactuals regarding the model’s behavior rather than about
real-world causal relationships. In Pearl’s framework, this places it closer to
rung 1 than rung 3. We argue, however, that this is precisely appropriate for
its purpose: We aim to disentangle the two expectations that users have when
it comes to explanations. The goal of the method formulated as a response
to RQ8 is to meet users’ counterfactual expectations about the prediction,
not to make causal claims about the world. Our framework to answer RQ9
aims to meet users’ expectations when it comes to creating interventions from
explanations, thereby theorizing about the world. The two contributions of
this chapter are therefore deliberately complementary—one addresses what
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the model says, and one addresses what reality looks like—and together they
represent a progression from model-level to causally grounded explanations
that mirrors the broader argument of the dissertation (bridging regular ML
and causality).

To summarize, the two contributions of this chapter are a method for generating
counterfactual explanations of predictions and a framework for formalizing
causal conclusions about real-life mechanisms. This chapter furthermore dis-
cusses a more expert-driven approach to constructing DAGs that considers
latent variables; therefore, we will also contrast the DAG construction described
here with that in other chapters. We will now first provide more background
on XAI, especially in education.

8.1 Background: XAI

XAI methods are typically used to understand how a model reaches a decision,
i.e., to explain the decision post-hoc [41]. For some models, it is not necessary
to use any special algorithms to do so, as they can provide explanations by
default and, therefore, not post-hoc but on the fly [41|. These methods are
then often called interpretable. Decision Trees, e.g., generate rules that humans
can look at and understand. Similarly, for (logistic) regression, we can look at
standardized effect sizes, which show which features contribute to the decision
in particular. In recent years, however, specialized post-hoc algorithms have
been developed to explain the predictions of all models or a particular type
of model [97, [131], and the field of XAI as a whole has gained popularity
|1, |41}, [102]. This, of course, mostly has to do with the increasingly complex
black-box models of deep learning. In deep learning and some standard shallow
learning models, it is impossible to directly observe the effects of features or
the rules they generate, and even if we did, we might not be able to understand
them. The objective of post-hoc XAI methods, hence, is to try to generate
humanly understandable explanations. These explanations typically aim to
ensure no group is discriminated against, increase trust in the application,
or check that no sensitive or nonsensical features are used [41]. Adadi and
Berrada |1] summarize the goals of post-hoc XAl as being able to justify, control,
improve, and discover. Explanations and XAI methods can further be divided
depending on whether they focus on the local or global level [1]. With global
explanations, we are interested in which features the model generally considers
important for predictions. This is valuable information so we can control
features that could lead to a biased system discriminating against specific
populations, or ensure that mistakenly included features do not have an impact.
Some prominent ML methods, e.g., XGBoost, provide feature importance scores
off-the-shelf, which can be seen as global explanations. In contrast, a local
explanation of a prediction relates to the importance of features regarding a
specific person’s prediction |131]. This is most important when we aim to use
our predictions to provide detailed explanations for a specific person and to
construct interventions for that person. Thus, in this chapter, we are more



132 CHAPTER 8. CAUSALITY AND XAI

interested in local explanations.

Two of the most prominent XAI methods that allow for local explanations are
LIME (local interpretable model-agnostic explanations) and SHAP (Shapley
additive explanations) [97, |131], which differ in their underlying approach.
LIME estimates feature importance by perturbing an input instance and ob-
serving how the model’s predictions change in its neighborhood [131]. SHAP, in
contrast, is rooted in cooperative game theory and assigns feature contributions
based on Shapley values, which represent the average marginal contribution
of each feature across all possible feature subsets [97]. Despite these technical
differences, both methods share the limitation that the resulting importance
scores quantify local sensitivity. The resulting importance scores are not the
same as the counterfactual statements we are looking for, e.g., “If feature X
had been different, the prediction would have been different.”. Because LIME
performed better than SHAP in our experiments, we will focus only on LIME
in this dissertation; the results for SHAP are in Appendix [Bl We will now
introduce LIME in more detail.

8.1.1 LIME

LIME was introduced by Ribeiro et al. [131]. The idea behind LIME is
to explain an instance’s X = z (where z is a realized feature vector, i.e.,
x € RY) prediction by sampling n new instances close to the instance’s feature
vector and weighing them according to the distance to x. For each new
instance, we compute the model’s prediction 3. The weighted instances and
their predictions are used to train a simple white-box local model, typically
ridge or lasso regression, that mimics the original model. Features that influence
the prediction more receive larger coefficients, and a user-defined number £ of
the most important features and corresponding coefficients is returned.

8.1.2 Related Literature on Explanations

The question of what constitutes a good explanation is partly a technical one
but also one that depends on the context in which explanations are used. If
our aim is to best understand the model’s decision-making (e.g., for legislative
purposes), we want explanations that are faithful to the model [124]. With
faithful explanations, we mean that an explanation should both be correct
and, ideally, complete. Correct means that the explanation should contain
those features that are truly relevant to the prediction and no features that are
not relevant. Complete explanations should also include all relevant features
for decision-making [124]. In theory, the technical requirement of faithfulness
should lead to identical explanations across different XAI methods, but Swamy
et al. |152] showed that this is not the case: different XAI methods lead to
vastly different explanations. Research on users’ expectations for explanations
indicates that while correctness is always important, completeness is typically
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seen as less relevant [105).

At the same time, it is relatively unclear what constitutes a good explanation
for users and what XAI should be capable of doing to meet expectations |1}
48, 190, [102]. Miller [105] as well as Keane and Smyth |79] state that the
explanations aimed to explain predictions or interventions resulting from the
prediction to users should be of a contrastive type and need not be complete
to match user expectations. Miller [105] states that people generally ask why
something happened instead of something else (i.e., they ask for counterfactual
explanations) and then pick the parts of the explanation relevant to them. While
Meske et al. [102] and Langer et al. [90] state that the type of explanation (and
their completeness) should depend on the stakeholders the explanation is aimed
at, they also do not contest the evidence from social science that indicates that
we tend to understand explanations in the form of counterfactuals. Wachter
et al. also make the case for having a set of counterfactual explanations, all
of which are “nearby possible worlds” [p. 848|, i.e., not too far away from the
actual data and actionable [161]. Swamy et al. also show that what is expected
of and desired from an explanation depends heavily on the person receiving it,
and that people tend to pick out the parts of the explanation that conform to
their prior beliefs [153].

When we think in addition about using explanations as a basis for interventions,
we generally have similar requirements (correctness, potentially explanations
one can choose). At the same time, using XAl for interventions rather than
justifying explanations has a more specific scope and makes some requirements
even more pressing. That XAI, especially in areas such as education, is often
used outside the original scope of providing an explanation to justify a decision
has also been discussed by Khosravi et al. [80]. They write that in education,
XAI should do more than justify predictions; it should also provide feedback
and a basis for change. There, having incomplete (or wrong) explanations or
a poor model leads to drastic errors [80]. Looking at concrete studies that
construct interventions from explanations reveals both benefits and obstacles.
Mu et al. [111] predicted students in danger of wheel-spinning (i.e., repeatedly
trying tasks without making progress in their understanding) and then used
the explanation for the prediction as interventions; i.e., when a feature was
predicted to be the most important, they suggested changing the value of
this feature. They found that the interventions based on these explanations
generally matched what experts would have prescribed. This aligns with the
findings of Hur et al. |71], who use SHAP to recommend interventions based on
predictions of students’ performance. However, Mu et al. |111] also make two
important remarks: First, the explanations should refer to actionable features.
If we suggest to a student at risk of wheel-spinning that they review certain
materials, that is good advice. But suggesting they change their age is not
helpful at all. Their second important remark is that SHAP explanations reveal
nothing about causality. In part, this relates to counterfactual explanations,
which LIME and SHAP do not provide: If features receive a different value, the
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person might still not receive a different prediction. But moreover, when using
explanations as interventions, we do not know whether these relationships hold
in real life. Imagine that a person in danger of wheel-spinning at a certain
point in their learning process receives the advice to revise previous materials
because the ML-model discovered a strong correlation between these variables,
and the XAl-model picked up on this discovered relationship. Maybe the real
connection between these variables is not that understanding the previous
materials helps master the new content, but simply that both the previous
materials and the current content were covered in a previous course (they
share a mutual confounder). In this scenario, revising the materials would not
help much. This shows that the explanations common XAI methods and even
counterfactual variants provide are limited when it comes to deriving insights
for interventions.

8.2 Framework

Having presented the existing literature, we will now use our running example to
further illustrate what we see as the required steps for a) receiving counterfactual
explanations (RQ8) and b) deriving sensible interventions (RQ9). Considering
our running example, we assume that we have a student, Billie, who is currently
a Bachelor’s student and predicted not to finish a subsequent Master’s program
by an ML model. We trained a black-box neural network on our generated
dataset and assumed that Billie is the first student in the test dataset—a
student predicted to fail. Billie wants to know what needs to change, so that
Billie is then predicted to finish the Master’s. Of course, Billie would also like
to finish their Master’s program, so they are not only interested in changing the
prediction but also potentially the real outcome. In order to construct tailored
interventions, there are three levels that reveal different information:

1. Understand which features matter. First, it may already be helpful to
understand which features matter. Classic XAI methods are well-suited
for revealing generally important features. When we employ LIME with
k = 10 on Billie’s prediction, we are informed that eight features (or
rather Billie’s values in these features) negatively impact the prediction.
In descending order of importance, these features are: Bachelor Thesis,
Course 7, Gender, Course 11, Course 9, Course 4, Course 3, and Race.
Two other features have a positive impact (also in descending order):
Course 10 and Socio-Economic Status. From this, we get a first impression
about what specifically is important for Billie’s prediction—we learn about
what the model considers important. We do not, however, know how
and whether the different features interact with each other, or what a
change in the value of a feature means for the prediction. What we
may, in addition, learn from the explanation is that sensitive features
have an impact—their inclusion becomes apparent to the user and can
be questioned. This possibility is one of the advantages of XAI and is
already possible at this step.
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2. Understand what would need to change to change the prediction. Sub-
sequently, we are looking for counterfactual explanations. In our case,
we want to know which change in a feature’s value, or in a combination
of features, would change the prediction. This insight provides further
information about the model’s inner workings (especially because the
explanation is, by definition, correct), aligns better with what Billie might
expect from an explanation, and may help Billie understand what would
need to change for the prediction to change. Note, though, that including
non-actionable features (such as gender or race) as potential variables
that can change value is only interesting to further reveal the model’s
workings and potentially problematic model behavior—obviously, the
values of these variables cannot be changed. What this step still cannot
reveal is whether changes in the variables affecting the prediction also
reflect the true relationships between the variables, and in what way.

3. Understand the causal relationships among features and latent factors.
In order to understand how interventions can actually be sensibly con-
structed, we need to understand the real-life relationships of the variables.
We can best do this by trying to uncover relevant parts of the DAG by
using the information revealed in the previous two steps and by theoriz-
ing about the relationships, considering both background knowledge in
the form of stakeholder information and, potentially, also social science
research. This theory-building also includes the formulation of concrete
equations linking the variables. In addition, it may also make sense to
theorize about unobserved (latent) constructs, especially when we aim to
formulate interventions. For example, if we find out that Billie’s perfor-
mance in a course was not good enough and that this leads to the poor
prediction, we may theorize that there is an important concept taught in
this course and that if we offer Billie a refresher course on this concept,
Billie may be well-prepared for the Master’s program.

We will first discuss how we reach level 2 using these XAI methods, then provide
a framework for reaching level 3.

8.2.1 Reaching Level 2: Counterfactuals

Reaching level 2 and thereby answering RQS8 is easily possible, as it naturally
extends the idea of LIME. We call our method to do so Minimal Counterfactual
LIME (MC-LIME). The idea of MC-LIME is to restrict the search space for
identifying changes that affect the prediction by considering only the LIME-
extracted features that contribute to the current prediction. In our case, we
consider the eight LIME-extracted features that have a negative impact on
the predicted completion probability. Then, we check for the smallest subset
of these features that—when changing their values—change the prediction
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and return the features and changed Valuesﬂ We achieve this by iteratively
changing the value of one feature; if that never leads to a prediction change, we
check all combinations of two features, and so on. Note that this combination
of changes leads to an explosion in the search space, which is why we focus on
the k features extracted by LIME, which radically decreases the search space
and computational effortﬂ We always look for the smallest necessary change,
under the assumption that this better aligns with what users would like to
see [161] and because of the combinatorial explosion. If multiple subsets of
the same size exist, but we only want a certain number, we can select the ¢
changes that yield the largest difference in the output probability. However, in
general, outputting several sets of features leading to a change is favorable, as
(as discussed) the literature suggests that people like to pick the explanation
they feel makes the most sense [105]. Note that the counterfactual explanations
produced by MC-LIME are necessarily valid with respect to the model: by
construction, the returned feature changes are verified to actually produce a
different prediction, rather than being approximations or estimates of what
might change the prediction.

It should be noted that dedicated counterfactual explanation methods exist
[17,|110], which furthermore highlight the growing interest in counterfactual
explanations. These methods, however, are considerably less prominent in
practice than LIME and SHAP [152]. MC-LIME differs from these approaches
in a key respect: Rather than searching the full feature space for counterfactual
instances, it restricts the search to the subset of features already identified as
locally relevant by LIME. This restriction has two advantages: It substantially
reduces the combinatorial search space, making the method computationally
tractable, and it ensures that the counterfactual changes are grounded in
features the model has already identified as important for the specific instance,
thereby producing explanations that are both minimal and locally consistent
with the model’s behavior. As such, MC-LIME can be seen as a bridge between
standard importance-based explanations and dedicated counterfactual methods,
inheriting the interpretability and familiarity of LIME while extending it toward
the counterfactual expectations users typically have.

There are two versions of MC-LIME that both aim to focus on the smallest
necessary change, but interpret this differently. They differ in the changes they
allow in the values. In the first version, MC-LIME-A, we check whether any
possible change in non-continuous variables leads to a change in the prediction.
This means, e.g., that if a variable has seven expressions, we check the results
of all six values that do not match the real data. For continuous variables, we

'Note that this is very similar to LIME’s understanding of feature importance |131].

2In the worst case, MC-LIME checks all k features returned by LIME, leading to 2* — 1
subset evaluations. In practice, however, a change in the prediction is typically observed for
small subsets early in the search, making the method considerably faster than the worst-case
suggests. In our experiments, MC-LIME completed rapidly for both the synthetic and
real-life datasets using k = 10, though runtime will naturally increase for larger k or datasets
with many possible feature values.
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calculate the mean of the ten 10% percentiles in the feature’s distribution and
check for all other nine percentiles. MC-LIME-A typically returns very small
feature subsets that lead to a change in the prediction, which means that only
a few feature combinations need to be checked, making this variant efficient.
Moreover, this variant focuses on what the model considers most important,
which may correspond to relationships that also hold in real life more than
in the next variant. At the same time, if the information should also inform
interventions, it may make sense to focus on small changes in values, as people
may be able to adjust a bit rather than a lot [161].

MC-LIME-B does precisely this. It only allows changes to the neighboring
values for ordered variables (and all changes as for MC-LIME-B for categorical
variables), and to the neighboring 10% percentiles, and checks whether these
smaller changes change the prediction. This procedure also reduces the search
space but typically requires more overall changes. In addition, one may argue
that, as larger feature sets are outputted, the chance increases that features are
not directly or at all connected to the target variable, especially as complex
models tend to assign importance to many features [60].

In both cases, the resulting subset tells us what would need to change minimally
(either the number of features or the extent of changes) to alter the prediction,
and how this change would need to look. It may be sensible to only consider
actionable features for changes.

Running Example

When we return to our example of Billie, MC-LIME-A returns two individual
features for which a change regarding the value of that feature leads to a
changed prediction. We can either change Bachelor Thesis from the current
value 0 to 4 (which is a change from the minimum to the maximum of that
feature), or we can change Course C11 from 0 to 3 (which is also a change
from the minimum to the maximum). Hence, while it is possible to change the
prediction, the change within this variable needs to be large in both cases.

MC-LIME-B returns eleven sets of changes across three features each when we
allow MC-LIME to consider sensitive variables. When we do not, it returns two
sets of changes across four features each. Either Bachelor Thesis and Course
11 need to increase by 1 while Course 7 and Course 9 need to decrease by one;
or Bachelor Thesis, Course 4, and Course 11 need to be increased by one while
Course 7 is decreased by one. Hence, we can see that several values need to
change. Moreover, we can see that the second set of features contains Course
4, which is only connected to the target variable through a mutual confounder
but is neither a parent nor, more generally, an ancestor of the target variable.
The information returned by MC-LIME not only matches users’ expectations
for explanations and allows them to choose between them, but also conveys
additional information about the model’s workings. For example, it is interesting
that Course 11 alone can change the prediction, as it was only seen as the fourth
most important feature by LIME with an impact much smaller than Bachelor
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Thesis. Still, the information revealed by LIME is not directly usable for
interventions. For example, we cannot retroactively change the value attached
to the Bachelor’s thesis. Even if we could (e.g., by making the student rewrite
the thesis), it would be an open question whether this change would translate
to a better chance of completing the Master’s in real life, i.e., whether the
counterfactual relationship holds in real life. We still lack the idea of why and
how features matter.

8.2.2 Reaching Level 3: A Causal Analysis Framework

To understand why features matter and thus construct interventions, we pro-
pose using all the features LIME returns (positive and negative) as a basis for
a deeper analysis. A major part of this analysis, again, is the construction of
DAGs. In this chapter, the construction of DAGs is focused more on expert
knowledge, and we provide ideas for how to include expert knowledge. We also
contrast how DAG construction in this chapter differs from how we described
it in other chapters, and how DAGs constructed before reaching step 3 in
ML development can be used and adapted now. For this knowledge-driven
approach, we propose the following framework, which answers RQ9:

Feature FExtraction and Clustering. First, we extract all relevant features
and use them to cluster people into groups—people who share important fea-
tures (regardless of direction) are put into one cluster. Therefore, we work
with only a subset of the extracted variables known to be relevant for a set of
students, thereby simplifying the model while ensuring we use relevant features.
We believe that if there are groups for which different features are relevant, this
may indicate differences in the causal mechanisms at play, and that modeling
these mechanisms individually is therefore more appropriate. This individual
modeling of the causal mechanisms for each group is a stark contrast to what we
did in previous chapters, where we focused heavily on producing a single unified
DAG. Theoretically, the formulation of several DAGs is always an option if we
believe that certain mechanisms only hold for certain groups, i.e., if there is
structural heterogeneity [158|. For the most part, researchers and practitioners
prefer a single DAG, and even structural heterogeneity is often reined in by
treating it as parametric heterogeneity (i.e., allowing effect sizes to vary per
group) [65]. However, in addition to theoretically allowing proper handling of
structural heterogeneity, we argue that focusing on the mechanisms relevant
(or at least most relevant) to specific groups facilitates theoretical reasoning in
subsequent steps. We want to stress, however, that this individual modeling
is a pragmatic heuristic: different feature importance patterns could equally
reflect differences in data distributions or model behavior rather than genuinely
different underlying causal mechanisms. As such, the clustering step should
be understood as a way to simplify the subsequent theorizing by focusing on
a more homogeneous subset of instances, rather than as a principled causal
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discovery procedure. Practitioners should be aware that merging clusters or
working with a single cluster may be appropriate when the number of instances
is small or when differences between clusters appear minor. The subsequent
steps always refer to one specific DAG.

Theorize about Causal Mechanisms. Based on the resulting clusters and the
corresponding variables, theorizing about the causal mechanisms takes place.
For the demographic (and, if available, social and psychological) features, it
may make sense to consult social science studies that investigate their effect on
the target variable and check whether the relationships appear similar. We can
then use the presented theory there to inform the specific causal mechanisms we
model. For all features, especially those specific to the domain (e.g., the courses
offered), we try to understand what they entail and how they could influence
the outcome variable. Ideally, stakeholders are consulted for this, as we have
already discussed in the other chapters. Note that because we may have several
DAGsS, varying views on mechanisms by different stakeholders could also be
mapped to different DAGs. Generally (regardless of whether we use information
from research or stakeholders), if we find that other, non-included but observed
features could also be important, serve as proxy variables, or decompose the
effect of a variable, we should add them. If research or stakeholders suggest
that latent variables may be at play, we should proceed to the next step of
modeling with them.

Model Causal Mechanisms. We can begin constructing the DAGs based on the
information from the previous step while considering the following questions:
(a) Is a connection between two variables direct, or does it go through (or also go
through) a latent or observed variable, i.e., does a latent or observed variable me-
diate the effect between two variables? (b) Is there a true relationship between
the two variables, or are they confounders? (c) Does a third (latent or observed)
variable moderate the effect between two variables? Moderation would be
expressed by introducing a new node (X M) that represents the interaction
between a variable X and the moderator M, ie., X - XM < M, XM — Y.
In this step, again, we differ from previous chapters in the DAG construction.
A major difference is that we explicitly think about latent variables not just
in terms of unobserved confounding but as mediating variables. These latent
variables are important in our case to better direct interventions, as our running
example will illustrate later. The latent variables are explicitly added to the
DAG, but apart from interaction terms, they are not used in the next step
because their information is not observed; it is assumed to be captured by the
observed variables. This step mostly serves to facilitate modeling and to then
define interventions.

Model Regression Terms. In the next step, we try to explicitly model re-
gression formulas according to the constructed DAG (again, ignoring the latent
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variables) and run the regressions on the training data. Actually understanding
the specific effects the variables have is important when basing interventions
on the model. We can fit the formulas for all variables to assess how well they
predict the dependent variable and, thus, verify our model if we care about the
whole DAG we construct. We should definitely do so for the target variable.
When modeling the regression terms, we need to consider the specific causal
relationships between the variables. For example, if we believe that there exists
an interaction node, we should also add an interaction term to our formula. If
we believe that relationships are not linear (e.g., quadratic), we should model
them accordingly.

FEvaluate the Results and Adapt the Model. Lastly, we need to verify that
the results match our modeling and adapt the DAG or the equations if neces-
sary. To evaluate our modeling, we check whether the regression coefficients in
the respective models are significant and on what level (alpha = 0.05, alpha =
0.01, alpha = 0.001). If variables are not significant, they may not be relevant,,
or their involvement may be more intricate. We should also check whether
the direction of the coefficient conforms to our theoretical considerations, i.e.,
whether a variable thought to have a negative effect has a negative weight.
Note that, in particular, when entering many variables, we run into the danger
of getting a Type I error, meaning that we receive a significant result that
is not actually significant (at alpha = 0.05, we get a Type I error in one
out of twenty cases) |117]. Furthermore, the power of the test increases with
many instances, meaning that this reduces the Type II error of not finding
an effect even though there is one, but eventually—when we use really large
datasets— we find significant effects that are not really meaningful [117]. Thus,
evaluation should be done very carefully, and we recommend reporting effect
sizes alongside significance levels. We can even check whether our causally
motivated regression formulas perform better than a different formula without
some variables, with additional variables, or with different interactions by
running several regressions and comparing the adjusted R? or pseudo-R? (for
logistic regression). It is important to note that regression significance serves
as a consistency check rather than a verification of causal relationships. A
significant coefficient indicates that a statistical association exists in the data
that is consistent with our causal hypotheses, but it does not confirm that the
hypothesized causal relationship is correct. Equally, a non-significant coefficient
does not rule out a causal relationship; it may reflect insufficient statistical
power or model misspecification. The regression results should therefore be
interpreted in conjunction with the theoretical reasoning developed in the
previous steps: they can support or challenge specific hypotheses, prompt
a revision of the DAG, or flag variables whose role is more ambiguous than
initially assumed. Ultimately, the causal model remains a theoretical construct
that is informed but never fully confirmed by the data, which is a limitation
that applies to causal modeling broadly and that we discuss further in the
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conclusion of this chapter.

Construct Intervention Systems. Based on our results and combined with
the insights of level 2, we can now construct personalized interventions, support,
or feedback. In particular, when constructing interventions, we should still be
careful, especially because we can never be sure that we have actually captured
true causal relationships or that our assumptions about latent variables are
correct. We will discuss this again later.

Before we return to our running example to further highlight the above-explained
procedure, we want to briefly discuss, in one place, how the construction of
DAGs in this chapter differs from those in previous chapters, and how existing
DAGs constructed before reaching step 3 of the ML development pipeline could
be incorporated.

Differences in DAG construction

As highlighted earlier, this chapter naturally includes or focuses on aspects
of DAG construction that we only touched on previously. In Chapters [6] and
[, DAG construction was primarily data-driven, using structure learning al-
gorithms augmented with minimal background knowledge, with the goal of
recovering a single unified DAG that represents the data-generating mechanism
as accurately as possible. Although we emphasized that more background
knowledge is preferred, its inclusion was not the focus of the chapters, and
we started with the data. Here, the process is reversed: The starting point is
not the data but the model explanations and stakeholder theory, with data
used subsequently to verify and refine the hypothesized relationships through
regression. A further key difference is the explicit modeling of latent variables.
We model latent variables not merely as unobserved confounders to be acknowl-
edged as a limitation, as in previous chapters, but as substantively meaningful
mediating constructs that facilitate theory building and intervention design.
Finally, rather than aiming for a single unified DAG, this chapter allows multi-
ple cluster-specific DAGs when structural heterogeneity is suspected. Together,
these differences reflect our shift in emphasis to rung 1.5: from recovering the
causal structure of the data as accurately as possible to constructing a causally
informed model that is useful for generating actionable insights. The procedure
described here is a complementary rather than competing approach to DAG
construction that focuses more on the generation of insights and less on aspects
such as quantifying algorithmic bias in a causal way. It is clearly motivated by
our repeated calls for rung 1.5, i.e., it focuses more on what we can learn from
and express with DAGs and less on estimating causal effects at higher rungs.

Incorporating existing DAGs

If the causal perspective is incorporated into the ML development pipeline
as described in Chapter [3| right from the start, we already have a DAG that
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may then be adjusted in this step. Having an existing DAG to work with is
something that we see as a clear advantage, especially if it was already con-
structed with stakeholder involvement. Ideally, the stakeholders hypothesized
about the causal network freely; then, the model explanations can be explicitly
contrasted against their DAG. It should be pointed out that the explanations
should not necessarily lead to a change in the DAG but rather be seen as a way
to support certain hypotheses, reconsider relationships, and potentially, alter
the model or dataset if stakeholders believe that variables that are important
should not be important for various reasons (e.g., fairness, availability, etc.).
Generally speaking, variables that are never among the most important accord-
ing to XAI methods are potentially the most interesting, as such an absence
of importance indicates a lack of a meaningful statistical relation. If these
variables were important in stakeholder-constructed DAGs, these relationships
are potentially ones that need to be altered. In contrast, important variables
need not be causally relevant variables. In addition, if not already done so
far, the stakeholders should now add latent variables they believe matter; this
inclusion of latent variables may be informed by the explanations. Hence,
stakeholder-developed DAGs should only be refined then, not discarded. In
contrast, if the DAG construction before was mostly data-driven, stakeholders
should be given both the learned DAG and the explanations, and they should
be free to adjust the model as they believe is right. It should be noted that ML
models may reveal relationships due to their ability to discover non-linear or
highly interactive relationships that stakeholders have not considered, or that
other data-driven structure-learning methods have not picked up. Hence, the
explanations provide additional evidence for DAG construction. In line with our
modeling of ML application development as a continuous process in Chapter [3]
if the DAG changes in this step, especially if it changes to a larger extent, and
the DAG was already used in previous steps of the development pipeline (e.g.,
to account for fairness), then it may be necessary to revisit earlier steps and use
the new DAG there. The focus on latent variables in this step may especially
lead to a re-evaluation of appropriate fairness measures. As a final note, if
causal feature selection was performed prior to model training and the ML
model was trained only on this feature subset, it is clear that the explanations
will more or less match the DAG used for CFS. If the explanations are intended
to serve as a source of information for DAG construction or refinement, it may
be better not to run CFS prior to model training. Again, CFS could be applied,
and the model could be retrained accordingly, once we revisit earlier steps after
having constructed a DAG based on a model including more features.

Running Example

Regarding our running example, we extract the ten most important features
for each person. Then, we can cluster people into groups. We base our decision
on the number of clusters on a visual inspection of the k-means clusters. For
simplicity and because we know that there is no structural heterogeneity, we will
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Economic
Status

Disability Gender

Figure 8.1: The causal graph that represents our running example, including
the hypothesized mediating latent variables (purple nodes).

consider only one cluster and proceed to the next steps. The most frequently
seen cluster contains instances which have the following most important features:
Mother Tongue, Socio-Economic Status, Gender, Course 11, Course 9, Course
3, Course 4, Bachelor Thesis, Course 7, Course 5, Course 10. This set of
features includes all relevant features for the target, as well as some additional
ones.

In the next step, we can theorize about the causal mechanisms and then model
them. Of course, as this is a synthetic example, discussing this part is highly
artificial, and we just assume we arrive at the DAG again, but we do want
to point to the explicit consideration of latent variables, which can also form
the basis for interventions. As already stated, we cannot sensibly change the
Bachelor thesis after the fact, but we may infer that academic writing is the
latent skill that is taught by writing the Bachelor thesis, and that this variable
is a mediator on the path from Bachelor thesis to the target, with our observed
variable acting as a meaningful proxy. Similarly, we may believe that in course
9, two important concepts are learned, e.g., programming and logical reasoning,
and that programming is further taught in course 10. A new DAG explicitly
containing these latent constructs can be seen in Figure [8.1, These latent
constructs may actually help construct the DAGs, as they facilitate theory
building by allowing stakeholders to place interpretations on the meaning of the
variables and make the DAG construction less abstract. These latent variables
can also serve as the basis for personalized assistance.

Subsequently, we model the relationships among the variables using regression
equations. In our case, we may construct the following formula for the target
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variable:

Master = By + 1 BachelorThesis+ SoGender + $3C7+ 5,094 55C10 4 5sC'11
Alternatively, if our theorizing would lead us to assume that Course4 and
Courseb also matter while C'11 does not, we would define the formula as:
Master = By+ p1BachelorThesis+ PaGender + S3CT+ 5,C9+ B5C10+ B C4d+
B7C5

When running the logistic regressions now, we find for the first formula that
all coefficients are highly significant (p < 0.000) and that McFadden’s R? is
0.57. For the second formula, the R? decreases to 0.50, but the two newly
added variables are still significant at the 5% significance level (i.e., p < 0.05),
showing that this procedure should be seen more as providing feedback and
less as leading to a definite verification.

Based on our DAG, the regression results, and the individual explanations, we
can formulate interventions. For Billie, for example, we may provide feedback
that their academic writing skills are not sufficient currently. As a consequence,
we may then offer and recommend an academic writing course. Note that
even the information that demographic aspects are relevant can be helpful
and informative, especially for study program managers, regarding necessary
changes. For example, if a variable like nationality is seen as a proxy for language
skills, the university may offer additional language courses and recommend
them to students. What we want in the explanation is still dependent on the
addressee.

8.3 Evaluation

To demonstrate the pipeline and its applicability, we provide a proof-of-concept
of our framework on a synthetic dataset. We will first describe the dataset;
then, we will employ LIME before evaluating the remaining steps.

8.3.1 Data

As we typically do not know the real causal mechanisms and can only make
informed guesses considering the existing literature and our own reasoning, we
test our pipeline on synthetic data just as in previous chapters. Regarding the
counterfactual explanations, we can test whether MC-LIME returns the feature
subset that is intended to make a difference. It is, of course, just as with our
running example, not very telling to use this data to test our causal framework,
since we know the causal mechanisms we decided on. However, it is still
valuable to see whether we can recover the intended effects and their directions
as specified in data generation. Our data consists of a target variable, which we
may assume represents dropping out of a course for illustrative purposes, and
26 other binary features’] Of these 26 features, eight have no effect, eight have
a direct effect in one direction and an effect in interaction with another variable

3The synthetic dataset, as well as some additional files illustrating how to continue with
the next steps, can be found here: https://github.com/lea-cohausz/jedm.git.
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that goes in the opposite direction, and ten have a direct effect. As an example
of variables that have an effect in one direction and an indirect effect through an
interaction node in the other direction, we may observe that a person takes two
specific courses in parallel to the course we are trying to predict. One of those
courses provides a lot of relevant knowledge for the course we are predicting,
but taking it alongside another course would entail a high time commitment.
The first aspect (relevant knowledge) increases the likelihood that a person
passes, and the second aspect (the interaction of taking both courses at once)
decreases the likelihood. The first row of Table summarizes the synthetic
scenario; a plus (4) behind the variable indicates a positive effect, and a minus
(-) indicates a negative effect. The number of symbols (e.g., ++) represents the
strength of the effect, as each causal relationship was given a weight by which
the probability of the target variable changes. For example, V6 has a stronger
effect than V7. Features with no effect have a “No” behind them. We created
10,000 instances by randomly sampling features. The target variable was fully
determined by the feature values, with no random noise added (in contrast to
our running example), allowing ML models to achieve near-perfect predictions.
This means we can fully focus on the subsequent steps and whether they work
correctly. Our procedure resulted in 30% of instances having assigned a 1.

Table 8.1: Synthetic data—variables, their effects, what could be recovered
using LIME, and the results of the regression on the extracted features.

‘ Effects H Pos. Effect ‘ Neg. Effect ‘ Effect in Combination ‘ No Effect ‘
VIl(——)Vi2(—)+
V1(++), V2(++4), | V6(=—), V7(-), V13(No): +++; V19, V20, V21,
Variables V3(++ )( VA(++), | V8(-), (\/9(—)7 V14(+)+V15(+) V22, V2(3, V24,
V5(4+) V10(—) VI16(+): — — —; V25, V26 (No effect)
V17(No) + V18(No): ++
V1(+), V2(+), o .

o : na V6(—), V7(-), VIL(+), VI2(+), V13(+), r90(—
Recovered (LIME) VJ(J{/)r)(\i-)l( ), VO(=), V10(<) V14(=),V15(-), V16(-) V20(—)
Changed Prediction (MC-LIME) V1, V2, V3, V4 V6, V9 V11, V12, V13 V20

Vi(H), V2(5), 7 [ VII(—) 1 VI2(—) 1 VI3No): 15
Recovered (Regression) V3(+), V4(+), \\//%((_)) \\;170%_;" V14(+) + V15(+) + V16(No): —; V20(—)
V5(+) ) ’ V17(No) + V18(No): +

8.3.2 Level 1: LIME

We predicted the target variables using several methods: support vector ma-
chine, a simple neural network, naive Bayes, decision tree, and random forest.
Then, we selected the model with the highest F1 value and test accuracy.
This was the NN with an accuracy of 99.5% and an F1 value of 0.99. Having
selected the best model, we extracted the ten most important features and
their directions for each instance of the test data. We only considered those
instances for which the minority class or drop-out was predicted (318 cases) as
these are the ones we are most interested in.

Table [R.1] shows which features were extracted at least for one instance. We
can see that feature V'8 was not considered important at all, even though it is
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supposed to have a negative effect on the target variable. In contrast, V20 was
extracted once, even though it should not have had an effect. Furthermore,
V17 and V18 were not extracted; these features do not have an effect on their
own but do when combined. The most extracted features were V2, V11, V12,
and V13 which were extracted for each instance, followed by V5 (316), V'1
(312), V6 (284), and V3 (213). Note that this does not mean that for all
those predicted to drop out in this scenario, each of these variables was set
to 1 or had a positive impact, as the table also includes features that have a
negative impact on drop-out. As a matter of fact, the extracted directions of
the effects are correct for all extracted features that, upon being set to 1, are
supposed to have a positive or negative effect on drop-out. For features for
which the direction of the effect changes upon combination with others, we
can see that the reverse effect is extracted. Again, consider, for example, V11,
V12, and V13. On their own, V11 and V12 have a negative effect on drop-out,
but when all three variables have a 1 assigned to them, they together have a
large positive effect—although the individual negative effects persist. LIME
tends to attribute the positive impact to each of the variables involved in this
(V11, V12, and V'13). This shows the limitations of LIME and, therefore, the
importance of our remaining steps.

8.3.3 Level 2: Counterfactuals

For the proof-of-concept that MC-LIME can be applied, we focus only on the
variant MC-LIME-A | which returns smaller sets of changes, making it easier
to analyze the results. We selected those important features that positively
affect drop-out for each instance and iteratively changed the values according
to MC-LIME-A. In 302 instances, changing a single value was enough to change
the prediction; in 14 of these, only one feature changed the prediction on its
own. Table displays what features changed the prediction on their own
for at least one instance. 14 instances needed two changes, and the remaining
three changes. The feature most often leading to a change when assigned a
different value was V11 (291), followed by V13 (288), 12 (287), and V2 (112).
Interestingly, V20 also changed the prediction on its own once. Several variables
could not change the prediction on their own. Apart from V5, though, these
are variables that have a small impact on the drop-out rate in comparison.

8.3.4 Level 3: Regression and Modeling

We simply used all the extracted features and our knowledge [[] about the data
generation to construct the logistic regression formula. Then we entered this,
along with the training data, into a logistic regression. The last row of Table
B.1] shows the recovered effects. All variables entered into the regression were
significant (then they were given the sign of the direction of their effect in the

4Hence, also entering V17 and V18 again.
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table) apart from V16 and V11—even V20 (albeit only on the 5%-level), which
means that by chance in data generation, more instances got the label drop-out
assigned, which also received a 1 in this variable. V16 was positive but not
significant, even though it should be. V11 was correctly identified as no longer
significant once combined with the other two variables. All effects now also
had the correct directions. Interaction terms of V11, V12, and V13 and V14,
V15, and V16 were also significant and had the correct direction. We can see
that reasoning about and investigating causal mechanisms made it possible to
recover most effects and their directions.

8.4 Implications, Future Work, and Conclusion

In this chapter, we focused on constructing frameworks that better align with the
expectations regarding prediction explanations of ML methods and disentangle
these expectations. We discussed the importance of counterfactual explanations
and showed how to achieve them (RQ8). In addition, we developed a framework
for extracting personalized feedback and interventions from the explanations
by building a causal DAG based on them (RQ9). We demonstrated the
applicability of both parts on a synthetic dataset. Of course, further evaluation
of how well practitioners can actually apply this framework, how easy it is
for stakeholders to formulate their theories as causal graphs, and how helpful
subsequent feedback or interventions are is needed in the future. We did
not discuss how to construct interventions in this chapter, but we want to
highlight that constructing interventions needs to be done carefully, in order to
avoid discouraging or overwhelming students (e.g., providing a student with
additional materials can quickly become overwhelming, communicating to a
student that they are struggling may be very discouraging). Our framework
and our method, MC-LIME, should be seen more as a proof of concept and
starting point to then facilitate the construction of interventionsﬂ.

A limitation of this chapter we want to highlight specifically is that the entire
level 3 framework is built on the features extracted by LIME. If LIME or the
ML model misses truly relevant features or includes spurious ones—as our
evaluation demonstrates for V8 and V20 respectively—the subsequent causal
theorizing is based on an incomplete or potentially misleading foundation. This
propagation of LIME’s or the model’s limitations into the causal framework
means that the quality of the resulting DAG and any interventions derived
from it is inherently bounded by the quality of the initial LIME explanations
and the ML model. We partially mitigate this risk by encouraging practitioners
to consult stakeholders and existing research when theorizing about causal
mechanisms in level 3, as domain knowledge may reveal important variables
that LIME failed to identify. Nevertheless, practitioners should be aware that
variables absent from the LIME output are not necessarily causally irrelevant,
as they may simply have been missed (due to the approximation nature of LIME

5A more detailed discussion of how to communicate predictions and interventions can be
found here: [32].
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or imperfect ML models) and should consider supplementing the LIME-based
feature extraction with broader domain knowledge where possible. At the same
time, as we stated as motivation, using ML models and XAI methods to identify
features that might otherwise be missed is still a valid approach because many
ML models can detect non-linear and interaction relationships. It should also
be kept in mind that other XAI methods may arrive at better insights than
LIME. More general comparisons of the extracted features across different
XAI methods can be carried out, as our approach for obtaining counterfactual
explanations through a reduction in the search space can be easily adapted to
other XAI methods[fl

Still, the construction of the causal model hinges on the XAI results, which itself
also hinges on the ML model and, thus, as always throughout this dissertation,
the main limitation of course stems from the uncertainty surrounding the causal
model developed. We can never be certain that an intervention that we base
on this causal model actually has the intended effect. This uncertainty holds
for all chapters in this dissertation, but it is perhaps particularly starkly felt
in this chapter for two reasons. The first is because we base future actions
beyond the pure technical ML part on the causal graph. Of course, a fairness
evaluation also has far-reaching real-world consequences, but it remains tied
to the ML model. In this case, we may base actions on the causal model that
remain beyond the use of the model. At the same time, we argue that these
real-life consequences could make theorizing less abstract for stakeholders. In
addition, a continued development of the ML model and causal graph—in the
circular fashion discussed in Chapter [3--may benefit from real-life feedback
that the actions based on the current causal graph generate, and the subsequent
continued development may lead to increasingly better graphs, better models,
and better fairness.

The second reason for the uncertainty is the vastly different way in which causal
graphs are constructed. Not only are they constructed after model development,
but there is also a focus on latent variables, which seem to add a layer of pure
theorizing on top of an already speculative process. We believe, however,
that the latent variables can actually help the stakeholders to formulate their
ideas. In contrast, a strict focus on observed variables may make it difficult for
stakeholders to even connect their prior beliefs to the data. Similarly, explicitly
including latent variables allows us to enrich modeling with existing research
theories. As such, the explicit modeling of latent variables may have advantages
that can also be applied to modeling causal graphs more generally. Overall, the
DAG modeling as presented in this chapter—with the explicit inclusion of latent
variables, guided stakeholder and theory involvement, and DAG refinement—is
also of importance for all other chapters that either focus on DAG construction
or use DAGs for other tasks. It brings into focus exactly those aspects of causal
modeling that the other chapters could only touch upon.

6Here, it should also be mentioned that some other counterfactual methods were published
recently, e.g., NiCE [17].



Chapter 9

Summary and Conclusion

9.1 Summary of Contributions and Overall Re-
sults

In this dissertation, we look at three concrete steps within ML as defined in
Chapter |3| that we believe can be enriched by including causal methods: data
preparation in the form of feature selection (step 1), model evaluation in the
form of algorithmic fairness (step 2), and explanation and insight generation
(step 3). Each chapter explores the use of causal methods in specific steps and
addresses the specific obstacles encountered. We will now briefly answer the
RQs for each chapter to provide an overview of specific and joint obstacles and
solutions, and what remains as open challenges.

In Chapter [4] we take stock of the current situation of the relatively established
area of causal bias mitigation (RQ1). We observe that the comparatively
unstructured area of causal bias mitigation poses challenges because the re-
quirements and assumptions for employing causal methods are not adequately
discussed. As a consequence, we develop a taxonomy of causal bias mitigation
methods that is largely based on the assumptions underlying the different meth-
ods (RQ2). The assumptions are defined by the rung of the ladder (Chapter
that the underlying causal fairness notion is on and by the existence of
explaining variables. We observe that most methods are on the highest rung of
the ladder, requiring strict assumptions. We conclude that the strong assump-
tions may further prevent ML practitioners from using causal methods for bias
mitigation, as it is not clear whether the assumptions even hold. Moreover, the
papers usually do not contain information about how they proceed in causal
modeling or how they decide on what measure is suitable, further leading to a
lack of concrete recommendations for action.

In Chapter 5] we therefore try to explain which specific fairness measures are
suitable based on a causal DAG and the specific context, thereby trying to
provide concrete recommendations and moving the fairness assessment away
from a purely value-focused one (RQ3). We also highlight how perceived
algorithmic unfairness can be handled then. We base our recommendations
on specific structures in DAGs. This chapter further reinforces the existence
of a major obstacle already highlighted in Chapter 4] namely that a fairness
assessment and subsequent mitigation hinges on having correct DAGs (or even
SCMs). Constructing DAGs is known to be a challenging task, however, and is
often named as a reason for not adopting causal methods.

Hence, Chapter [6] discusses the problem and the extent of the problem of
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learning DAGs from data. We show that DAG learning from data, indeed,
often leads to incorrectly recovered graphs, in correspondence with previous
literature. In an attempt to deal with this problem, we show how we can
automatically enrich and combine causal structure learning with background
information already present when, e.g., tackling a fairness problem. We show
that this procedure improves the accuracy with which DAGs are learned
substantively for structure learning methods that are not constraint-based
(RQ4) and that the structures discussed in Chapter [5| can then more often be
correctly identified, thus showing that this improvement has consequences for
downstream tasks (RQ5). Still, the results also show that DAGs are usually
not learned completely correctly and that the difficulty of learning DAGs
increases with more complex ground-truth DAGs. In addition, our evaluation
necessarily requires us to work with synthetic data, as we need to evaluate
against ground-truth DAGs. This procedure means we do not know how well
the methods perform on real-world data. As a consequence, we argue that any
downstream tasks performed with these DAGs still carry uncertainty, and any
conclusions should be drawn carefully.

In Chapter [7] thus, we deal with the obstacle that we do not know what
the likely incorrectness of DAGs means for real downstream tasks, and to
what extent DAGs are learned incorrectly. Using five diverse datasets from the
educational domain, we investigate how causal feature selection for performance
and causal feature selection for fairness compare to other feature selection and
fair pre-processing methods. As there are theoretical guarantees attached to
the causal feature selection methods (both for performance and fairness), any
performance far worse than non-causal methods can be seen as evidence of
incorrectly learned DAGs. We find that the best causal methods are typically
not far worse than the best other methods; only the wrapper methods usually
outperform the causal methods in terms of performance (RQ6, RQ7). Our
results, therefore, cannot fully resolve doubts about the accuracy of learned
DAGs, but they also do not support claims that causal methods cannot be
used at all. Rather, we believe that causal methods are already often usable,
as long as they do not require assumptions from the highest rung of the ladder,
but that more work is needed to construct more accurate DAGs, likely by
integrating background knowledge more.

Chapter [§ finally represents an alternative strategy of constructing DAGs.
Based on the observation that current XAI methods are poorly aligned with
users’ expectations for explanations and on the subsequent use of explanations
to create interventions, as postulated in existing research, we argue that a causal
perspective is required for explanations. We thus first develop a method for
retrieving counterfactual explanations (RQ8) and then describe a framework for
modeling causal DAGs from explanations to reasonably construct interventions
from them (RQ9). This process heavily relies on stakeholder involvement
and even deriving parts of the DAG from theory, and uses latent constructs
to facilitate construction. Despite the different procedure, this chapter also
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highlights that we cannot be certain about the causal mechanisms we modeled,
which means that any downstream action needs to be done carefully. At the
same time, this chapter specifically highlights aspects of DAG construction
(especially stakeholder involvement) that were identified as important and likely
helpful in previous chapters but not discussed there.

Across all chapters, the main obstacle that stays with us throughout all of
these chapters is the uncertainty surrounding the accuracy with which causal
graphs are modeled. But that does not mean that we gained nothing from
the chapters regarding this issue. What we gained throughout is a far more
nuanced view of how justified the criticism of causal methods based on this
uncertainty is. We provide strong evidence against claims that causal graphs
cannot be modeled at all (as can be seen in Chapters [f] and [7)) and can even
show that the DAGs are often learned at least somewhat correctly or contain
valuable information when including even just minimal background knowledge.
We can show that background knowledge helps in constructing DAGs and that,
generally, stakeholder involvement benefits causal modeling and is the best way
to go forward. The clear involvement of stakeholders can also be seen as an
advantage of causal methods. Something that directly follows from stakeholder
involvement and their conscious decision-making is a move away from the over-
reliance on pure numbers. We have critically discussed the unreflected reliance
on numbers in several chapters (especially Chapter [4| and [5) and highlighted
that a good inclusion of causality (that itself does not only focus on numbers)
helps create more transparent ML tools and assign clear accountability.

The problems arising from the remaining uncertainty surrounding DAG mod-
eling vary in their intensity based on the assumptions required for the task.
A big problem arises when we need even more modeling than just a DAG.
Looking at the bias mitigation methods, we may conclude that those that
require full SCMs and assumptions, such as no unobserved confounding, are
most concerned by the described uncertainty.

Hence, considering the above, we may derive the following three general recom-
mendations:

Recommendation 1: Prefer methods on lower rungs unless higher-
rung assumptions can be met with confidence. From a technical perspec-
tive, these methods are potential sources of mistakes and uncertainty. Moreover,
modeling and working on this rung require a much deeper understanding of
causality and statistics, and may therefore be harder for ML practitioners to
work with and for stakeholders to interpret the subsequent results. Makhlouf et
al. [99] used the term rung 1.5 for approaches that use causal graphs to inform
the estimation of (non-causal) fairness values, and we similarly used this term
for all methods that use causal graphs but do not use require the estimation of
causal effects to do so. We highlighted the value of these methods in Chapter
[ We also proceeded on this rung 1.5 and called for it in Chapter 5], when
discussing how causal graphs can be used to determine the fairness metric and
subsequent steps. Our method CADe, introduced in Chapter [7] also explicitly
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operates on this rung, and CFS can generally be described as belonging to this
rung. Similarly, our framework described in Chapter [§| can be seen as operating
on rung 1.5. This dissertation advocates focusing on rung 1.5 to balance the
advantages of causal methods with the challenges of uncertainty and regular
ML. Doing so, we believe, best supports the overall goal of this dissertation: to
bridge causality and regular ML. Still, especially for certain tasks (e.g., when
requiring individual fairness), a higher rung of causal analysis may, of course,
still be required, and it should be noted that this recommendation does not
imply that methods on higher rungs are never appropriate. Hence, we call for
a nuanced and deliberate use of different rungs of the ladder.
Recommendation 2: Use the causal model itself as a tool for insight
and decision-making, not just as a means to produce alternative
values. We gain most from the causal perspective when not just seeing it as
an alternative way to produce some value, but by using the model to generate
insights we otherwise would not have or to facilitate decision-making that
would otherwise not have the same information as a basis. Causal methods
should therefore be seen less as an alternative to established association-based
methods and more as a complement and facilitator for them, allowing more
nuanced decision-making, interpretation, and insights. Combined with our first
recommendation, we argue that we should focus on what causality offers that
is not covered by regular ML, methods and tools: most importantly, the causal
graph, which can also be seen as a way to make stakeholders’ assumptions
explicit [67].

Recommendation 3: Involve stakeholders throughout the causal mod-
eling process. All chapters clearly showed the need for stakeholder inclusion
to make causal approaches possible and meaningful. Stakeholder involvement
not only improves DAG construction but also assigns clear accountability,
facilitates transparency, and moves the development of ML tools away from
an over-reliance on abstract numbers toward more context-sensitive and re-
sponsible decision-making. Chapter |8 in particular discussed how to include
stakeholder perspectives more extensively.

With these three recommendations in mind, we now turn to what remains open.
What we cannot claim is that we solved all obstacles on the way to bridging
ML and causality. Not only do the individual chapters list specific remaining
limitations, but there are also general limitations and obstacles that we have
not tackled.

9.2 Limitations and Future Work

An aspect we have mentioned frequently yet still deserves more attention is
stakeholder inclusion. Concretely, there is a clear need for frameworks that
handle the inclusion of stakeholders—potentially across time—which includes
explaining what is expected of them and a brief introduction to causality. Each
of the steps in this framework (e.g., explaining causality or reconciling different
stakeholder perspectives) probably requires subsequent research, too (e.g., how
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to do an introduction effectively and how to work with opposing beliefs). While
there is some initial research on DAG construction with domain experts, much
remains to be done and explored in this regard [132]. We want to highlight in
particular that including latent variables may be helpful to stakeholders and
that they should be discussed more as a modeling option. Chapter [§| clearly
pointed to more research needing to be done on these aspects.

Connected to stakeholder inclusion is our call for evaluating the impact of
background knowledge on data-driven structure learning. Chapter [0 clearly
showed that even minimal background knowledge that essentially only re-
stricts the search space has a large impact, and we encourage more research
that explicitly combines expert knowledge and data-driven structure learning
approaches—very recently, some work has been done on this topic |7].

We also want to highlight two further important implications arising from
the inclusion of background knowledge through stakeholder involvement. The
first is that explicit causal knowledge is used during the learning of the DAGs,
which is very important for many downstream tasks, which require graphs to
be truly causal—and not just an, e.g., MEC DAG. The other is that by asking
stakeholders for their input, they can and have to take accountability for the
overall ML tool being developed. This aspect relates again to our argument
that a purely technical, numbers-based strategy for developing ML tools is
the wrong approach; this argument also holds for modeling DAGs, where the
best-scoring DAG may not be the true causal DAG. Including stakeholders
makes misplaced trust in such DAGs less likely and assigns clear responsibility.
Connected to this, the effects of stakeholder inclusion on various technical (e.g.,
model performance) but especially non-technical aspects of ML applications
should also receive future research interest. Among non-technical aspects are
questions such as whether the trust users have in causal models increases
when stakeholders are involved in DAG construction, and whether the trust
users have in ML models increases when stakeholder-driven causal modeling is
involved (compared to no causal modeling or no stakeholder involvement).

A practical barrier to the adoption of causal methods that deserves mention
is the availability of reliable, well-tested implementations for causal structure
learning and causal analysis. Historically, causal methods have been better
supported in R (e.g., bnlearn [139]) than in Python, reflecting the broader
separation between statistical and ML communities. While this gap has been
narrowing with the emergence of newer Python packages [145] [17§|, the ecosys-
tem remains less mature and comprehensive than what ML practitioners are
accustomed to for standard methods. We therefore encourage the continued
development of accessible, well-documented implementations as an important
step toward making causal methods practically viable for the broader ML
community.

One direction others may wish to explore is using DAGs as inputs to graph neu-
ral networks for prediction tasks. While some approaches exist that transform
relational data into a graph and employ graph neural networks to generate
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predictions [156], there is little research yet on explicitly working with causal
graphs as input. We do not advocate this as the primary direction for future
work, however, as it risks falling into the same trap we have cautioned against
throughout this dissertation: focusing on producing better performance val-
ues rather than leveraging what causality uniquely offers beyond regular ML
methods. Still, as part of a holistic use of causality in ML development where
the causal graph is already constructed for other purposes, incorporating it as
additional structural input to a predictive model may be a natural extension
worth exploring.

Despite these limitations and the remaining work, we believe that the disserta-
tion led to advancements on two levels: individual obstacles were addressed
at different stages, and a holistic way forward (rung 1.5, stakeholder involve-
ment) was recognized. Moreover, we demonstrated in each chapter that the
causal perspective brings an advantage for ML and that we can combine this
perspective with regular ML.

9.3 Conclusion

This dissertation is built on the idea and conviction that, when developing an
ML tool that makes decisions about humans, we should think about causality
and use causal methods, because doing so allows us to develop tools that
better align with the actual goals we have in these settings. Goals that have
been named when decisions concern humans are, among others, explainability,
algorithmic fairness, stakeholder involvement, and insight generation. We
argued that a purely association-based perspective is not sufficient to achieve
these goals and highlighted, especially in Chapter [3| but also in subsequent
chapters, how causality can enrich steps in the ML pipeline to meet these goals.
We recognized, however, that current causal methods come with obstacles that
prevent ML practitioners from using them. We also argued that perhaps causal
methods should not completely replace established association-based methods
but rather add to them or inform them. Throughout the dissertation, the idea
that causal and association-based methods and perspectives best work together
took concrete shape, especially as we remarked that purely causal approaches
have their own limitations and problems, most importantly concerning the
rigorous assumptions. The goal of this dissertation was, therefore, to bridge ML
and causal methods, to show how these perspectives can be applied together, and
to remove obstacles that limit the use of causal methods. The focus throughout
this dissertation was on providing a case for using the causal perspective
targeting the ML community, particularly ML practitioners who work with
data about humans and make decisions about humans. At the same time, by
focusing on this group, we also highlighted future research directions we hope
the causal community will pursue to make the causal perspective simpler for ML
practitioners. In particular, we hope that the causal community takes note of
the practical obstacles identified here—the difficulty of DAG construction, the
gap between theoretical guarantees and real-world applicability, and the need
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for more accessible implementations—as addressing these obstacles requires
methodological advances that only the causal community can provide. More
broadly, we argue that the causal community stands to gain from engaging more
directly with applied ML settings, as these settings provide a natural testbed
for evaluating whether causal methods deliver on their theoretical promises and
reveal which aspects of causal theory are most in need of practical development.
As stated in the introduction, the aim of this dissertation is to bridge classical
ML and causality. To stay with the metaphor of a bridge, we think that the
dissertation provided a convincing case for both sides of the bridge of why a
bridge is needed. We surveyed the current interaction between the two sides and
addressed concerns, especially on the ML side. We also provided a construction
plan for a bigger bridge. That is to say, there is much left to be done so that
taking a causal perspective is seen as a viable option, but we firmly believe
that we have laid a foundation for these next steps.
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Chapter A

Appendix A

A.1 Running Example: Data Generating Pro-
cess

A.1.1 Graph Structure

The data are generated according to a directed acyclic graph (DAG) with the
following edges:

e A — X, A — X3

e X — X,

o Ay — Xy, Ay — Xg, Ay — X3
e A; — X5, A3 — X3

o X, — X5

e Xg—Y

e Ay > X, Ay — Y

e X; Y

o A5 — X, Xi1 — Xypo

e Xi1 =Y Xig—VY

o X9—>X10, X9—>Y

A.1.2 Sensitive Variables

The sensitive variables A;, Ay, A4, A5 are drawn independently and uniformly
from {0, 1,..., K4, — 1}, where K4, € {2,3,4} is chosen randomly per variable.
The variable Aj is binary:

Aj ~ Uniform{0, ..., K4, — 1}, j€{1,2,4,5}, K, ~ Uniform{2, 3,4}
(A.1)
Az ~ Bernoulli(0.5) (A.2)

All treatment variables are subsequently clipped to {0, 1,2, 3}.
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A.1.3 Other Predictive Variables

Each other predictive variable X} with parent set pa(X}) is generated via a
noisy linear combination fed into a Poisson draw. Let pa(Xy) = (Z1,..., Zn)
be the ordered list of parents. Define the linear predictor

m

M= (1+05(G—1)Zi+ep, e ~N(0,03) (A.3)

i=1

Shift to ensure positivity and scale to a Poisson rate:

A = clip (i\k —min(\;) +0.1 . &’ 01, oo) (A4)

Ar — min(A;) +0.1 2

where Ly ~ Uniform{4,5,...,10} is the number of discrete levels drawn inde-
pendently for each Xj. The variable is then drawn and clipped:

X ~ Poisson(\y), Xy = clip(Xy, 0, Ly, — 1) (A.5)

Variables with no parents among the X-nodes (i.e., Xi, X3, Xy, X¢, X7, Xs, Xo, X11)

have a single sensitive variable as parent; the remaining X-nodes (X2, X5, X109, X12)
have one X-type parent each.

A.1.4 Outcome Variable

The binary outcome Y is generated via logistic regression with direct parents
Xs, Ay, X7, Xo, X0, X171 (as well as an indirect path through Xg < As, A3):

n=—1.0+1.2Xg+1.0 A,—0.9 X740.5 Xo+1.0 X19—0.9 X1, +€y, ey ~ N(0, 0.5%)

, (A.6)
PY =1|)=0() =15 (A7)
Y ~ Bernoulli(o (7)) (A8



Chapter B
Appendix B

B.1 Reviewed Papers and their Characteristics

Table depicts the papers reviewed for Chapter 4] and Table shows their
characteristics relevant for our analysis of the current state of research on causal
bias mitigation.
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Binkyte et al. NHANES, synthetic - Yes No
2024
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B.2 Additional Results for Feature Selection

The following subsections show additional results for Chapter [7] for the different
datasets. We compare all filter methods in combination with all ML methods with
varying relative sizes of selected features against the best CFS method (as can be
found in Chapter[7] The last row always indicates whether the filter method is better
(+), worse (—), or equal (0) to the CFS method up to the second decimal place.

B.2.1 xAPI

Table [B.3] shows additional results for the xAPI dataset. We can see that the filter
methods are not generally better and typically worse than the best CFS method for
smaller percentages of selected feature despite the percentage of selected feature for
the best CFS method ranging from 10% to 26%.

B.2.2 SAP

Table [B.4] shows additional results for the SAP dataset. We can see that the filter
methods are not generally better than the best CFS method but rather typically
worse. Interestingly, smaller percentages of used features seem to do better here.

B.2.3 OULAD

Table [B.3 shows additional results for the OULAD dataset. We can see that the filter
methods are equal or worse than the best CFS method except for MI with 80% of
the features selected and random forest.

B.2.4 DAP

Table shows additional results for the DAP dataset. Just as discussed in Chapter
[7, this dataset seems to be an extreme outlier. The CFS methods struggle with the
dataset.

B.2.5 ELP

Table shows additional results for the ELP dataset. Here, the picture is much
more mixed. The tree-based methods benefit more from the filter methods, for the
NN, the picture is mixed, and for all other methods, CFS seems to lead to the better
results.
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Table B.3: Extended results for the xAPI dataset.

Feature Selector Features Selected (%) Model F1 (with FS) Compared to CFS
SelectF 20% RandomForest 0.7508 —
XGBoost 0.7127 —
kNN 0.6006 —
SVM 0.6318 —
NN 0.6886 —
LR 0.7473 0
CatBoost 0.7464 0
Selectl! 40% RandomForest 0.7876 +
XGBoost 0.7431 +
kNN 0.6321 0
SVM 0.6282 —
NN 0.7438 —
LR 0.7631 +
CatBoost 0.7796 +
SelectF 60% RandomForest 0.7851 +
XGBoost 0.7393 +
kNN 0.6320 0
SVM 0.6280 —
NN 0.7353 —
LR 0.7597 +
CatBoost 0.7696 +
SelectF 80% RandomForest 0.7730 0
XGBoost 0.7693 +
kNN 0.6320 0
SVM 0.6280 -
NN 0.7339 —
LR 0.7624 +
CatBoost 0.7946 +
MI 20% RandomForest 0.7494
XGBoost 0.7072 —
kNN 0.6301 0
SVM 0.6318 —
NN 0.7059 —
LR 0.7429 —
CatBoost 0.7485 0
MI 40% RandomForest 0.7826 +
XGBoost 0.7348 +
kNN 0.6321 0
SVM 0.6282 —
NN 0.7243 —
LR 0.7627 +
CatBoost 0.7770 +
MI 60% RandomForest 0.7875 +
XGBoost 0.7361 +
kNN 0.6320 0
SVM 0.6280 —
NN 0.7433 —
LR 0.7568 +
CatBoost 0.7792 +
MI 80% RandomForest 0.7893 +
XGBoost 0.7766 +
kNN 0.6341 0
SVM 0.6280 —
NN 0.7455 0
LR 0.7515 0
CatBoost 0.7920 +
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Table B.4: Extended results for the SAP dataset.
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Feature Selector Features Selected (%) Model F1 (with FS) Compared to CFS
SelectF 20 RandomForest 0.5847 —
XGBoost 0.5705 —
kNN 0.5784 +
SVM 0.5596 +
NN 0.4798 —
LR 0.5714 +
CatBoost 0.5136 —
SelectF 40 RandomForest 0.5431 —
XGBoost 0.4848 —
kNN 0.4136 —
SVM 0.4463 —
NN 0.4694 —
LR 0.5147 —
CatBoost 0.4884 —
SelectF 60 RandomForest 0.5408 —
XGBoost 0.5706 —
kNN 0.3798 —
SVM 0.4908 +
NN 0.5109 —
LR 0.5484 -
CatBoost 0.5687 —
SelectF 80 RandomForest 0.6147 +
XGBoost 0.6083 —
kNN 0.3479 —
SVM 0.4699 0
NN 0.5378 +
LR 0.5304 —
CatBoost 0.5642
MI 20 RandomForest 0.4674 —
XGBoost 0.5125 —
kNN 0.5811 +
SVM 0.5739 +
NN 0.4524 —
LR 0.5620 0
CatBoost 0.5058 —
MI 40 RandomForest 0.5448 —
XGBoost 0.5359 —
kNN 0.4665 —
SVM 0.4912 +
NN 0.4535 —
LR 0.4928 —
CatBoost 0.5726 —
MI 60 RandomForest 0.5997 0
XGBoost 0.5458 —
kNN 0.4263 —
SVM 0.4338 —
NN 0.4537 —
LR 0.4772 —
CatBoost 0.5195 —
MI 80 RandomForest 0.5292 —
XGBoost 0.6048 —
kNN 0.4395 —
SVM 0.4807 +
NN 0.5132 —
LR 0.5382 —
CatBoost 0.5676 —
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Table B.5: Extended results for the OULAD dataset.

Feature Selector Features Selected (%) Model F1 (with FS) Compared to CFS
SelectF 20 RandomForest 0.7195 —
XGBoost 0.7311 -
kNN 0.7064 —
SVM 0.7318 0
NN 0.7227 —
LR 0.7364 —
CatBoost 0.7363 —
SelectF 40 RandomForest 0.7377 —
XGBoost 0.7393 —
kNN 0.7109 -
SVM 0.7325 0
NN 0.7042 —
LR 0.7379 —
CatBoost 0.7473 —
SelectF 60 RandomForest 0.7633 0
XGBoost 0.7629 —
kNN 0.7204 —
SVM 0.7341 0
NN 0.6982 —
LR 0.7447 —
CatBoost 0.7710 —
SelectF 80 RandomForest 0.7842 +
XGBoost 0.7817 0
kNN 0.7207 —
SVM 0.7343 0
NN 0.7659 —
LR 0.7570 —
CatBoost 0.7896 0
MI 20 RandomForest 0.7230 —
XGBoost 0.7344 —
kNN 0.7102 —
SVM 0.7320 0
NN 0.6836 —
LR 0.7387 —
CatBoost 0.7401 —
MI 40 RandomForest 0.7502 —
XGBoost 0.7582 —
kNN 0.7138 —
SVM 0.7329 0
NN 0.7173 —
LR 0.7491 —
CatBoost 0.7626 -
MI 60 RandomForest 0.7644 0
XGBoost 0.7652 —
kNN 0.7170 —
SVM 0.7339 0
NN 0.7141 —
LR 0.7355 —
CatBoost 0.7713 —
MI 80 RandomForest 0.7863 +
XGBoost 0.7847 0
kNN 0.7239 —
SVM 0.7345 0
NN 0.7474
LR 0.7592 —

CatBoost 0.7931 0
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Table B.6: Extended results for the DAP dataset.
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Feature Selector Features Selected (%) Model F1 (with FS) Compared to CFS
SelectF 20 RandomForest 0.5074 +
XGBoost 0.5054 +
kNN 0.4795 +
SVM 0.4575 +
NN 0.4677 +
LR 0.3063 —
CatBoost 0.5005 +
SelectF 40 RandomForest 0.5084 +
XGBoost 0.5029 +
kNN 0.4793 +
SVM 0.4480 +
NN 0.4057 +
LR 0.3231 —
CatBoost 0.5051 +
SelectF 60 RandomForest 0.5081 +
XGBoost 0.5054 +
kNN 0.4810 +
SVM 0.4413 +
NN 0.4544 +
LR 0.3350 —
CatBoost 0.5090 +
SelectF 80 RandomForest 0.5059 +
XGBoost 0.5022 +
kNN 0.4811 +
SVM 0.4402 +
NN 0.4745 +
LR 0.3335 —
CatBoost 0.5104 +
MI 20 RandomForest 0.5113 +
XGBoost 0.4985 +
kNN 0.4803 +
SVM 0.4564 +
NN 0.4098 +
LR 0.2902 —
CatBoost 0.5028 +
MI 40 RandomForest 0.5137 +
XGBoost 0.5016 +
kNN 0.4795 +
SVM 0.4471 +
NN 0.4493 +
LR 0.3088 —
CatBoost 0.5012 +
MI 60 RandomForest 0.5048 +
XGBoost 0.5069 +
kNN 0.4767 +
SVM 0.4412 +
NN 0.4532 +
LR 0.3321 -
CatBoost 0.5076 +
MI 80 RandomForest 0.5033 +
XGBoost 0.4999 +
kNN 0.4798 +
SVM 0.4400 +
NN 0.4806 +
LR 0.3406 —
CatBoost 0.5116 +
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Table B.7: Extended results for the ELP dataset.

Feature Selector Features Selected (%) Model F1 (with FS) Compared to CFS
SelectF 20 RandomForest 0.5619 +
XGBoost 0.5639 +
kNN 0.5096 +
SVM 0.2615 —
NN 0.3806 —
LR 0.4083 —
CatBoost 0.5663 +
SelectF 40 RandomForest 0.5510 +
XGBoost 0.5669 +
kNN 0.5176 +
SVM 0.2615 —
NN 0.4312 +
LR 0.4152 —
CatBoost 0.5746 +
SelectF 60 RandomForest 0.5563 +
XGBoost 0.5717 +
kNN 0.5233 +
SVM 0.2615 —
NN 0.4814 +
LR 0.4081 —
CatBoost 0.5824 +
SelectF 80 RandomForest 0.5562 +
XGBoost 0.5793 +
kNN 0.5204 +
SVM 0.2615 —
NN 0.5328 +
LR 0.4134 —
CatBoost 0.5918 +
MI 20 RandomForest 0.5490 +
XGBoost 0.5485 +
kNN 0.5132 +
SVM 0.2615 —
NN 0.4656 +
LR 0.3850 —
CatBoost 0.5696 +
MI 40 RandomForest 0.5510 +
XGBoost 0.5746 +
kNN 0.5167 +
SVM 0.2615 —
NN 0.5297 +
LR 0.4063 —
CatBoost 0.5833 +
MI 60 RandomForest 0.5502 +
XGBoost 0.5786 +
kNN 0.3728 —
SVM 0.2615 —
NN 0.4393 +
LR 0.3841 -
CatBoost 0.5851 +
MI 80 RandomForest 0.5496 +
XGBoost 0.5805 +
kNN 0.3402 —
SVM 0.2615 —
NN 0.4767 +
LR 0.3698 —
CatBoost 0.5887 +
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B.3 Results for SHAP

Table shows the results using SHAP instead of LIME in Chapter [8] Please consult
our paper [32] for more information on SHAP. Clearly, SHAP identifies more variables
(erroneously) as important than LIME—even for the same ML model. For this reason,
we continued with LIME.
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Table B.8: Synthetic data—variables, their effects, what could be recovered

using SHAP.
‘ Effects H Pos. Effect Neg. Effect ‘ Effect in Combination ‘ No Effect
VIL(——) VI2(—)+
VI(+4), V2(+4), | V6(=—), V7(-), V13(No): 1+ 1 V19, V20, V21,
Variables V3(++), VA(+ 1), V8(—), VI(—), VI4(+)+V15(+)+ V22, V23, V24,
V5(++) V10(—) V16(+): — — —; V25, V26 (No effect)
V17(No) + V18(No): +
VI9(—/1), V20 (—),
VI(+), V2(+), V6(=), V7(=) VIL(1), VI2(1), VI3(1), | V2L(—/1), V22 (),
Recovered (SHAP) || V3(+), VA(H) gy 'yo(2), Vio(=) | VId(=).V15(=). VI6(=) | V23(=), Vad (1),
V5(+) Va6 ()
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